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Recent successes in reinforcement learning (RL)

RL holds great promise in the era of AI
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One more recent success: RLHF
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In RL, agent(s) often learn by probing the environment

• unknown environment • delayed feedback
• explosion of dimensionality • nonconvexity
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Data efficiency

Data collection might be expensive, time-consuming, or high-stakes

clinical trials self-driving cars

Calls for design of sample-efficient RL algorithms!
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Computational efficiency

Running RL algorithms might take a long time . . .

• enormous state-action space
• nonconvexity

Calls for computationally efficient RL algorithms!
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Understanding efficiency of contemporary RL requires a modern suite
of non-asymptotic analysis
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Sample complexity issues that permeate
state-of-the-art RL theory
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A fundamental lower bound (Domingues et al., 2021):
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H2SAT

Can we achieve minimal regret with low memory complexity?

huge burn-in cost!
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Understanding e�ciency of contemporary RL requires a modern suite
of non-asymptotic analysis
high-dimensional statistics large-sample theory
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• generative model / simulator
• online RL
• offline RL
• . . .
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Sample complexity issues that permeate
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A common sample complexity issue in
state-of-the-art RL theory

regret or other metrics

A fundamental lower bound (Domingues et al., 2021):
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Can we achieve minimal regret with low memory complexity?

huge burn-in cost!
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Sample complexity issues that permeate
state-of-the-art RL theory

A fundamental lower bound (Domingues et al., 2021):
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Sample complexity issues that permeate
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Part 1

1. Basics: Markov decision processes

2. RL w/ a generative model (simulator)
◦ model-based algorithms (a “plug-in” approach)
◦ model-free algorithms



Markov decision process (MDP)

• S = {1, . . . , S}: state space (containing S states)
• A = {1, . . . , A}: action space (containing A actions)

• r(s, a) ∈ [0, 1]: immediate reward
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Discounted infinite-horizon MDPs

• S = {1, . . . , S}: state space (containing S states)
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• r(s, a) ∈ [0, 1]: immediate reward
• π(·|s): policy (or action selection rule)

• P (·|s, a): unknown transition probabilities
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Value function

Value of policy π: cumulative discounted reward

∀s ∈ S : V π(s) := E
[ ∞∑

t=0
γtr(st, at)

∣∣ s0 = s

]

• γ ∈ [0, 1): discount factor
◦ take γ → 1 to approximate long-horizon MDPs
◦ effective horizon: 1

1−γ
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Q-function (action-value function)

Q-function of policy π:

∀(s, a) ∈ S × A : Qπ(s, a) := E
[ ∞∑

t=0
γtrt

∣∣ s0 = s, a0 = a

]

• (��a0, s1, a1, s2, a2, · · · ): induced by policy π
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Optimal policy and optimal value

• optimal policy π⋆: maximizing value function maxπ V π

Theorem (Puterman’94)
For infinite horizon discounted MDP, there always exists a
deterministic policy π⋆, such that

V π⋆(s) ≥ V π(s), ∀s, and π.

• optimal value / Q function: V ⋆ := V π⋆ , Q⋆ := Qπ⋆

• A question to keep in mind: how to find optimal π⋆?
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Finite-horizon MDPs (nonstationary)

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

agent environment st at st+1 rt+1 reward state action
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h = 1, 2 · · · , H
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<latexit sha1_base64="DdFTt2dtcVz0F7sjq43OG1U0e1A=">AAACAXicbVDLSsNAFJ3UV62vqBvBzWAR6qYkVdBlwY3LCvYBTQiTybQZOpMJMxOhxLrxV9y4UMStf+HOv3HaZqGtBy4czrmXe+8JU0aVdpxvq7Syura+Ud6sbG3v7O7Z+wcdJTKJSRsLJmQvRIowmpC2ppqRXioJ4iEj3XB0PfW790QqKpI7PU6Jz9EwoQOKkTZSYB+hIPYU5dBLaRDXPBwJ/aCC+Cywq07dmQEuE7cgVVCgFdhfXiRwxkmiMUNK9V0n1X6OpKaYkUnFyxRJER6hIekbmiBOlJ/PPpjAU6NEcCCkqUTDmfp7IkdcqTEPTSdHOlaL3lT8z+tnenDl5zRJM00SPF80yBjUAk7jgBGVBGs2NgRhSc2tEMdIIqxNaBUTgrv48jLpNOrueb1xe1FtNos4yuAYnIAacMElaIIb0AJtgMEjeAav4M16sl6sd+tj3lqyiplD8AfW5w/5mZaT</latexit>

sh+1 ⇠ Ph(·|sh, ah)
<latexit sha1_base64="z+jTMXf6j6iJlmyt4EolZLxRK9s=">AAACCnicbVDLSsNAFJ3UV62vqEs3o0WoKCWpgi5cFNy4rGAf0IQwmUyawZkkzEyEErt246+4caGIW7/AnX/jtM1CWw9cOJxzL/fe46eMSmVZ30ZpYXFpeaW8Wllb39jcMrd3OjLJBCZtnLBE9HwkCaMxaSuqGOmlgiDuM9L1767GfveeCEmT+FYNU+JyNIhpSDFSWvLMfenl0bE9go6kHLa8qObgIFEPUHrRCURedOSZVatuTQDniV2QKijQ8swvJ0hwxkmsMENS9m0rVW6OhKKYkVHFySRJEb5DA9LXNEacSDefvDKCh1oJYJgIXbGCE/X3RI64lEPu606OVCRnvbH4n9fPVHjh5jROM0ViPF0UZgyqBI5zgQEVBCs21ARhQfWtEEdIIKx0ehUdgj378jzpNOr2ab1xc1ZtXhZxlMEeOAA1YINz0ATXoAXaAINH8AxewZvxZLwY78bHtLVkFDO74A+Mzx/wGJke</latexit>

• H: horizon length
• S: state space with size S • A: action space with size A

• rh(sh, ah) ∈ [0, 1]: immediate reward in step h

• π = {πh}H
h=1: policy (or action selection rule)

• Ph(· | s, a): transition probabilities in step h

value function: V π
h (s) := E

[
H∑

t=h

rh(sh, ah)
∣∣ sh = s

]

Q-function: Qπ
h(s, a) := E

[
H∑

t=h

rh(sh, ah)
∣∣ sh = s, ah = a

]
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Finite-horizon MDPs (nonstationary)

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

agent environment st at st+1 rt+1 reward state action

1

sh<latexit sha1_base64="pTqn7lmu+TPP8RbJ/EyxwmlgSPc=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lqQY8FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2YwHpQrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4Y2fCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qndVrd3XK41GHkcRzuAcLsGDa2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwBYIo3U</latexit>

rh = r(sh, ah)
<latexit sha1_base64="mRzbHoSk2dhZ8Ym1/rPM3v8WsYc=">AAAB+XicbVBNS8NAEJ34WetX1KOXxSJUkJJUQS9CwYvHCvYD2hA2202zdLMJu5tCCf0nXjwo4tV/4s1/47bNQVsfDDzem2FmXpByprTjfFtr6xubW9ulnfLu3v7BoX103FZJJgltkYQnshtgRTkTtKWZ5rSbSorjgNNOMLqf+Z0xlYol4klPUurFeChYyAjWRvJtW/oRukOyqvzoEvvRhW9XnJozB1olbkEqUKDp21/9QUKymApNOFaq5zqp9nIsNSOcTsv9TNEUkxEe0p6hAsdUefn88ik6N8oAhYk0JTSaq78nchwrNYkD0xljHallbyb+5/UyHd56ORNppqkgi0VhxpFO0CwGNGCSEs0nhmAimbkVkQhLTLQJq2xCcJdfXiXtes29qtUfryuNRhFHCU7hDKrgwg004AGa0AICY3iGV3izcuvFerc+Fq1rVjFzAn9gff4AmGqSVA==</latexit>

h = 1, 2 · · · , H
<latexit sha1_base64="uqAQBtZI5LZxwFXYodacCZ6zM4k=">AAAB9XicbVBNSwMxEJ31s9avqkcvwSJ4KGW3CnpQKHjpsYL9gHYt2TTbhmaTJckqZen/8OJBEa/+F2/+G9N2D9r6YODx3gwz84KYM21c99tZWV1b39jMbeW3d3b39gsHh00tE0Vog0guVTvAmnImaMMww2k7VhRHAaetYHQ79VuPVGkmxb0Zx9SP8ECwkBFsrPQwvPFKlS7pS6NLqNYrFN2yOwNaJl5GipCh3it8dfuSJBEVhnCsdcdzY+OnWBlGOJ3ku4mmMSYjPKAdSwWOqPbT2dUTdGqVPgqlsiUMmqm/J1IcaT2OAtsZYTPUi95U/M/rJCa88lMm4sRQQeaLwoQjI9E0AtRnihLDx5Zgopi9FZEhVpgYG1TehuAtvrxMmpWyd16u3F0Uq9dZHDk4hhM4Aw8uoQo1qEMDCCh4hld4c56cF+fd+Zi3rjjZzBH8gfP5A553kUU=</latexit>
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1

ah ⇠ ⇡h(·|sh)
<latexit sha1_base64="DdFTt2dtcVz0F7sjq43OG1U0e1A=">AAACAXicbVDLSsNAFJ3UV62vqBvBzWAR6qYkVdBlwY3LCvYBTQiTybQZOpMJMxOhxLrxV9y4UMStf+HOv3HaZqGtBy4czrmXe+8JU0aVdpxvq7Syura+Ud6sbG3v7O7Z+wcdJTKJSRsLJmQvRIowmpC2ppqRXioJ4iEj3XB0PfW790QqKpI7PU6Jz9EwoQOKkTZSYB+hIPYU5dBLaRDXPBwJ/aCC+Cywq07dmQEuE7cgVVCgFdhfXiRwxkmiMUNK9V0n1X6OpKaYkUnFyxRJER6hIekbmiBOlJ/PPpjAU6NEcCCkqUTDmfp7IkdcqTEPTSdHOlaL3lT8z+tnenDl5zRJM00SPF80yBjUAk7jgBGVBGs2NgRhSc2tEMdIIqxNaBUTgrv48jLpNOrueb1xe1FtNos4yuAYnIAacMElaIIb0AJtgMEjeAav4M16sl6sd+tj3lqyiplD8AfW5w/5mZaT</latexit>
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Optimal policy and optimal value

• optimal policy π⋆: maximizing value function at all steps
• optimal value / Q function: V ⋆

h := V π⋆

h , Q⋆
h := Qπ⋆

h , ∀h

• Question: how to find optimal π⋆?
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Basic dynamic programming algorithms
when MDP specification is known



A simpler problem: policy evaluation
— given MDP M and policy π, how to compute V π, Qπ?

solution: Bellman’s consistency equation

V π(s) = E
a∼π(·|s)

[
Qπ(s, a)

]

Qπ(s, a) = r(s, a)︸ ︷︷ ︸
immediate reward

+ γ E
s′∼P (·|s,a)

[
V π(s′)︸ ︷︷ ︸

next state’s value

]

• one-step look-ahead
• P π: state-action transition matrix induced by π:

Qπ = r + γP πQπ =⇒ Qπ = (I − γP π)−1r

Richard Bellman
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Back to main question: how to find optimal policy π⋆?

solution: Bellman’s optimality principle
• Bellman operator:

T (Q)(s, a) := r(s, a)︸ ︷︷ ︸
immediate reward

+ γ E
s′∼P (·|s,a)

[
max
a′∈A

Q(s′, a′)
︸ ︷︷ ︸
next state’s value

]

◦ one-step look-ahead
◦ γ-contraction: ∥T (Q1) − T (Q2)∥∞ ≤ γ∥Q1 − Q2∥∞

• Bellman equation: Q⋆ is unique solution to

T (Q⋆) = Q⋆
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Two dynamic programming algorithms

Value iteration (VI)
For t = 0, 1, . . .

Q(t+1) = T (Q(t))
<latexit sha1_base64="rT7iLQvfD9IOq2lJQ2RoDn9TtCo=">AAAB/nicbVDLSsNAFL2pr1pfUXHlJliEuimJiLosunHZgn1AG8tkOmmHTiZhZiKUIeCvuHGhiFu/w51/4zTtQlsPXDicc+/cuSdIGJXKdb+twsrq2vpGcbO0tb2zu2fvH7RknApMmjhmsegESBJGOWkqqhjpJIKgKGCkHYxvp377kQhJY36vJgnxIzTkNKQYKSP17SPdyx/RAUtJ1njQFXWWZX277FbdHM4y8eakDHPU+/ZXbxDjNCJcYYak7HpuonyNhKKYkazUSyVJEB6jIekaylFEpK/zzZlzapSBE8bCFFdOrv6e0CiSchIFpjNCaiQXvan4n9dNVXjta8qTVBGOZ4vClDkqdqZZOAMqCFZsYgjCgpq/OniEBMLKJFYyIXiLJy+T1nnVu6y6jYty7WYeRxGO4QQq4MEV1OAO6tAEDBqe4RXerCfrxXq3PmatBWs+cwh/YH3+AMaHlgE=</latexit>

Q(t)

<latexit sha1_base64="4OzImxkacR2IGPi1SMp0pzJ55ow=">AAAB/nicbVDLSsNAFL2pr1pfUXHlJliEuimJiLosunHZgn1AG8tkOmmHTiZhZiKUIeCvuHGhiFu/w51/4zTtQlsPXDicc+/cuSdIGJXKdb+twsrq2vpGcbO0tb2zu2fvH7RknApMmjhmsegESBJGOWkqqhjpJIKgKGCkHYxvp377kQhJY36vJgnxIzTkNKQYKSP17SPdyx/RAUtJ1njQFfcsy/p22a26OZxl4s1JGeao9+2v3iDGaUS4wgxJ2fXcRPkaCUUxI1mpl0qSIDxGQ9I1lKOISF/nmzPn1CgDJ4yFKa6cXP09oVEk5SQKTGeE1EguelPxP6+bqvDa15QnqSIczxaFKXNU7EyzcAZUEKzYxBCEBTV/dfAICYSVSaxkQvAWT14mrfOqd1l1Gxfl2s08jiIcwwlUwIMrqMEd1KEJGDQ8wyu8WU/Wi/VufcxaC9Z85hD+wPr8AV6rlb0=</latexit>

Q(0)

<latexit sha1_base64="pN71jMgwlpUXirPEUKZwBLRvYu8=">AAAB/nicbVDLSsNAFL2pr1pfUXHlJliEuimJiLosunHZgn1AG8tkOmmHTiZhZiKUIeCvuHGhiFu/w51/4zTtQlsPXDicc+/cuSdIGJXKdb+twsrq2vpGcbO0tb2zu2fvH7RknApMmjhmsegESBJGOWkqqhjpJIKgKGCkHYxvp377kQhJY36vJgnxIzTkNKQYKSP17SPdyx/RAUtJ1njQFe8sy/p22a26OZxl4s1JGeao9+2v3iDGaUS4wgxJ2fXcRPkaCUUxI1mpl0qSIDxGQ9I1lKOISF/nmzPn1CgDJ4yFKa6cXP09oVEk5SQKTGeE1EguelPxP6+bqvDa15QnqSIczxaFKXNU7EyzcAZUEKzYxBCEBTV/dfAICYSVSaxkQvAWT14mrfOqd1l1Gxfl2s08jiIcwwlUwIMrqMEd1KEJGDQ8wyu8WU/Wi/VufcxaC9Z85hD+wPr8AWAylb4=</latexit>

Q(1)

<latexit sha1_base64="MlzkVSJPX37LZqo/7hjDVKE1fe8=">AAAB8nicbVDLSsNAFL2pr1pfVZdugkVwVRIRdVl047JCX9CGMplO2qGTmTBzI5TQz3DjQhG3fo07/8ZJm4VWDwwczrmXOfeEieAGPe/LKa2tb2xulbcrO7t7+wfVw6OOUammrE2VULoXEsMEl6yNHAXrJZqROBSsG07vcr/7yLThSrZwlrAgJmPJI04JWqk/iAlOKBFZaz6s1ry6t4D7l/gFqUGB5rD6ORgpmsZMIhXEmL7vJRhkRCOngs0rg9SwhNApGbO+pZLEzATZIvLcPbPKyI2Utk+iu1B/bmQkNmYWh3Yyj2hWvVz8z+unGN0EGZdJikzS5UdRKlxUbn6/O+KaURQzSwjV3GZ16YRoQtG2VLEl+Ksn/yWdi7p/VfceLmuN26KOMpzAKZyDD9fQgHtoQhsoKHiCF3h10Hl23pz35WjJKXaO4Recj2+O05Fv</latexit>T

...

Q?

<latexit sha1_base64="MlzkVSJPX37LZqo/7hjDVKE1fe8=">AAAB8nicbVDLSsNAFL2pr1pfVZdugkVwVRIRdVl047JCX9CGMplO2qGTmTBzI5TQz3DjQhG3fo07/8ZJm4VWDwwczrmXOfeEieAGPe/LKa2tb2xulbcrO7t7+wfVw6OOUammrE2VULoXEsMEl6yNHAXrJZqROBSsG07vcr/7yLThSrZwlrAgJmPJI04JWqk/iAlOKBFZaz6s1ry6t4D7l/gFqUGB5rD6ORgpmsZMIhXEmL7vJRhkRCOngs0rg9SwhNApGbO+pZLEzATZIvLcPbPKyI2Utk+iu1B/bmQkNmYWh3Yyj2hWvVz8z+unGN0EGZdJikzS5UdRKlxUbn6/O+KaURQzSwjV3GZ16YRoQtG2VLEl+Ksn/yWdi7p/VfceLmuN26KOMpzAKZyDD9fQgHtoQhsoKHiCF3h10Hl23pz35WjJKXaO4Recj2+O05Fv</latexit>T

Policy iteration (PI)
For t = 0, 1, . . .

policy evaluation: Q(t) = Qπ(t)

policy improvement: π(t+1)(s) = argmax
a∈A

Q(t)(s, a)

evaluate

evaluate

gree
dy

gre
edy

⇡(0)

⇡(1)

⇡(2)
...

Q⇡(0)

Q⇡(1)

Q?

⇡?
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Iteration complexity

Theorem (Linear convergence of policy/value iteration)
∥∥Q(t) − Q⋆

∥∥
∞ ≤ γt

∥∥Q(0) − Q⋆
∥∥

∞

Implications: to achieve ∥Q(t) − Q⋆∥∞ ≤ ε, it takes no more than

1
1 − γ

log
(∥Q(0) − Q⋆∥∞

ε

)
iterations

Linear convergence at a dimension-free rate!

24/ 72



Iteration complexity

Theorem (Linear convergence of policy/value iteration)
∥∥Q(t) − Q⋆

∥∥
∞ ≤ γt

∥∥Q(0) − Q⋆
∥∥

∞

Implications: to achieve ∥Q(t) − Q⋆∥∞ ≤ ε, it takes no more than

1
1 − γ

log
(∥Q(0) − Q⋆∥∞

ε

)
iterations

Linear convergence at a dimension-free rate!

24/ 72



Iteration complexity

Theorem (Linear convergence of policy/value iteration)
∥∥Q(t) − Q⋆

∥∥
∞ ≤ γt

∥∥Q(0) − Q⋆
∥∥

∞

Implications: to achieve ∥Q(t) − Q⋆∥∞ ≤ ε, it takes no more than

1
1 − γ

log
(∥Q(0) − Q⋆∥∞

ε

)
iterations

Linear convergence at a dimension-free rate!

24/ 72



When the model is unknown . . .

Need to learn optimal policy from samples w/o model specification
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When the model is unknown . . .

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

1

"2

|S||A|
1 � �

|S||A|
(1 � �)2

|S||A|
(1 � �)3

" =
1p

1 � �
" =

1

1 � �
" = 1

asymptotic analysis

finite-time & finite-sample asymptotic analysis 1989 1992 1994 2018

Suppose tmix = 1. Then Qu’s learning rate reads

⌘t =

1
µmin(1��)

t + max
n

1
µmin(1��) , tmix

o =
1

µmin(1 � �)t + 1
.

Take t = T0 = 1
µmin(1��)5"2 , then

⌘T0
=

1
1

(1��)4"2 + 1
⇡ (1 � �)4"2.

Then taking t = 2T0 yields

⌘2T0
=

1
2

(1��)4"2 + 1
⇡ 1

2
(1 � �)4"2.

In other words, within t = [T0, 2T0], the stepsize coincides with ours. And note
that T0 is our sample complexity. P

1

Need to learn optimal policy from samples w/o model specification
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Two approaches

Model-based approach (“plug-in”)
1. build an empirical estimate P̂ for P

2. planning based on the empirical P̂

Model-free approach
— learning w/o estimating the model explicitly
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Sampling mechanisms

1. RL w/ a generative model (a.k.a. simulator)
◦ can query arbitrary state-action pairs to draw samples

2. online RL
◦ execute MDP in real time to obtain sample trajectories

3. offline RL
◦ use pre-collected historical data

Question: how many samples are sufficient to
learn an ε-optimal policy︸ ︷︷ ︸

V π̂ ≥ V ⋆−ε

?
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Exploration vs exploitation

Exploration
Sample trajectory and behavior policy

(s, a) sÕ P (·|s, a) generative model

Observed: {st, at, rt}Œ
t=0¸ ˚˙ ˝

Markovian trajectory

generated by behavior policy fib

Goal: estimate optimal value function V ı based on sample trajectory

Key quantities of sample trajectory
• minimum state-action occupancy probability

µmin := min µfib(s, a)¸ ˚˙ ˝
stationary distribution• mixing time: tmix
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generative modelonline RLoffline RL

Varying levels of trade-offs between exploration and exploitation.
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Part 1

1. Basics: Markov decision processes

2. RL w/ a generative model (simulator)
◦ model-based algorithms (a “plug-in” approach)
◦ model-free algorithms



A generative model / simulator

— Kearns and Singh, 1999

• sampling: for each (s, a), collect N samples {(s, a, s′
(i))}1≤i≤N

• construct π̂ based on samples (in total SA × N)
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ℓ∞-sample complexity: how many samples are required to
learn an ε-optimal policy︸ ︷︷ ︸

∀s: V π̂(s) ≥ V ⋆(s)−ε

?



Minimax lower bound

Theorem (minimax lower bound; Azar et al., 2013)
For all ε ∈ [0, 1

1−γ ), there exists some MDP such that the total
number of samples need to be at least

Ω̃
( |S||A|

(1 − γ)3ε2

)

to achieve V ⋆ − V π̂ ≤ ε, where π̂ is the output of any RL algorithm.

• holds for both finding the optimal Q-function and the optimal
policy over the entire range of ε

• much smaller than the model dimension |S|2|A|
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An incomplete list of works

• Kearns and Singh, 1999
• Kakade, 2003
• Kearns et al., 2002
• Azar et al., 2013
• Sidford et al., 2018a, 2018b
• Wang, 2019
• Agarwal et al., 2019
• Wainwright, 2019a, 2019b
• Pananjady and Wainwright, 2019
• Yang and Wang, 2019
• Khamaru et al., 2020
• Mou et al., 2020
• Cui and Yang, 2021
• . . .
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An even shorter list of prior art

algorithm sample size range sample complexity ε-range

Empirical QVI [
S2A

(1−γ)2 , ∞) SA
(1−γ)3ε2 (0, 1√

(1−γ)S
]

Azar et al., 2013
Sublinear randomized VI [

SA
(1−γ)2 , ∞) SA

(1−γ)4ε2

(
0, 1

1−γ

]
Sidford et al., 2018b

Variance-reduced QVI [
SA

(1−γ)3 , ∞) SA
(1−γ)3ε2 (0, 1]Sidford et al., 2018a

Randomized primal-dual [
SA

(1−γ)2 , ∞) SA
(1−γ)4ε2 (0, 1

1−γ
]Wang 2019

Empirical MDP + planning [
SA

(1−γ)2 , ∞) SA
(1−γ)3ε2 (0, 1√

1−γ
]

Agarwal et al., 2019

important parameters
=⇒

• # states S, # actions A

• the discounted complexity 1
1−γ

• approximation error ε ∈ (0, 1
1−γ ]

34/ 72



Model estimation

Sampling: for each (s, a),
collect N ind. samples
{(s, a, s′

(i))}1≤i≤N

Empirical estimates:

P̂ (s′|s, a) = 1
N

N∑

i=1
1{s′

(i) = s′}
︸ ︷︷ ︸

empirical frequency
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Empirical MDP + planning

— Azar et al., 2013, Agarwal et al., 2019

Find policy︸ ︷︷ ︸
using, e.g., policy iteration

based on the empirical MDP︸ ︷︷ ︸
(P̂ , r)

(empirical maximizer)
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Challenges in the sample-starved regime

truth: P ∈ RSA×S empirical estimate:
P̂

• Can’t recover P faithfully if sample size ≪ S2A!

• Can we trust our policy estimate when reliable model estimation
is infeasible?
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ℓ∞-based sample complexity

Theorem (Agarwal, Kakade, Yang ’19)
For any 0 < ε ≤ 1√

1−γ
, the optimal policy π̂⋆ of empirical MDP

achieves
∥V π̂⋆ − V ⋆∥∞ ≤ ε

with high prob., with sample complexity at most

Õ

(
SA

(1 − γ)3ε2

)

• matches minimax lower bound: Ω̃( SA
(1−γ)3ε2 ) when ε ≤ 1√

1−γ

(equivalently, when sample size exceeds SA
(1−γ)2 ) Azar et al., 2013
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Agarwal et al., 2019 still requires a burn-in sample size ≳ SA
(1−γ)2

Question: is it possible to break this sample size barrier?
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Perturbed model-based approach (Li et al. ’24)

— Li, Wei, Chi, Chen, 2024

Find policy based on empirical MDP w/ slightly perturbed rewards

40/ 72



Optimal ℓ∞-based sample complexity

Theorem (Li, Wei, Chi, Chen ’20; OR ’24)
For any 0 < ε ≤ 1

1−γ , the optimal policy π̂⋆
p of perturbed empirical

MDP achieves
∥V π̂⋆

p − V ⋆∥∞ ≤ ε

with high prob., with sample complexity at most

Õ

(
SA

(1 − γ)3ε2

)

• matches minimax lower bound: Ω̃( SA
(1−γ)3ε2 ) Azar et al., 2013

• full ε-range: ε ∈ (
0, 1

1−γ ] −→ no burn-in cost

41/ 72



Optimal ℓ∞-based sample complexity

Theorem (Li, Wei, Chi, Chen ’20; OR ’24)
For any 0 < ε ≤ 1

1−γ , the optimal policy π̂⋆
p of perturbed empirical

MDP achieves
∥V π̂⋆

p − V ⋆∥∞ ≤ ε

with high prob., with sample complexity at most

Õ
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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Notation and Bellman equation

Bellman equation: V π = rπ + γPπV π

• V π: value function under policy π

◦ Bellman equation: V π = (I − γPπ)−1rπ

• V̂ π: empirical version value function under policy π

◦ Bellman equation: V̂ π = (I − γP̂π)−1rπ

• π⋆: optimal policy for V π

• π̂⋆: optimal policy for V̂ π
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Main steps

Elementary decomposition:

V ⋆ − V π̂⋆ =
(
V ⋆ − V̂ π⋆)

+
(
V̂ π⋆ − V̂ π̂⋆)

+
(
V̂ π̂⋆ − V π̂⋆)

≤ (
V π⋆ − V̂ π⋆)

+ 0 +
(
V̂ π̂⋆ − V π̂⋆)

• Step 1: control V π − V̂ π for a fixed π (called “policy
evaluation”)

(Bernstein inequality + a peeling argument)

• Step 2: extend it to control V̂ π̂⋆ − V π̂⋆ (π̂⋆ depends on samples)
(decouple statistical dependency)
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A glimpse of key analysis ideas

1. leave-one-out analysis: decouple statistical dependency

Two approaches

Model-based approach (“plug-in”)
1. build empirical estimate ‚P for P
2. planning based on empirical ‚P

Model-free approach (e.g. Q-learning, SARSA)
— learning w/o constructing model explicitly

truth: P r empirical ‚P perburbed reward: r
‚P r ‚P
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1

2. tie-breaking via random perturbation
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Key idea 1: leave-one-out analysis

Decouple dependency by introducing auxiliary state-action absorbing
MDPs by dropping randomness for each (s, a)

Two approaches

Model-based approach (“plug-in”)
1. build empirical estimate ‚P for P
2. planning based on empirical ‚P

Model-free approach (e.g. Q-learning, SARSA)
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1. embed all randomness from P̂s,a into a single scalar (i.e. r
(s,a)
s,a )

2. build an ϵ-net for this scalar
works under a separation condition

∀s, Q̂⋆(s, π̂⋆(s)) − max
a: a̸=π̂⋆(s)

Q̂⋆(s, a) > 0
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Key idea 2: tie-breaking via perturbation

• How to ensure separation between the optimal policy and others?

∀s, Q̂⋆(s, π̂⋆(s)) − max
a: a̸=π̂⋆(s)

Q̂⋆(s, a) > 0

• Solution: slightly perturb rewards r =⇒ π̂⋆
p

◦ ensures π̂⋆
p can be differentiated from others with high prob.
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Q̂⋆(s, a) > (1−γ)ε
S5A5
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Model based RL is minimax optimal under generative models
and does NOT suffer from a sample size barrier



Part 1

1. Basics: Markov decision processes

2. RL w/ a generative model (simulator)
◦ model-based algorithms (a “plug-in” approach)
◦ model-free algorithms



Model-based vs. model-free RL

Model-based approach (“plug-in”)
1. build empirical estimate P̂ for P

2. planning based on empirical P̂

Model-free / value-based approach
— learning w/o modeling & estimating environment explicitly
— memory-efficient, online, . . .
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Focus of this part: classical Q-learning algorithm and its variants



A starting point: Bellman optimality principle

Bellman operator

T (Q)(s, a) := r(s, a)︸ ︷︷ ︸
immediate reward

+ γ E
s′∼P (·|s,a)

[
max
a′∈A

Q(s′, a′)
︸ ︷︷ ︸
next state’s value

]

• one-step look-ahead

Bellman equation: Q⋆ is unique solution to

T (Q⋆) = Q⋆

• takeaway message: it suffices to solve the
Bellman equation

• challenge: how to solve it using stochastic
samples?

Richard Bellman
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Q-learning: a stochastic approximation algorithm

Chris Watkins Peter Dayan

Stochastic approximation︸ ︷︷ ︸
Robbins & Monro, 1951

for solving the Bellman equation

T (Q) − Q = 0
where

T (Q)(s, a) := r(s, a)︸ ︷︷ ︸
immediate reward

+ γ E
s′∼P (·|s,a)

[
max
a′∈A

Q(s′, a′)
︸ ︷︷ ︸
next state’s value

]
.
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Q-learning: a stochastic approximation algorithm

Chris Watkins Peter Dayan

Stochastic approximation for solving Bellman equation T (Q) − Q = 0

Qt+1(s, a) = Qt(s, a) + ηt
(Tt(Qt)(s, a) − Qt(s, a)

)
︸ ︷︷ ︸

sample transition (s,a,s′)

, t ≥ 0

Tt(Q)(s, a) = r(s, a) + γ max
a′

Q(s′, a′)

T (Q)(s, a) = r(s, a) + γ E
s′∼P (·|s,a)

[
max

a′
Q(s′, a′)

]
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A generative model / simulator

— Kearns, Singh, 1999

Each iteration, draw an independent sample (s, a, s′) for given (s, a)
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Synchronous Q-learning

Chris Watkins Peter Dayan

for t = 0, 1, . . . , T

for each (s, a) ∈ S × A
draw a sample (s, a, s′), run

Qt+1(s, a) = (1 − ηt)Qt(s, a) + ηt

{
r(s, a) + γ max

a′
Qt(s′, a′)

}

synchronous: all state-action pairs are updated simultaneously

• total sample size: TSA
58/ 72



Sample complexity of synchronous Q-learning

Theorem (Li, Cai, Chen, Wei, Chi ’21, OR’24)

For any 0 < ε ≤ 1, synchronous Q-learning yields ∥Q̂ − Q⋆∥∞ ≤ ε
with high prob. and E[∥Q̂ − Q⋆∥∞] ≤ ε, with sample size at most





Õ
(

SA
(1−γ)4ε2

)
if A ≥ 2

(?)

Õ
(

S
(1−γ)3ε2

)
if A = 1 (TD learning)

• Covers both constant and rescaled linear learning rates:

ηt ≡ 1
1 + c1(1−γ)T

log2 T

or ηt = 1
1 + c2(1−γ)t

log2 T

other papers sample complexity

Even-Dar & Mansour, 2003 2
1

1−γ SA
(1−γ)4ε2

Beck, Srikant, 2012 S2A2
(1−γ)5ε2

Wainwright, 2019 SA
(1−γ)5ε2

Chen, Maguluri, Shakkottai, Shanmugam, 2020 SA
(1−γ)5ε2
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All this requires sample size at least SA
(1−γ)4ε2 (A ≥ 2) . . .

Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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(1≠“)3Á2 (Azar et al ’13)
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Question: Is Q-learning sub-optimal, or is it an analysis artifact?



All this requires sample size at least SA
(1−γ)4ε2 (A ≥ 2) . . .

Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate
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Ê +

!
tcover
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" 1
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2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate
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(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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(log scale)
• Sharpened sample complexity for sync Q-learning: |S||A|

(1≠“)4Á2

• Demonstrates that vanilla Q-learning is NOT minimax optimal

— minimax lower bound: |S||A|
(1≠“)3Á2 (Azar et al ’13)
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(log scale)
• Sharpened sample complexity for sync Q-learning: |S||A|

(1≠“)4Á2

• Demonstrates that vanilla Q-learning is NOT minimax optimal

— minimax lower bound: |S||A|
(1≠“)3Á2 (Azar et al ’13)
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Question: Is Q-learning sub-optimal, or is it an analysis artifact?



A numerical example: SA
(1−γ)4ε2 samples seem necessary . . .

— observed in Wainwright ’19

p = 4γ − 1
3γ

r(0, 1) = 0, r(1, 1) = r(1, 2) = 1

61/ 72



Q-learning is NOT minimax optimal

Theorem (Li, Cai, Chen, Wei, Chi ’21, OR’24)
For any 0 < ε ≤ 1, there exists an MDP with A ≥ 2 such that to
achieve ∥Q̂ − Q⋆∥∞ ≤ ε, synchronous Q-learning needs at least

Ω̃
(

SA

(1 − γ)4ε2

)
samples

• Tight algorithm-dependent lower bound
• Holds for both constant and rescaled linear learning rates
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?
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paper sample complexity learning rate
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(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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All prior results require a sample size of at least tmix|S|2|A|2!
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Q-learning is NOT minimax optimal

Theorem (Li, Cai, Chen, Wei, Chi ’21, OR’24)
For any 0 < ε ≤ 1, there exists an MDP with A ≥ 2 such that to
achieve ∥Q̂ − Q⋆∥∞ ≤ ε, synchronous Q-learning needs at least

Ω̃
(

SA

(1 − γ)4ε2

)
samples

• Tight algorithm-dependent lower bound
• Holds for both constant and rescaled linear learning rates
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1
<latexit sha1_base64="d4o3Ms3ALdTBru/8lcKmrFKMgQE=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWML9gPaUDbbSbt2swm7G6GE/gIvHhTx6k/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHssHM03Qj+hI8pAzaqzU9AalsltxFyDrxMtJGXI0BqWv/jBmaYTSMEG17nluYvyMKsOZwFmxn2pMKJvQEfYslTRC7WeLQ2fk0ipDEsbKljRkof6eyGik9TQKbGdEzVivenPxP6+XmvDWz7hMUoOSLReFqSAmJvOvyZArZEZMLaFMcXsrYWOqKDM2m6INwVt9eZ20qxXvulJt1sr1Wh5HAc7hAq7Agxuowz00oAUMEJ7hFd6cR+fFeXc+lq0bTj5zBn/gfP4Ad7WMqw==</latexit>
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<latexit sha1_base64="TQ6SpB9YKWeCJGb5mUhHbb62RcU=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWML9gPaUDbbSbt2swm7G6GE/gIvHhTx6k/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHssHM03Qj+hI8pAzaqzUTAalsltxFyDrxMtJGXI0BqWv/jBmaYTSMEG17nluYvyMKsOZwFmxn2pMKJvQEfYslTRC7WeLQ2fk0ipDEsbKljRkof6eyGik9TQKbGdEzVivenPxP6+XmvDWz7hMUoOSLReFqSAmJvOvyZArZEZMLaFMcXsrYWOqKDM2m6INwVt9eZ20qxXvulJt1sr1Wh5HAc7hAq7Agxuowz00oAUMEJ7hFd6cR+fFeXc+lq0bTj5zBn/gfP4A1zGM6g==</latexit>
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
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t

Even-Dar & Mansour ’03
!

t1+3Ê
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" 1
Ê +

!
tcover
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1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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<latexit sha1_base64="ruHvB5gQNVKHpwmJqWeG9qWN6Jk=">AAAB+3icbVBNS8NAEJ3Ur1q/Yj16WSyCF0sigh6LXjxWsB/QlLLZbtqlu5uwuxFLyF/x4kERr/4Rb/4bt20O2vpg4PHeDDPzwoQzbTzv2ymtrW9sbpW3Kzu7e/sH7mG1reNUEdoiMY9VN8SaciZpyzDDaTdRFIuQ0044uZ35nUeqNIvlg5kmtC/wSLKIEWysNHCrQaQwyfw888+DERYC5wO35tW9OdAq8QtSgwLNgfsVDGOSCioN4Vjrnu8lpp9hZRjhNK8EqaYJJhM8oj1LJRZU97P57Tk6tcoQRbGyJQ2aq78nMiy0norQdgpsxnrZm4n/eb3URNf9jMkkNVSSxaIo5cjEaBYEGjJFieFTSzBRzN6KyBjbMIyNq2JD8JdfXiXti7rv1f37y1rjpoijDMdwAmfgwxU04A6a0AICT/AMr/Dm5M6L8+58LFpLTjFzBH/gfP4As0GUNQ==</latexit><latexit sha1_base64="Q3VqNnYydzM7FG6EJTAv+YLsM5s=">AAACIHicjVBNSwMxFMzWr1q/1nr0EiyCF8uuCHosevGoYFuhXcrbNNuGJtklyYpl2b/iwYt/xYuI3vTXmLZ70NaDA4FhZh4vb8KEM20879MpLS2vrK6V1ysbm1vbO+5utaXjVBHaJDGP1V0ImnImadMww+ldoiiIkNN2OLqc+O17qjSL5a0ZJzQQMJAsYgSMlXputRspIJmfZ/5xdwBCQN5za17dmwIvEr8gNVTgf/Ge+9HtxyQVVBrCQeuO7yUmyEAZRjjNK91U0wTICAa0Y6kEQXWQTQ/M8aFV+jiKlX3S4Kn6cyIDofVYhDYpwAz1vDcR//I6qYnOg4zJJDVUktmiKOXYxHjSFu4zRYnhY0uAKGb/iskQbGPGdlqxp/vzhy6S1knd9+r+zWmtcVF0Vkb76AAdIR+doQa6QteoiQh6QI/oGb06T86L8+a8z6Ilp5jZQ7/gfH0DDKKbrg==</latexit><latexit sha1_base64="Q3VqNnYydzM7FG6EJTAv+YLsM5s=">AAACIHicjVBNSwMxFMzWr1q/1nr0EiyCF8uuCHosevGoYFuhXcrbNNuGJtklyYpl2b/iwYt/xYuI3vTXmLZ70NaDA4FhZh4vb8KEM20879MpLS2vrK6V1ysbm1vbO+5utaXjVBHaJDGP1V0ImnImadMww+ldoiiIkNN2OLqc+O17qjSL5a0ZJzQQMJAsYgSMlXputRspIJmfZ/5xdwBCQN5za17dmwIvEr8gNVTgf/Ge+9HtxyQVVBrCQeuO7yUmyEAZRjjNK91U0wTICAa0Y6kEQXWQTQ/M8aFV+jiKlX3S4Kn6cyIDofVYhDYpwAz1vDcR//I6qYnOg4zJJDVUktmiKOXYxHjSFu4zRYnhY0uAKGb/iskQbGPGdlqxp/vzhy6S1knd9+r+zWmtcVF0Vkb76AAdIR+doQa6QteoiQh6QI/oGb06T86L8+a8z6Ilp5jZQ7/gfH0DDKKbrg==</latexit><latexit sha1_base64="Q3VqNnYydzM7FG6EJTAv+YLsM5s=">AAACIHicjVBNSwMxFMzWr1q/1nr0EiyCF8uuCHosevGoYFuhXcrbNNuGJtklyYpl2b/iwYt/xYuI3vTXmLZ70NaDA4FhZh4vb8KEM20879MpLS2vrK6V1ysbm1vbO+5utaXjVBHaJDGP1V0ImnImadMww+ldoiiIkNN2OLqc+O17qjSL5a0ZJzQQMJAsYgSMlXputRspIJmfZ/5xdwBCQN5za17dmwIvEr8gNVTgf/Ge+9HtxyQVVBrCQeuO7yUmyEAZRjjNK91U0wTICAa0Y6kEQXWQTQ/M8aFV+jiKlX3S4Kn6cyIDofVYhDYpwAz1vDcR//I6qYnOg4zJJDVUktmiKOXYxHjSFu4zRYnhY0uAKGb/iskQbGPGdlqxp/vzhy6S1knd9+r+zWmtcVF0Vkb76AAdIR+doQa6QteoiQh6QI/oGb06T86L8+a8z6Ilp5jZQ7/gfH0DDKKbrg==</latexit>
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<latexit sha1_base64="lPnFN4OWaCFB2yI6g650iGCas40="></latexit><latexit sha1_base64="jBV6ajkAXPR/l5Jk4a1Mg0t6rlk="></latexit><latexit sha1_base64="jBV6ajkAXPR/l5Jk4a1Mg0t6rlk="></latexit><latexit sha1_base64="jBV6ajkAXPR/l5Jk4a1Mg0t6rlk="></latexit>
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|A|

(1
� �

)5
"
2

<latexit sha1_base64="P8K7+fhcLAEhKvYuSV27PEh0dew="></latexit><latexit sha1_base64="4OKtFpiNhixucIYUB4CQVcyaJOQ="></latexit><latexit sha1_base64="4OKtFpiNhixucIYUB4CQVcyaJOQ="></latexit><latexit sha1_base64="4OKtFpiNhixucIYUB4CQVcyaJOQ="></latexit>

|S||A|

(1 � �)3"
2

<latexit sha1_base64="+Yj8whj4tDrIRk5Ea0Xt/1rK+ig="></latexit><latexit sha1_base64="mTb2MStTG8JcVpxnofeLihZnD4g="></latexit><latexit sha1_base64="mTb2MStTG8JcVpxnofeLihZnD4g="></latexit><latexit sha1_base64="mTb2MStTG8JcVpxnofeLihZnD4g="></latexit>
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|S||A|

(1�
�)

4 �2

<latexit sha1_base64="lPnFN4OWaCFB2yI6g650iGCas40="></latexit><latexit sha1_base64="jBV6ajkAXPR/l5Jk4a1Mg0t6rlk="></latexit><latexit sha1_base64="jBV6ajkAXPR/l5Jk4a1Mg0t6rlk="></latexit><latexit sha1_base64="jBV6ajkAXPR/l5Jk4a1Mg0t6rlk="></latexit>

|S|
|A|

(1
� �

)5
�
2

<latexit sha1_base64="P8K7+fhcLAEhKvYuSV27PEh0dew="></latexit><latexit sha1_base64="4OKtFpiNhixucIYUB4CQVcyaJOQ="></latexit><latexit sha1_base64="4OKtFpiNhixucIYUB4CQVcyaJOQ="></latexit><latexit sha1_base64="4OKtFpiNhixucIYUB4CQVcyaJOQ="></latexit>

|S||A|

(1 � �)3�
2

<latexit sha1_base64="+Yj8whj4tDrIRk5Ea0Xt/1rK+ig="></latexit><latexit sha1_base64="mTb2MStTG8JcVpxnofeLihZnD4g="></latexit><latexit sha1_base64="mTb2MStTG8JcVpxnofeLihZnD4g="></latexit><latexit sha1_base64="mTb2MStTG8JcVpxnofeLihZnD4g="></latexit>

(log scale)
• Sharpened sample complexity for sync Q-learning: |S||A|
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• Demonstrates that vanilla Q-learning is NOT minimax optimal

— minimax lower bound: |S||A|
(1≠“)3Á2 (Azar et al ’13)
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
�

t1+3�
cover

(1≠“)4Á2

� 1
� +

�
tcover
1≠“

� 1
1≠� poly: 1

t� , � � ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

t� , � � ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin � 1
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All prior results require a sample size of at least tmix|S|2|A|2!
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• Sharpened sample complexity for sync Q-learning: |S||A|
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— minimax lower bound: |S||A|
(1≠“)3Á2 (Azar et al ’13)
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Q-learning is NOT minimax optimal

Theorem (Li, Cai, Chen, Wei, Chi ’21, OR’24)
For any 0 < ε ≤ 1, there exists an MDP with A ≥ 2 such that to
achieve ∥Q̂ − Q⋆∥∞ ≤ ε, synchronous Q-learning needs at least

Ω̃
(

SA

(1 − γ)4ε2

)
samples

• Tight algorithm-dependent lower bound
• Holds for both constant and rescaled linear learning rates
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<latexit sha1_base64="TQ6SpB9YKWeCJGb5mUhHbb62RcU=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWML9gPaUDbbSbt2swm7G6GE/gIvHhTx6k/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHssHM03Qj+hI8pAzaqzUTAalsltxFyDrxMtJGXI0BqWv/jBmaYTSMEG17nluYvyMKsOZwFmxn2pMKJvQEfYslTRC7WeLQ2fk0ipDEsbKljRkof6eyGik9TQKbGdEzVivenPxP6+XmvDWz7hMUoOSLReFqSAmJvOvyZArZEZMLaFMcXsrYWOqKDM2m6INwVt9eZ20qxXvulJt1sr1Wh5HAc7hAq7Agxuowz00oAUMEJ7hFd6cR+fFeXc+lq0bTj5zBn/gfP4A1zGM6g==</latexit>

1
<latexit sha1_base64="d4o3Ms3ALdTBru/8lcKmrFKMgQE=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWML9gPaUDbbSbt2swm7G6GE/gIvHhTx6k/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHssHM03Qj+hI8pAzaqzU9AalsltxFyDrxMtJGXI0BqWv/jBmaYTSMEG17nluYvyMKsOZwFmxn2pMKJvQEfYslTRC7WeLQ2fk0ipDEsbKljRkof6eyGik9TQKbGdEzVivenPxP6+XmvDWz7hMUoOSLReFqSAmJvOvyZArZEZMLaFMcXsrYWOqKDM2m6INwVt9eZ20qxXvulJt1sr1Wh5HAc7hAq7Agxuowz00oAUMEJ7hFd6cR+fFeXc+lq0bTj5zBn/gfP4Ad7WMqw==</latexit>

1 � p
<latexit sha1_base64="RS5MywIJvJEFbWakj1H6ROqHL94=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRbBi2W3Leix4MVjBfsB7VKyabaNzSZLkhXK0v/gxYMiXv0/3vw3Zts9aOuDgcd7M8zMC2LOtHHdb6ewsbm1vVPcLe3tHxwelY9POlomitA2kVyqXoA15UzQtmGG016sKI4CTrvB9Dbzu09UaSbFg5nF1I/wWLCQEWys1PHQFYpLw3LFrboLoHXi5aQCOVrD8tdgJEkSUWEIx1r3PTc2foqVYYTTeWmQaBpjMsVj2rdU4IhqP11cO0cXVhmhUCpbwqCF+nsixZHWsyiwnRE2E73qZeJ/Xj8x4Y2fMhEnhgqyXBQmHBmJstfRiClKDJ9Zgoli9lZEJlhhYmxAWQje6svrpFOrevVq7b5RaTbyOIpwBudwCR5cQxPuoAVtIPAIz/AKb450Xpx352PZWnDymVP4A+fzB5EjjcQ=</latexit>

p
<latexit sha1_base64="TQ6SpB9YKWeCJGb5mUhHbb62RcU=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWML9gPaUDbbSbt2swm7G6GE/gIvHhTx6k/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHssHM03Qj+hI8pAzaqzUTAalsltxFyDrxMtJGXI0BqWv/jBmaYTSMEG17nluYvyMKsOZwFmxn2pMKJvQEfYslTRC7WeLQ2fk0ipDEsbKljRkof6eyGik9TQKbGdEzVivenPxP6+XmvDWz7hMUoOSLReFqSAmJvOvyZArZEZMLaFMcXsrYWOqKDM2m6INwVt9eZ20qxXvulJt1sr1Wh5HAc7hAq7Agxuowz00oAUMEJ7hFd6cR+fFeXc+lq0bTj5zBn/gfP4A1zGM6g==</latexit>
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1 � p
<latexit sha1_base64="RS5MywIJvJEFbWakj1H6ROqHL94=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRbBi2W3Leix4MVjBfsB7VKyabaNzSZLkhXK0v/gxYMiXv0/3vw3Zts9aOuDgcd7M8zMC2LOtHHdb6ewsbm1vVPcLe3tHxwelY9POlomitA2kVyqXoA15UzQtmGG016sKI4CTrvB9Dbzu09UaSbFg5nF1I/wWLCQEWys1PHQFYpLw3LFrboLoHXi5aQCOVrD8tdgJEkSUWEIx1r3PTc2foqVYYTTeWmQaBpjMsVj2rdU4IhqP11cO0cXVhmhUCpbwqCF+nsixZHWsyiwnRE2E73qZeJ/Xj8x4Y2fMhEnhgqyXBQmHBmJstfRiClKDJ9Zgoli9lZEJlhhYmxAWQje6svrpFOrevVq7b5RaTbyOIpwBudwCR5cQxPuoAVtIPAIz/AKb450Xpx352PZWnDymVP4A+fzB5EjjcQ=</latexit>
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<latexit sha1_base64="RS5MywIJvJEFbWakj1H6ROqHL94=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRbBi2W3Leix4MVjBfsB7VKyabaNzSZLkhXK0v/gxYMiXv0/3vw3Zts9aOuDgcd7M8zMC2LOtHHdb6ewsbm1vVPcLe3tHxwelY9POlomitA2kVyqXoA15UzQtmGG016sKI4CTrvB9Dbzu09UaSbFg5nF1I/wWLCQEWys1PHQFYpLw3LFrboLoHXi5aQCOVrD8tdgJEkSUWEIx1r3PTc2foqVYYTTeWmQaBpjMsVj2rdU4IhqP11cO0cXVhmhUCpbwqCF+nsixZHWsyiwnRE2E73qZeJ/Xj8x4Y2fMhEnhgqyXBQmHBmJstfRiClKDJ9Zgoli9lZEJlhhYmxAWQje6svrpFOrevVq7b5RaTbyOIpwBudwCR5cQxPuoAVtIPAIz/AKb450Xpx352PZWnDymVP4A+fzB5EjjcQ=</latexit>
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<latexit sha1_base64="TQ6SpB9YKWeCJGb5mUhHbb62RcU=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWML9gPaUDbbSbt2swm7G6GE/gIvHhTx6k/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHssHM03Qj+hI8pAzaqzUTAalsltxFyDrxMtJGXI0BqWv/jBmaYTSMEG17nluYvyMKsOZwFmxn2pMKJvQEfYslTRC7WeLQ2fk0ipDEsbKljRkof6eyGik9TQKbGdEzVivenPxP6+XmvDWz7hMUoOSLReFqSAmJvOvyZArZEZMLaFMcXsrYWOqKDM2m6INwVt9eZ20qxXvulJt1sr1Wh5HAc7hAq7Agxuowz00oAUMEJ7hFd6cR+fFeXc+lq0bTj5zBn/gfP4A1zGM6g==</latexit>

1
<latexit sha1_base64="d4o3Ms3ALdTBru/8lcKmrFKMgQE=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4Kkkt6LHgxWML9gPaUDbbSbt2swm7G6GE/gIvHhTx6k/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHssHM03Qj+hI8pAzaqzU9AalsltxFyDrxMtJGXI0BqWv/jBmaYTSMEG17nluYvyMKsOZwFmxn2pMKJvQEfYslTRC7WeLQ2fk0ipDEsbKljRkof6eyGik9TQKbGdEzVivenPxP6+XmvDWz7hMUoOSLReFqSAmJvOvyZArZEZMLaFMcXsrYWOqKDM2m6INwVt9eZ20qxXvulJt1sr1Wh5HAc7hAq7Agxuowz00oAUMEJ7hFd6cR+fFeXc+lq0bTj5zBn/gfP4Ad7WMqw==</latexit>
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1
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(1≠“)4Á2 linear: 1
t
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!

t1+3Ê
cover
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" 1
Ê +

!
tcover
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" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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<latexit sha1_base64="ruHvB5gQNVKHpwmJqWeG9qWN6Jk=">AAAB+3icbVBNS8NAEJ3Ur1q/Yj16WSyCF0sigh6LXjxWsB/QlLLZbtqlu5uwuxFLyF/x4kERr/4Rb/4bt20O2vpg4PHeDDPzwoQzbTzv2ymtrW9sbpW3Kzu7e/sH7mG1reNUEdoiMY9VN8SaciZpyzDDaTdRFIuQ0044uZ35nUeqNIvlg5kmtC/wSLKIEWysNHCrQaQwyfw888+DERYC5wO35tW9OdAq8QtSgwLNgfsVDGOSCioN4Vjrnu8lpp9hZRjhNK8EqaYJJhM8oj1LJRZU97P57Tk6tcoQRbGyJQ2aq78nMiy0norQdgpsxnrZm4n/eb3URNf9jMkkNVSSxaIo5cjEaBYEGjJFieFTSzBRzN6KyBjbMIyNq2JD8JdfXiXti7rv1f37y1rjpoijDMdwAmfgwxU04A6a0AICT/AMr/Dm5M6L8+58LFpLTjFzBH/gfP4As0GUNQ==</latexit><latexit sha1_base64="Q3VqNnYydzM7FG6EJTAv+YLsM5s=">AAACIHicjVBNSwMxFMzWr1q/1nr0EiyCF8uuCHosevGoYFuhXcrbNNuGJtklyYpl2b/iwYt/xYuI3vTXmLZ70NaDA4FhZh4vb8KEM20879MpLS2vrK6V1ysbm1vbO+5utaXjVBHaJDGP1V0ImnImadMww+ldoiiIkNN2OLqc+O17qjSL5a0ZJzQQMJAsYgSMlXputRspIJmfZ/5xdwBCQN5za17dmwIvEr8gNVTgf/Ge+9HtxyQVVBrCQeuO7yUmyEAZRjjNK91U0wTICAa0Y6kEQXWQTQ/M8aFV+jiKlX3S4Kn6cyIDofVYhDYpwAz1vDcR//I6qYnOg4zJJDVUktmiKOXYxHjSFu4zRYnhY0uAKGb/iskQbGPGdlqxp/vzhy6S1knd9+r+zWmtcVF0Vkb76AAdIR+doQa6QteoiQh6QI/oGb06T86L8+a8z6Ilp5jZQ7/gfH0DDKKbrg==</latexit><latexit sha1_base64="Q3VqNnYydzM7FG6EJTAv+YLsM5s=">AAACIHicjVBNSwMxFMzWr1q/1nr0EiyCF8uuCHosevGoYFuhXcrbNNuGJtklyYpl2b/iwYt/xYuI3vTXmLZ70NaDA4FhZh4vb8KEM20879MpLS2vrK6V1ysbm1vbO+5utaXjVBHaJDGP1V0ImnImadMww+ldoiiIkNN2OLqc+O17qjSL5a0ZJzQQMJAsYgSMlXputRspIJmfZ/5xdwBCQN5za17dmwIvEr8gNVTgf/Ge+9HtxyQVVBrCQeuO7yUmyEAZRjjNK91U0wTICAa0Y6kEQXWQTQ/M8aFV+jiKlX3S4Kn6cyIDofVYhDYpwAz1vDcR//I6qYnOg4zJJDVUktmiKOXYxHjSFu4zRYnhY0uAKGb/iskQbGPGdlqxp/vzhy6S1knd9+r+zWmtcVF0Vkb76AAdIR+doQa6QteoiQh6QI/oGb06T86L8+a8z6Ilp5jZQ7/gfH0DDKKbrg==</latexit><latexit sha1_base64="Q3VqNnYydzM7FG6EJTAv+YLsM5s=">AAACIHicjVBNSwMxFMzWr1q/1nr0EiyCF8uuCHosevGoYFuhXcrbNNuGJtklyYpl2b/iwYt/xYuI3vTXmLZ70NaDA4FhZh4vb8KEM20879MpLS2vrK6V1ysbm1vbO+5utaXjVBHaJDGP1V0ImnImadMww+ldoiiIkNN2OLqc+O17qjSL5a0ZJzQQMJAsYgSMlXputRspIJmfZ/5xdwBCQN5za17dmwIvEr8gNVTgf/Ge+9HtxyQVVBrCQeuO7yUmyEAZRjjNK91U0wTICAa0Y6kEQXWQTQ/M8aFV+jiKlX3S4Kn6cyIDofVYhDYpwAz1vDcR//I6qYnOg4zJJDVUktmiKOXYxHjSFu4zRYnhY0uAKGb/iskQbGPGdlqxp/vzhy6S1knd9+r+zWmtcVF0Vkb76AAdIR+doQa6QteoiQh6QI/oGb06T86L8+a8z6Ilp5jZQ7/gfH0DDKKbrg==</latexit>

|S||A|

(1�
�)

4 "2

<latexit sha1_base64="lPnFN4OWaCFB2yI6g650iGCas40="></latexit><latexit sha1_base64="jBV6ajkAXPR/l5Jk4a1Mg0t6rlk="></latexit><latexit sha1_base64="jBV6ajkAXPR/l5Jk4a1Mg0t6rlk="></latexit><latexit sha1_base64="jBV6ajkAXPR/l5Jk4a1Mg0t6rlk="></latexit>

|S|
|A|

(1
� �

)5
"
2

<latexit sha1_base64="P8K7+fhcLAEhKvYuSV27PEh0dew="></latexit><latexit sha1_base64="4OKtFpiNhixucIYUB4CQVcyaJOQ="></latexit><latexit sha1_base64="4OKtFpiNhixucIYUB4CQVcyaJOQ="></latexit><latexit sha1_base64="4OKtFpiNhixucIYUB4CQVcyaJOQ="></latexit>

|S||A|

(1 � �)3"
2

<latexit sha1_base64="+Yj8whj4tDrIRk5Ea0Xt/1rK+ig="></latexit><latexit sha1_base64="mTb2MStTG8JcVpxnofeLihZnD4g="></latexit><latexit sha1_base64="mTb2MStTG8JcVpxnofeLihZnD4g="></latexit><latexit sha1_base64="mTb2MStTG8JcVpxnofeLihZnD4g="></latexit>
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<latexit sha1_base64="ruHvB5gQNVKHpwmJqWeG9qWN6Jk=">AAAB+3icbVBNS8NAEJ3Ur1q/Yj16WSyCF0sigh6LXjxWsB/QlLLZbtqlu5uwuxFLyF/x4kERr/4Rb/4bt20O2vpg4PHeDDPzwoQzbTzv2ymtrW9sbpW3Kzu7e/sH7mG1reNUEdoiMY9VN8SaciZpyzDDaTdRFIuQ0044uZ35nUeqNIvlg5kmtC/wSLKIEWysNHCrQaQwyfw888+DERYC5wO35tW9OdAq8QtSgwLNgfsVDGOSCioN4Vjrnu8lpp9hZRjhNK8EqaYJJhM8oj1LJRZU97P57Tk6tcoQRbGyJQ2aq78nMiy0norQdgpsxnrZm4n/eb3URNf9jMkkNVSSxaIo5cjEaBYEGjJFieFTSzBRzN6KyBjbMIyNq2JD8JdfXiXti7rv1f37y1rjpoijDMdwAmfgwxU04A6a0AICT/AMr/Dm5M6L8+58LFpLTjFzBH/gfP4As0GUNQ==</latexit><latexit sha1_base64="Q3VqNnYydzM7FG6EJTAv+YLsM5s=">AAACIHicjVBNSwMxFMzWr1q/1nr0EiyCF8uuCHosevGoYFuhXcrbNNuGJtklyYpl2b/iwYt/xYuI3vTXmLZ70NaDA4FhZh4vb8KEM20879MpLS2vrK6V1ysbm1vbO+5utaXjVBHaJDGP1V0ImnImadMww+ldoiiIkNN2OLqc+O17qjSL5a0ZJzQQMJAsYgSMlXputRspIJmfZ/5xdwBCQN5za17dmwIvEr8gNVTgf/Ge+9HtxyQVVBrCQeuO7yUmyEAZRjjNK91U0wTICAa0Y6kEQXWQTQ/M8aFV+jiKlX3S4Kn6cyIDofVYhDYpwAz1vDcR//I6qYnOg4zJJDVUktmiKOXYxHjSFu4zRYnhY0uAKGb/iskQbGPGdlqxp/vzhy6S1knd9+r+zWmtcVF0Vkb76AAdIR+doQa6QteoiQh6QI/oGb06T86L8+a8z6Ilp5jZQ7/gfH0DDKKbrg==</latexit><latexit sha1_base64="Q3VqNnYydzM7FG6EJTAv+YLsM5s=">AAACIHicjVBNSwMxFMzWr1q/1nr0EiyCF8uuCHosevGoYFuhXcrbNNuGJtklyYpl2b/iwYt/xYuI3vTXmLZ70NaDA4FhZh4vb8KEM20879MpLS2vrK6V1ysbm1vbO+5utaXjVBHaJDGP1V0ImnImadMww+ldoiiIkNN2OLqc+O17qjSL5a0ZJzQQMJAsYgSMlXputRspIJmfZ/5xdwBCQN5za17dmwIvEr8gNVTgf/Ge+9HtxyQVVBrCQeuO7yUmyEAZRjjNK91U0wTICAa0Y6kEQXWQTQ/M8aFV+jiKlX3S4Kn6cyIDofVYhDYpwAz1vDcR//I6qYnOg4zJJDVUktmiKOXYxHjSFu4zRYnhY0uAKGb/iskQbGPGdlqxp/vzhy6S1knd9+r+zWmtcVF0Vkb76AAdIR+doQa6QteoiQh6QI/oGb06T86L8+a8z6Ilp5jZQ7/gfH0DDKKbrg==</latexit><latexit sha1_base64="Q3VqNnYydzM7FG6EJTAv+YLsM5s=">AAACIHicjVBNSwMxFMzWr1q/1nr0EiyCF8uuCHosevGoYFuhXcrbNNuGJtklyYpl2b/iwYt/xYuI3vTXmLZ70NaDA4FhZh4vb8KEM20879MpLS2vrK6V1ysbm1vbO+5utaXjVBHaJDGP1V0ImnImadMww+ldoiiIkNN2OLqc+O17qjSL5a0ZJzQQMJAsYgSMlXputRspIJmfZ/5xdwBCQN5za17dmwIvEr8gNVTgf/Ge+9HtxyQVVBrCQeuO7yUmyEAZRjjNK91U0wTICAa0Y6kEQXWQTQ/M8aFV+jiKlX3S4Kn6cyIDofVYhDYpwAz1vDcR//I6qYnOg4zJJDVUktmiKOXYxHjSFu4zRYnhY0uAKGb/iskQbGPGdlqxp/vzhy6S1knd9+r+zWmtcVF0Vkb76AAdIR+doQa6QteoiQh6QI/oGb06T86L8+a8z6Ilp5jZQ7/gfH0DDKKbrg==</latexit>
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• Demonstrates that vanilla Q-learning is NOT minimax optimal

— minimax lower bound: |S||A|
(1≠“)3Á2 (Azar et al ’13)
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?
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All prior results require a sample size of at least tmix|S|2|A|2!
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(log scale)
• Sharpened sample complexity for sync Q-learning: |S||A|
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• Demonstrates that vanilla Q-learning is NOT minimax optimal

— minimax lower bound: |S||A|
(1≠“)3Á2 (Azar et al ’13)
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Why is Q-learning sub-optimal?

Over-estimation of Q-functions (Thrun & Schwartz ’93; Hasselt ’10)

• maxa∈A E[X(a)] tends to be
over-estimated (high positive
bias) when E[X(a)] is replaced
by its empirical estimates using a
small sample size

• often gets worse with a large
number of actions (Hasselt, Guez,
Silver ’15)

A provable improvement: Q-learning with variance reduction
(Wainwright 2019)
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Improving sample complexity via variance reduction

— a powerful idea from finite-sum stochastic optimization



Variance-reduced Q-learning updates (Wainwright, 2019)
— inspired by SVRG (Johnson & Zhang, 2013)

Qt(s, a) = (1 − η)Qt−1(s, a) + η
(
Tt(Qt−1) −Tt(Q) + T̃ (Q)︸ ︷︷ ︸

use Q to help reduce variability

)
(s, a)

• Q: some reference Q-estimate
• T̃ : empirical Bellman operator (using a batch of samples)

Tt(Q)(s, a) = r(s, a) + γ max
a′

Q(s′, a′)

T̃ (Q)(s, a) = r(s, a) + γ E
s′∼P̃ (·|s,a)

[
max

a′
Q(s′, a′)

]
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Tt(Qt−1) −Tt(Q) + T̃ (Q)︸ ︷︷ ︸

use Q to help reduce variability

)
(s, a)

• Q: some reference Q-estimate
• T̃ : empirical Bellman operator (using a batch of samples)

Tt(Q)(s, a) = r(s, a) + γ max
a′

Q(s′, a′)

T̃ (Q)(s, a) = r(s, a) + γ E
s′∼P̃ (·|s,a)

[
max

a′
Q(s′, a′)

]
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An epoch-based stochastic algorithm

— inspired by Johnson & Zhang, 2013

for each epoch
1. update Q and T̃ (Q) (which stay fixed in the rest of the epoch)
2. run variance-reduced Q-learning updates iteratively
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Sample complexity of variance-reduced Q-learning

Theorem (Wainwright ’19)
For any 0 < ε ≤ 1, sample complexity for variance-reduced
synchronous Q-learning to yield ∥Q̂ − Q⋆∥∞ ≤ ε is at most

Õ

(
SA

(1 − γ)3ε2

)

• allows for more aggressive learning rates

• minimax-optimal for 0 < ε ≤ 1
◦ remains suboptimal if 1 < ε < 1

1−γ
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Online RL: interacting with real environment
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exploration via adaptive policies

• trial-and-error
• sequential and online
• adaptive learning from data
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Online episodic RL

Sequentially execute MDP for K episodes, each consisting of H steps

— sample size: T = KH

... ... ...
⌧1 = {s1

h, a1
h, r1

h}H
h=1
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exploration (exploring unknowns) vs. exploitation (exploiting learned info)
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— sample size: T = KH

... ... ...
⌧1 = {s1

h, a1
h, r1

h}H
h=1

<latexit sha1_base64="fZnK+apgLdnxAhuWh/AAlJL8XlU=">AAACD3icbVDLSsNAFJ3UV62vqEs3g0VxISWpgt0UCm66rGAf0KRhMp20QycPZiZCCfkDN/6KGxeKuHXrzr9xkmahrQfmcjjnXu7c40aMCmkY31ppbX1jc6u8XdnZ3ds/0A+PeiKMOSZdHLKQD1wkCKMB6UoqGRlEnCDfZaTvzm4zv/9AuKBhcC/nEbF9NAmoRzGSSnL0c0ui2DFhE1qJcKYj8xLllWfVSp1k2jTTUdvRq0bNyAFXiVmQKijQcfQvaxzi2CeBxAwJMTSNSNoJ4pJiRtKKFQsSITxDEzJUNEA+EXaS35PCM6WMoRdy9QIJc/X3RIJ8Iea+qzp9JKdi2cvE/7xhLL2GndAgiiUJ8GKRFzMoQ5iFA8eUEyzZXBGEOVV/hXiKOMJSRVhRIZjLJ6+SXr1mXtXqd9fVVqOIowxOwCm4ACa4AS3QBh3QBRg8gmfwCt60J+1Fe9c+Fq0lrZg5Bn+gff4AY9Wa9w==</latexit>

⌧2 = {s2
h, a2

h, r2
h}H

h=1
<latexit sha1_base64="TObFViamZJ4aGf6EicSPLPgg4OA=">AAACD3icbVDLSsNAFJ3UV62vqks3g0VxISWJgt0UCm66rGAf0KRhMp00QyeTMDMRSugfuPFX3LhQxK1bd/6N0zYLbT0wl8M593LnHj9hVCrT/DYKa+sbm1vF7dLO7t7+QfnwqCPjVGDSxjGLRc9HkjDKSVtRxUgvEQRFPiNdf3w787sPREga83s1SYgboRGnAcVIackrnzsKpZ4N69DJpBcO7Es0r2JWnamXhXVrOmh65YpZNeeAq8TKSQXkaHnlL2cY4zQiXGGGpOxbZqLcDAlFMSPTkpNKkiA8RiPS15SjiEg3m98zhWdaGcIgFvpxBefq74kMRVJOIl93RkiFctmbif95/VQFNTejPEkV4XixKEgZVDGchQOHVBCs2EQThAXVf4U4RAJhpSMs6RCs5ZNXSceuWldV++660qjlcRTBCTgFF8ACN6ABmqAF2gCDR/AMXsGb8WS8GO/Gx6K1YOQzx+APjM8fajWa+w==</latexit>

⌧K = {sK
h , aK

h , rK
h }H

h=1
<latexit sha1_base64="hELCjZODuUFghtqVvcZyHIAqPcM=">AAACD3icbVDLSsNAFJ3UV62vqEs3g0VxISWpgt0UCm4K3VSwD2jSMJlOmqGTBzMToYT8gRt/xY0LRdy6deffOG2z0NYDczmccy937nFjRoU0jG+tsLa+sblV3C7t7O7tH+iHR10RJRyTDo5YxPsuEoTRkHQklYz0Y05Q4DLScye3M7/3QLigUXgvpzGxAzQOqUcxkkpy9HNLosRpwTq0UuH4w9Ylmlc+q1bmpH7dzIZNRy8bFWMOuErMnJRBjrajf1mjCCcBCSVmSIiBacTSThGXFDOSlaxEkBjhCRqTgaIhCoiw0/k9GTxTygh6EVcvlHCu/p5IUSDENHBVZ4CkL5a9mfifN0ikV7NTGsaJJCFeLPISBmUEZ+HAEeUESzZVBGFO1V8h9hFHWKoISyoEc/nkVdKtVsyrSvXuutyo5XEUwQk4BRfABDegAZqgDToAg0fwDF7Bm/akvWjv2seitaDlM8fgD7TPHwmkm18=</latexit>
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Online episodic RL

Sequentially execute MDP for K episodes, each consisting of H steps
— sample size: T = KH

... ... ...
⌧1 = {s1

h, a1
h, r1

h}H
h=1

<latexit sha1_base64="fZnK+apgLdnxAhuWh/AAlJL8XlU=">AAACD3icbVDLSsNAFJ3UV62vqEs3g0VxISWpgt0UCm66rGAf0KRhMp20QycPZiZCCfkDN/6KGxeKuHXrzr9xkmahrQfmcjjnXu7c40aMCmkY31ppbX1jc6u8XdnZ3ds/0A+PeiKMOSZdHLKQD1wkCKMB6UoqGRlEnCDfZaTvzm4zv/9AuKBhcC/nEbF9NAmoRzGSSnL0c0ui2DFhE1qJcKYj8xLllWfVSp1k2jTTUdvRq0bNyAFXiVmQKijQcfQvaxzi2CeBxAwJMTSNSNoJ4pJiRtKKFQsSITxDEzJUNEA+EXaS35PCM6WMoRdy9QIJc/X3RIJ8Iea+qzp9JKdi2cvE/7xhLL2GndAgiiUJ8GKRFzMoQ5iFA8eUEyzZXBGEOVV/hXiKOMJSRVhRIZjLJ6+SXr1mXtXqd9fVVqOIowxOwCm4ACa4AS3QBh3QBRg8gmfwCt60J+1Fe9c+Fq0lrZg5Bn+gff4AY9Wa9w==</latexit>

⌧2 = {s2
h, a2

h, r2
h}H

h=1
<latexit sha1_base64="TObFViamZJ4aGf6EicSPLPgg4OA=">AAACD3icbVDLSsNAFJ3UV62vqks3g0VxISWJgt0UCm66rGAf0KRhMp00QyeTMDMRSugfuPFX3LhQxK1bd/6N0zYLbT0wl8M593LnHj9hVCrT/DYKa+sbm1vF7dLO7t7+QfnwqCPjVGDSxjGLRc9HkjDKSVtRxUgvEQRFPiNdf3w787sPREga83s1SYgboRGnAcVIackrnzsKpZ4N69DJpBcO7Es0r2JWnamXhXVrOmh65YpZNeeAq8TKSQXkaHnlL2cY4zQiXGGGpOxbZqLcDAlFMSPTkpNKkiA8RiPS15SjiEg3m98zhWdaGcIgFvpxBefq74kMRVJOIl93RkiFctmbif95/VQFNTejPEkV4XixKEgZVDGchQOHVBCs2EQThAXVf4U4RAJhpSMs6RCs5ZNXSceuWldV++660qjlcRTBCTgFF8ACN6ABmqAF2gCDR/AMXsGb8WS8GO/Gx6K1YOQzx+APjM8fajWa+w==</latexit>

⌧K = {sK
h , aK

h , rK
h }H

h=1
<latexit sha1_base64="hELCjZODuUFghtqVvcZyHIAqPcM=">AAACD3icbVDLSsNAFJ3UV62vqEs3g0VxISWpgt0UCm4K3VSwD2jSMJlOmqGTBzMToYT8gRt/xY0LRdy6deffOG2z0NYDczmccy937nFjRoU0jG+tsLa+sblV3C7t7O7tH+iHR10RJRyTDo5YxPsuEoTRkHQklYz0Y05Q4DLScye3M7/3QLigUXgvpzGxAzQOqUcxkkpy9HNLosRpwTq0UuH4w9Ylmlc+q1bmpH7dzIZNRy8bFWMOuErMnJRBjrajf1mjCCcBCSVmSIiBacTSThGXFDOSlaxEkBjhCRqTgaIhCoiw0/k9GTxTygh6EVcvlHCu/p5IUSDENHBVZ4CkL5a9mfifN0ikV7NTGsaJJCFeLPISBmUEZ+HAEeUESzZVBGFO1V8h9hFHWKoISyoEc/nkVdKtVsyrSvXuutyo5XEUwQk4BRfABDegAZqgDToAg0fwDF7Bm/akvWjv2seitaDlM8fgD7TPHwmkm18=</latexit>
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Regret: gap between learned policy & optimal policy
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Regret: gap between learned policy & optimal policy
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Lower bound
(Domingues et al, 2021)

Regret(T ) ≳
√

H2SAT

Existing algorithms
• UCB-VI: Azar et al, 2017
• UBEV: Dann et al, 2017
• UCB-Q-Hoeffding: Jin et al, 2018
• UCB-Q-Bernstein: Jin et al, 2018
• UCB2-Q-Bernstein: Bai et al, 2019
• EULER: Zanette et al, 2019
• UCB-Q-Advantage: Zhang et al, 2020
• MVP: Zhang et al, 2020
• UCB-M-Q: Menard et al, 2021
• Q-EarlySettled-Advantage: Li et al, 2021
• (modified) MVP: Zhang et al, 2024

Which online RL algorithms achieve near-minimal regret?
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Model-based online RL with UCB exploration



Model-based approach for online RL
original MDP: (P, r) empirical MDP: ( bP , r)

perturbed empirical MDP: ( bP , rp)

⇡? b⇡? b⇡?
p

planning oracle
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p
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Two approaches

Model-based approach (“plug-in”)
1. build empirical estimate ‚P for P
2. planning based on empirical ‚P

Model-free approach (e.g. Q-learning, SARSA)
— learning w/o constructing model explicitly

original MDP empirical MDP perturbed empirical MDP
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repeat:
• use collected data to estimate transition probabilities
• apply planning to the estimated model to derive a new policy for

sampling in the next episode

How to balance exploration and exploitation in this framework?
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repeat:
• use collected data to estimate transition probabilities
• apply planning to the estimated model to derive a new policy for

sampling in the next episode

How to balance exploration and exploitation in this framework?
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Optimism in the face of uncertainty:

• explores based on the best optimistic estimates associated with
the actions!
• a common framework: utilize upper confidence bounds (UCB)︸ ︷︷ ︸

accounts for estimates + uncertainty level

Optimistic model-based approach: incorporates UCB framework
into model-based approach
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UCB-VI (Azar et al. ’17)

For each episode:

1. Backtrack h = H, H − 1, . . . , 1: run value iteration

Qh(sh, ah)← rh(sh, ah) + P̂h,sh,ah︸ ︷︷ ︸
model estimate

Vh+1

+ bh(sh, ah)︸ ︷︷ ︸
bonus (upper confidence width)

Vh(sh)← max
a∈A

Qh(sh, a)

2. Forward h = 1, . . . , H: take actions according to greedy policy

πh(s)← argmaxa∈AQh(s, a)

to sample a new episode {sh, ah, rh}Hh=1
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UCB-VI is asymptotically regret-optimal

— Azar, Osband, Munos, 2017

A fundamental lower bound (Domingues et al., 2021):

Regret(T ) &
Ô
H2SAT

Can we achieve minimal regret with low memory complexity?

0
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Issues: large burn-in cost
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Other asymptotically regret-optimal algorithms

Algorithm Regret upper bound Range of K that
attains optimal regret

UCBVI
(Azar et al, 2017)

√
SAH2T + S2AH3 [S3AH3,∞)

ORLC
(Dann et al, 2019)

√
SAH2T + S2AH4 [S3AH5,∞)

EULER
(Zanette et al, 2019)

√
SAH2T + S3/2AH3(

√
S +
√

H)
[
S2AH3(

√
S +
√

H),∞)

UCB-Adv
(Zhang et al, 2020)

√
SAH2T + S2A3/2H33/4K1/4 [S6A4H27,∞)

MVP
(Zhang et al, 2020)

√
SAH2T + S2AH2 [S3AH,∞)

UCB-M-Q
(Menard et al, 2021)

√
SAH2T + SAH4 [SAH5,∞)

Can we find a regre-optimal algorithm with no burn-in cost?
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Monotonic Value Propagation

UCB-VI with doubling update rules and variance-aware bonus
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◦ visitation counts change much less frequently
−→ reduces covering number dramatically

• data-driven bonus terms (chosen based on empirical variances)
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Regret-optimal algorithm w/o burn-in cost
A fundamental lower bound (Domingues et al., 2021):

Regret(T ) &
Ô
H2SAT

Can we achieve minimal regret with low memory complexity?
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Theorem (Zhang, Chen, Lee, Du ’24)
The model-based algorithm Monotonic Value Propagation achieves

Regret(T ) ≲ Õ
(√

H2SAT
)

• the only algorithm so far that is regret-optimal w/o burn-ins
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Theorem (Zhang, Chen, Lee, Du ’24)
The model-based algorithm Monotonic Value Propagation achieves

Regret(T ) ≲ Õ
(√

H2SAT
)

• the only algorithm so far that is regret-optimal w/o burn-ins
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How about memory complexity?

Algorithm Regret upper bound Range of K that
attains optimal regret

Memory complexity

UCBVI
(Azar et al, 2017)

√
SAH2T + S2AH3 [S3AH3,∞) S2AH

UCB-Adv
(Zhang et al, 2020)

√
SAH2T + S2A3/2H33/4K1/4 [S6A4H27,∞) SAH

MVP
(Zhang et al, 2020)

√
SAH2T + S2AH2 [S3AH,∞) S2AH

UCB-M-Q
(Menard et al. ’21)

√
SAH2T + SAH4 [SAH5,∞) S2AH

MVP
(Zhang et al, 2024)

√
SAH2T [1,∞) S2AH

Can we find a regret-optimal algorithm with
(1) low burn-in cost and (2) low memory complexity?

16/ 73



How about memory complexity?

Algorithm Regret upper bound Range of K that
attains optimal regret

Memory complexity

UCBVI
(Azar et al, 2017)

√
SAH2T + S2AH3 [S3AH3,∞) S2AH

UCB-Adv
(Zhang et al, 2020)

√
SAH2T + S2A3/2H33/4K1/4 [S6A4H27,∞) SAH

MVP
(Zhang et al, 2020)

√
SAH2T + S2AH2 [S3AH,∞) S2AH

UCB-M-Q
(Menard et al. ’21)

√
SAH2T + SAH4 [SAH5,∞) S2AH

MVP
(Zhang et al, 2024)

√
SAH2T [1,∞) S2AH

Can we find a regret-optimal algorithm with
(1) low burn-in cost and (2) low memory complexity?

16/ 73



Model-free RL is often more memory-efficient

store transition kernel estimates
→ O(S2AH) memory

maintain Q-estimates
→ O(SAH) memory

Definition (Jin et al. ’18)
An RL algorithm is model-free if its space complexity is o(S2AH)
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Which model-free algorithms are sample-efficient for online RL?
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Q-learning: a classical model-free algorithm

Chris Watkins Peter Dayan

Stochastic approximation for solving Bellman equation

Qh(sh, ah) ←− (1− ηk)Qh(sh, ah) + ηkTk(Qh+1)(sh, ah)

Tk(Qh)(sh, ah) = r(sh, ah) + max
a′

Q(sh+1, a′)

using sample in k-th episode
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Q-learning with UCB exploration (Jin et al., 2018)

Qh(sh, ah)← (1− ηk)Qh(sh, ah) + ηkTk (Qh+1) (sh, ah)︸ ︷︷ ︸
classical Q-learning

+ ηk bh(sh, ah)︸ ︷︷ ︸
exploration bonus

• bh(s, a): upper confidence bound
— optimism in the face of uncertainty

• inspired by UCB bandit algorithm (Lai, Robbins ’85)

Regret(T ) ≲
√

H3SAT =⇒ sub-optimal by a factor of
√

H

Issue: large variability in stochastic update rules
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Q-learning with UCB and variance reduction

— Zhang et al. ’20

Incorporates variance reduction into UCB-Q:

Qh(sh, ah)← (1− ηk)Qh(sh, ah) + ηk bh(sh, ah)︸ ︷︷ ︸
UCB bonus

+ ηk

(
Tk(Qh+1)− Tk(Qh+1)︸ ︷︷ ︸

advantage

+ T̂ (Qh+1)︸ ︷︷ ︸
reference

)
(sh, ah)

• Reference Qh+1, batch estimate T̂ : help reduce variability

UCB-Q-Advantage is asymptotically regret-optimal

Issue: high burn-in cost O(S6A4H28)
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Diagnosis of UCB-Q-Advantage

Variance reduction requires sufficiently good references Qh

Updating references Qh and V h many times

Large burn-in cost

Key idea: early settlement of the reference as soon as
it reaches a reasonable quality (e.g., V h ≤ V ⋆

h + 1)
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Our algorithm: Q-EarlySettled-Advantage

Theorem (Li, Shi, Chen, Gu, Chi ’21)
With high prob., Q-EarlySettled-Advantage achieves (up to log factor)

Regret(T ) ≲
√

H2SAT + H6SA

with a memory complexity of O(SAH)

• regret-optimal with burn-in cost O(SApoly(H))
◦ optimal in SA, suboptimal in H

• memory-efficient O(SAH)
• computationally efficient: runtime O(T )
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Our algorithm: Q-EarlySettled-Advantage

Theorem 2 (Li, Shi, Chen, Gu, Chi, 2021)
With high prob., Q-EarlySettled-Advantage achieves (up to log factor)

Regret(T ) .
Ô
H2SAT +H6SA

with a memory complexity of O(SAH)

ours
• regret-optimal with near-minimal burn-in cost O(SApoly(H))
• memory-e�cient O(SAH)
• computationally e�cient: runtime O(T )
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Model-free algorithms can simultaneously achieve
(1) regret optimality; (2) low burn-in cost; (3) memory efficiency
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Our algorithm: Q-EarlySettled-Advantage

Theorem 2 (Li, Shi, Chen, Gu, Chi, 2021)
With high prob., Q-EarlySettled-Advantage achieves (up to log factor)

Regret(T ) .
Ô
H2SAT +H6SA

with a memory complexity of O(SAH)

ours
• regret-optimal with near-minimal burn-in cost O(SApoly(H))
• memory-e�cient O(SAH)
• computationally e�cient: runtime O(T )
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Model-free algorithms can simultaneously achieve
(1) regret optimality; (2) low burn-in cost; (3) memory efficiency
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Part 2

1. Online RL

2. Offline RL

3. Multi-agent RL

4. Robust RL



Offline/batch RL

• Collecting new data might be costly, unsafe, unethical, or
time-consuming

• But we have already stored tons of historical data

medical records data of self-driving clicking times of ads

Question: can we learn based solely on historical data
w/o active exploration?
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A mathematical model of offline data

transition kernel
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A mathematical model of o�ine data
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historical dataset D =
{
(s(i), a(i), s′(i))

}
: N independent copies of

s ∼ ρ, a ∼ πb(· | s), s′ ∼ P (· | s, a)

• ρ: initial state distribution; πb: behavior policy

Goal: given a target accuracy level ε ∈ (0, H], find π̂ s.t.

V ⋆(ρ)− V π̂(ρ) := E
s∼ρ
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— in a sample-efficient manner
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<latexit sha1_base64="64ZJ6JBAGhFC0NUgH0HFJdafGXw=">AAAB83icdVDLSsNAFJ3UV62vqks3g0VwFRKppu6KblxWsA9oQplMJ+3QeYSZiVBCf8ONC0Xc+jPu/BunbQQVPXDhcM693HtPnDKqjed9OKWV1bX1jfJmZWt7Z3evun/Q0TJTmLSxZFL1YqQJo4K0DTWM9FJFEI8Z6caT67nfvSdKUynuzDQlEUcjQROKkbFSqGGoKYehGks4qNY8Nwgal3Ufeq63gCX+uR806tAvlBoo0BpU38OhxBknwmCGtO77XmqiHClDMSOzSphpkiI8QSPSt1QgTnSUL26ewROrDGEilS1h4EL9PpEjrvWUx7aTIzPWv725+JfXz0zSiHIq0swQgZeLkoxBI+E8ADikimDDppYgrKi9FeIxUggbG1PFhvD1KfyfdM5c/8L1buu15lURRxkcgWNwCnwQgCa4AS3QBhik4AE8gWcncx6dF+d12VpyiplD8APO2yd11ZFS</latexit>s � �
<latexit sha1_base64="e9jcrucCK3qAwYCxkh8MBVsQ9rI=">AAACA3icdVDLSsNAFJ3UV62vqDvdDBahbkIi1dRd0Y3LCvYBTSiT6aQdOnkwMxFKDLjxV9y4UMStP+HOv3GaRlDRAxcO59zLvfd4MaNCmuaHVlpYXFpeKa9W1tY3Nrf07Z2OiBKOSRtHLOI9DwnCaEjakkpGejEnKPAY6XqTi5nfvSFc0Ci8ltOYuAEahdSnGEklDfQ9J6aD1AmQHAs/9bKs5uBhJG+hOBroVdOw7cZZ3YKmYeZQxDqx7EYdWoVSBQVaA/3dGUY4CUgoMUNC9C0zlm6KuKSYkaziJILECE/QiPQVDVFAhJvmP2TwUClD6EdcVShhrn6fSFEgxDTwVGd+7G9vJv7l9RPpN9yUhnEiSYjni/yEQRnBWSBwSDnBkk0VQZhTdSvEY8QRliq2igrh61P4P+kcG9apYV7Vq83zIo4y2AcHoAYsYIMmuAQt0AYY3IEH8ASetXvtUXvRXuetJa2Y2QU/oL19ApBvmB0=</latexit>

�b(·|s)
<latexit sha1_base64="fIFnyjcRLKNFu5kmKHhWAcw6RHw=">AAAB7HicdVBNS8NAEJ34WetX1aOXxSJUkJBINfVW9OKxgmkLbSib7aZdutmE3Y1QSn+DFw+KePUHefPfuG0jqOiDgcd7M8zMC1POlHacD2tpeWV1bb2wUdzc2t7ZLe3tN1WSSUJ9kvBEtkOsKGeC+pppTtuppDgOOW2Fo+uZ37qnUrFE3OlxSoMYDwSLGMHaSH5FneKTXqns2J5Xu6y6yLGdOQxxz12vVkVurpQhR6NXeu/2E5LFVGjCsVId10l1MMFSM8LptNjNFE0xGeEB7RgqcExVMJkfO0XHRumjKJGmhEZz9fvEBMdKjePQdMZYD9Vvbyb+5XUyHdWCCRNppqkgi0VRxpFO0Oxz1GeSEs3HhmAimbkVkSGWmGiTT9GE8PUp+p80z2z3wnZuq+X6VR5HAQ7hCCrgggd1uIEG+ECAwQM8wbMlrEfrxXpdtC5Z+cwB/ID19gkhV45A</latexit>

(s, a)
<latexit sha1_base64="59NEgnJZrlYzsbMxVRpLcgi/YuQ=">AAAB9XicdVDLSgMxFM3UV62vqks3wSJUkGFGqlN3RTcuK9gHtGPJZNI2NJMMSUYpY//DjQtF3Pov7vwb03YEFT1w4XDOvdx7TxAzqrTjfFi5hcWl5ZX8amFtfWNzq7i901QikZg0sGBCtgOkCKOcNDTVjLRjSVAUMNIKRhdTv3VLpKKCX+txTPwIDTjtU4y0kW7q5S4OhYb3UB2hw16x5NieVz2ruNCxnRkMcU9cr1qBbqaUQIZ6r/jeDQVOIsI1ZkipjuvE2k+R1BQzMil0E0VihEdoQDqGchQR5aezqyfwwCgh7Atpims4U79PpChSahwFpjNCeqh+e1PxL6+T6H7VTymPE004ni/qJwxqAacRwJBKgjUbG4KwpOZWiIdIIqxNUAUTwten8H/SPLbdU9u5qpRq51kcebAH9kEZuMADNXAJ6qABMJDgATyBZ+vOerRerNd5a87KZnbBD1hvnzCDkaw=</latexit>

P (·|s, a)
<latexit sha1_base64="bj87cvTnb6hXBoIzdSqp5ErWEzs=">AAAB6XicdVBNS8NAEJ3Ur1q/qh69LBbRU0ikmnorevFYxX5AG8pmu2mXbjZhdyOU0H/gxYMiXv1H3vw3btsIKvpg4PHeDDPzgoQzpR3nwyosLa+srhXXSxubW9s75d29lopTSWiTxDyWnQArypmgTc00p51EUhwFnLaD8dXMb99TqVgs7vQkoX6Eh4KFjGBtpFt13C9XHNvzahdVFzm2M4ch7pnr1arIzZUK5Gj0y++9QUzSiApNOFaq6zqJ9jMsNSOcTku9VNEEkzEe0q6hAkdU+dn80ik6MsoAhbE0JTSaq98nMhwpNYkC0xlhPVK/vZn4l9dNdVjzMyaSVFNBFovClCMdo9nbaMAkJZpPDMFEMnMrIiMsMdEmnJIJ4etT9D9pndruue3cVCv1yzyOIhzAIZyACx7U4Roa0AQCITzAEzxbY+vRerFeF60FK5/Zhx+w3j4BmuaNaw==</latexit>

s�

No longer 
arbitrary!

behavior policyinitial distribution

fib(·|s)

historical dataset D =
)
(s(i), a(i), sÕ(i))

*
: N independent copies of

s ≥ fl, a ≥ fib(· | s), sÕ ≥ P (· | s, a)

for some initial state distribution fl and behavior policy fib

Goal: given some test distribution fl and accuracy level Á, find ‚fi s.t.

V ı(fl) ≠ V ‚fi(fl) = E
s≥fl

#
V ı(s)

$ ≠ E
s≥fl

#
V ‚fi(s)

$ Æ Á

— in a sample-e�cient manner

18/ 41

historical dataset D =
{
(s(i), a(i), s′(i))

}
: N independent copies of

s ∼ ρ, a ∼ πb(· | s), s′ ∼ P (· | s, a)

• ρ: initial state distribution; πb: behavior policy

Goal: given a target accuracy level ε ∈ (0, H], find π̂ s.t.

V ⋆(ρ)− V π̂(ρ) := E
s∼ρ

[
V ⋆(s)

]− E
s∼ρ

[
V π̂(s)

] ≤ ε

— in a sample-efficient manner

27/ 73



Challenges of offline RL

• Distribution shift:

distribution(D) ̸= target distribution under optimal π⋆

Challenges of o�ine RL

expert data
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of o�ine RL

distance(fib, fiı)
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of o�ine RL

easier harder
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of o�ine RL

easier harder
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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• Partial coverage of state-action space:

⇡1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

⇡2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of offline RL

• Distribution shift:

distribution(D) ̸= target distribution under optimal π⋆

Challenges of o�ine RL

expert data
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of o�ine RL

distance(fib, fiı)
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of o�ine RL

easier harder
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of o�ine RL

easier harder
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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• Partial coverage of state-action space:

⇡1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

⇡2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of offline RL

• Distribution shift:

distribution(D) ̸= target distribution under optimal π⋆

Challenges of o�ine RL

expert data
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of o�ine RL

distance(fib, fiı)
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of o�ine RL

easier harder
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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Challenges of o�ine RL

easier harder
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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• Partial coverage of state-action space:

⇡1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

⇡2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

⇡1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

⇡2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset ideally

Practically,

1
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How to quantify quality of historical dataset D (induced by πb)?

Single-policy concentrability coefficient (Rashidineiad et al. ’21)

C⋆ := max
s,a

dπ⋆(s, a)
dπb(s, a)

=
∥∥∥∥

occupancy distribution of π⋆

occupancy distribution of πb

∥∥∥∥
∞
≥ 1

• captures distributional shift

• allows for partial coverage
◦ as long as it covers the part

reachable by π⋆

⇡1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

⇡2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

⇡?
<latexit sha1_base64="iqr6wuLcMtqjcfhh1eGDtJOJmBA=">AAAB8HicdVDLSsNAFJ34rPVVdelmsAiuQpKGtu6KblxWsA9pYplMJ+3QmUmYmQil9CvcuFDErZ/jzr9x0lZQ0QMXDufcy733RCmjSjvOh7Wyura+sVnYKm7v7O7tlw4O2yrJJCYtnLBEdiOkCKOCtDTVjHRTSRCPGOlE48vc79wTqWgibvQkJSFHQ0FjipE20m2Q0rtAaST7pbJjn9ernl+Fju04Nddzc+LV/IoPXaPkKIMlmv3SezBIcMaJ0JghpXquk+pwiqSmmJFZMcgUSREeoyHpGSoQJyqczg+ewVOjDGCcSFNCw7n6fWKKuFITHplOjvRI/fZy8S+vl+m4Hk6pSDNNBF4sijMGdQLz7+GASoI1mxiCsKTmVohHSCKsTUZFE8LXp/B/0vZst2J71365cbGMowCOwQk4Ay6ogQa4Ak3QAhhw8ACewLMlrUfrxXpdtK5Yy5kj8APW2ydT6ZDD</latexit>

C? < 1
<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1

Challenges of o�ine RL

expert data
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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How to quantify quality of historical dataset D (induced by fib)?

Single-policy concentrability coe�cient (Rashidineiad et al. ’21)

Cı := max
s,a

dfiı(s, a)
dfib(s, a)

=
....
occupancy distribution of fiı

occupancy distribution of fib

....
Œ

Ø 1

where dfi(s, a) = (1 ≠ “)
qŒ

t=0 “tP
!
(st, at) = (s, a) | fi

"

Cı = 1 large Cı

• captures distributional shift
• allows for partial coverage

¶ as long as it covers the part
reachable by fiı

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

��
<latexit sha1_base64="iqr6wuLcMtqjcfhh1eGDtJOJmBA=">AAAB8HicdVDLSsNAFJ34rPVVdelmsAiuQpKGtu6KblxWsA9pYplMJ+3QmUmYmQil9CvcuFDErZ/jzr9x0lZQ0QMXDufcy733RCmjSjvOh7Wyura+sVnYKm7v7O7tlw4O2yrJJCYtnLBEdiOkCKOCtDTVjHRTSRCPGOlE48vc79wTqWgibvQkJSFHQ0FjipE20m2Q0rtAaST7pbJjn9ernl+Fju04Nddzc+LV/IoPXaPkKIMlmv3SezBIcMaJ0JghpXquk+pwiqSmmJFZMcgUSREeoyHpGSoQJyqczg+ewVOjDGCcSFNCw7n6fWKKuFITHplOjvRI/fZy8S+vl+m4Hk6pSDNNBF4sijMGdQLz7+GASoI1mxiCsKTmVohHSCKsTUZFE8LXp/B/0vZst2J71365cbGMowCOwQk4Ay6ogQa4Ak3QAhhw8ACewLMlrUfrxXpdtK5Yy5kj8APW2ydT6ZDD</latexit>

C� < �
<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1
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C? = O(1)

1
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How to quantify quality of historical dataset D (induced by πb)?

Single-policy concentrability coefficient (Rashidineiad et al. ’21)

C⋆ := max
s,a

dπ⋆(s, a)
dπb(s, a)

=
∥∥∥∥

occupancy distribution of π⋆

occupancy distribution of πb

∥∥∥∥
∞
≥ 1

• captures distributional shift

• allows for partial coverage
◦ as long as it covers the part

reachable by π⋆

⇡1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

⇡2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

⇡?
<latexit sha1_base64="iqr6wuLcMtqjcfhh1eGDtJOJmBA=">AAAB8HicdVDLSsNAFJ34rPVVdelmsAiuQpKGtu6KblxWsA9pYplMJ+3QmUmYmQil9CvcuFDErZ/jzr9x0lZQ0QMXDufcy733RCmjSjvOh7Wyura+sVnYKm7v7O7tlw4O2yrJJCYtnLBEdiOkCKOCtDTVjHRTSRCPGOlE48vc79wTqWgibvQkJSFHQ0FjipE20m2Q0rtAaST7pbJjn9ernl+Fju04Nddzc+LV/IoPXaPkKIMlmv3SezBIcMaJ0JghpXquk+pwiqSmmJFZMcgUSREeoyHpGSoQJyqczg+ewVOjDGCcSFNCw7n6fWKKuFITHplOjvRI/fZy8S+vl+m4Hk6pSDNNBF4sijMGdQLz7+GASoI1mxiCsKTmVohHSCKsTUZFE8LXp/B/0vZst2J71365cbGMowCOwQk4Ay6ogQa4Ak3QAhhw8ACewLMlrUfrxXpdtK5Yy5kj8APW2ydT6ZDD</latexit>

C? < 1
<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1

Challenges of o�ine RL

expert data
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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How to quantify quality of historical dataset D (induced by fib)?

Single-policy concentrability coe�cient (Rashidineiad et al. ’21)

Cı := max
s,a

dfiı(s, a)
dfib(s, a)

=
....
occupancy distribution of fiı

occupancy distribution of fib

....
Œ

Ø 1

where dfi(s, a) = (1 ≠ “)
qŒ

t=0 “tP
!
(st, at) = (s, a) | fi

"

Cı = 1 large Cı

• captures distributional shift
• allows for partial coverage

¶ as long as it covers the part
reachable by fiı

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

��
<latexit sha1_base64="iqr6wuLcMtqjcfhh1eGDtJOJmBA=">AAAB8HicdVDLSsNAFJ34rPVVdelmsAiuQpKGtu6KblxWsA9pYplMJ+3QmUmYmQil9CvcuFDErZ/jzr9x0lZQ0QMXDufcy733RCmjSjvOh7Wyura+sVnYKm7v7O7tlw4O2yrJJCYtnLBEdiOkCKOCtDTVjHRTSRCPGOlE48vc79wTqWgibvQkJSFHQ0FjipE20m2Q0rtAaST7pbJjn9ernl+Fju04Nddzc+LV/IoPXaPkKIMlmv3SezBIcMaJ0JghpXquk+pwiqSmmJFZMcgUSREeoyHpGSoQJyqczg+ewVOjDGCcSFNCw7n6fWKKuFITHplOjvRI/fZy8S+vl+m4Hk6pSDNNBF4sijMGdQLz7+GASoI1mxiCsKTmVohHSCKsTUZFE8LXp/B/0vZst2J71365cbGMowCOwQk4Ay6ogQa4Ak3QAhhw8ACewLMlrUfrxXpdtK5Yy5kj8APW2ydT6ZDD</latexit>

C� < �
<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1
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C? = O(1)

1
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How to quantify quality of historical dataset D (induced by πb)?

Single-policy concentrability coefficient (Rashidineiad et al. ’21)

C⋆ := max
s,a

dπ⋆(s, a)
dπb(s, a)

=
∥∥∥∥

occupancy distribution of π⋆

occupancy distribution of πb

∥∥∥∥
∞
≥ 1

• captures distributional shift

• allows for partial coverage
◦ as long as it covers the part

reachable by π⋆

⇡1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

⇡2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

⇡?
<latexit sha1_base64="iqr6wuLcMtqjcfhh1eGDtJOJmBA=">AAAB8HicdVDLSsNAFJ34rPVVdelmsAiuQpKGtu6KblxWsA9pYplMJ+3QmUmYmQil9CvcuFDErZ/jzr9x0lZQ0QMXDufcy733RCmjSjvOh7Wyura+sVnYKm7v7O7tlw4O2yrJJCYtnLBEdiOkCKOCtDTVjHRTSRCPGOlE48vc79wTqWgibvQkJSFHQ0FjipE20m2Q0rtAaST7pbJjn9ernl+Fju04Nddzc+LV/IoPXaPkKIMlmv3SezBIcMaJ0JghpXquk+pwiqSmmJFZMcgUSREeoyHpGSoQJyqczg+ewVOjDGCcSFNCw7n6fWKKuFITHplOjvRI/fZy8S+vl+m4Hk6pSDNNBF4sijMGdQLz7+GASoI1mxiCsKTmVohHSCKsTUZFE8LXp/B/0vZst2J71365cbGMowCOwQk4Ay6ogQa4Ak3QAhhw8ACewLMlrUfrxXpdtK5Yy5kj8APW2ydT6ZDD</latexit>

C? < 1
<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1

Challenges of o�ine RL

expert data
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies

1
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How to quantify quality of historical dataset D (induced by fib)?

Single-policy concentrability coe�cient (Rashidineiad et al. ’21)

Cı := max
s,a

dfiı(s, a)
dfib(s, a)

=
....
occupancy distribution of fiı

occupancy distribution of fib

....
Œ

Ø 1

where dfi(s, a) = (1 ≠ “)
qŒ

t=0 “tP
!
(st, at) = (s, a) | fi

"

Cı = 1 large Cı

• captures distributional shift
• allows for partial coverage

¶ as long as it covers the part
reachable by fiı

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

��
<latexit sha1_base64="iqr6wuLcMtqjcfhh1eGDtJOJmBA=">AAAB8HicdVDLSsNAFJ34rPVVdelmsAiuQpKGtu6KblxWsA9pYplMJ+3QmUmYmQil9CvcuFDErZ/jzr9x0lZQ0QMXDufcy733RCmjSjvOh7Wyura+sVnYKm7v7O7tlw4O2yrJJCYtnLBEdiOkCKOCtDTVjHRTSRCPGOlE48vc79wTqWgibvQkJSFHQ0FjipE20m2Q0rtAaST7pbJjn9ernl+Fju04Nddzc+LV/IoPXaPkKIMlmv3SezBIcMaJ0JghpXquk+pwiqSmmJFZMcgUSREeoyHpGSoQJyqczg+ewVOjDGCcSFNCw7n6fWKKuFITHplOjvRI/fZy8S+vl+m4Hk6pSDNNBF4sijMGdQLz7+GASoI1mxiCsKTmVohHSCKsTUZFE8LXp/B/0vZst2J71365cbGMowCOwQk4Ay6ogQa4Ak3QAhhw8ACewLMlrUfrxXpdtK5Yy5kj8APW2ydT6ZDD</latexit>

C� < �
<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1
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C? = O(1)

1
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How to quantify quality of historical dataset D (induced by πb)?

Single-policy concentrability coefficient (Rashidineiad et al. ’21)

C⋆ := max
s,a

dπ⋆(s, a)
dπb(s, a)

=
∥∥∥∥

occupancy distribution of π⋆

occupancy distribution of πb

∥∥∥∥
∞
≥ 1

• captures distributional shift

• allows for partial coverage
◦ as long as it covers the part

reachable by π⋆

⇡1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

⇡2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

⇡?
<latexit sha1_base64="iqr6wuLcMtqjcfhh1eGDtJOJmBA=">AAAB8HicdVDLSsNAFJ34rPVVdelmsAiuQpKGtu6KblxWsA9pYplMJ+3QmUmYmQil9CvcuFDErZ/jzr9x0lZQ0QMXDufcy733RCmjSjvOh7Wyura+sVnYKm7v7O7tlw4O2yrJJCYtnLBEdiOkCKOCtDTVjHRTSRCPGOlE48vc79wTqWgibvQkJSFHQ0FjipE20m2Q0rtAaST7pbJjn9ernl+Fju04Nddzc+LV/IoPXaPkKIMlmv3SezBIcMaJ0JghpXquk+pwiqSmmJFZMcgUSREeoyHpGSoQJyqczg+ewVOjDGCcSFNCw7n6fWKKuFITHplOjvRI/fZy8S+vl+m4Hk6pSDNNBF4sijMGdQLz7+GASoI1mxiCsKTmVohHSCKsTUZFE8LXp/B/0vZst2J71365cbGMowCOwQk4Ay6ogQa4Ak3QAhhw8ACewLMlrUfrxXpdtK5Yy5kj8APW2ydT6ZDD</latexit>

C? < 1
<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1

Challenges of o�ine RL

expert data
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

uniform coverage over entire space (su�ciently explored)
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How to quantify quality of historical dataset D (induced by fib)?

Single-policy concentrability coe�cient (Rashidineiad et al. ’21)

Cı := max
s,a

dfiı(s, a)
dfib(s, a)

=
....
occupancy distribution of fiı

occupancy distribution of fib

....
Œ

Ø 1

where dfi(s, a) = (1 ≠ “)
qŒ

t=0 “tP
!
(st, at) = (s, a) | fi

"

Cı = 1 large Cı

• captures distributional shift
• allows for partial coverage

¶ as long as it covers the part
reachable by fiı

�1
<latexit sha1_base64="HOtT/knFpXQvJu3D0VmkGYGdmzo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpF262YTdjVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXpoJr47rfztr6xubWdmmnvLu3f3BYOTpu6SRTDH2WiER1QqpRcIm+4UZgJ1VI41BgOxzfzfz2EyrNE/loJikGMR1KHnFGjZX8Xsr7Xr9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+7JScW2VAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE90EOZdpZlCyxaIoE8QkZPY5GXCFzIiJJZQpbm8lbEQVZcbmU7YheMsvr5JWveZd1uoPV9XGbRFHCU7hDC7Ag2towD00wQcGHJ7hFd4c6bw4787HonXNKWZO4A+czx939Y51</latexit>

�2
<latexit sha1_base64="3Dko6JGAMj+mmDNO5z4Revw0ypo=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fj04rGCaQttKJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k91LRr/crVbfmzkFWiVeQKhRo9itfvUHCspgrZJIa0/XcFIOcahRM8mm5lxmeUjamQ961VNGYmyCfHzsl51YZkCjRthSSufp7IqexMZM4tJ0xxZFZ9mbif143w+gmyIVKM+SKLRZFmSSYkNnnZCA0ZygnllCmhb2VsBHVlKHNp2xD8JZfXiWtes27rNUfrqqN2yKOEpzCGVyAB9fQgHtogg8MBDzDK7w5ynlx3p2PReuaU8ycwB84nz95eY52</latexit>

��
<latexit sha1_base64="iqr6wuLcMtqjcfhh1eGDtJOJmBA=">AAAB8HicdVDLSsNAFJ34rPVVdelmsAiuQpKGtu6KblxWsA9pYplMJ+3QmUmYmQil9CvcuFDErZ/jzr9x0lZQ0QMXDufcy733RCmjSjvOh7Wyura+sVnYKm7v7O7tlw4O2yrJJCYtnLBEdiOkCKOCtDTVjHRTSRCPGOlE48vc79wTqWgibvQkJSFHQ0FjipE20m2Q0rtAaST7pbJjn9ernl+Fju04Nddzc+LV/IoPXaPkKIMlmv3SezBIcMaJ0JghpXquk+pwiqSmmJFZMcgUSREeoyHpGSoQJyqczg+ewVOjDGCcSFNCw7n6fWKKuFITHplOjvRI/fZy8S+vl+m4Hk6pSDNNBF4sijMGdQLz7+GASoI1mxiCsKTmVohHSCKsTUZFE8LXp/B/0vZst2J71365cbGMowCOwQk4Ay6ogQa4Ak3QAhhw8ACewLMlrUfrxXpdtK5Yy5kj8APW2ydT6ZDD</latexit>

C� < �
<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1

31/ 52

C? = O(1)
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How to quantify quality of historical dataset D (induced by πb)?

Single-policy concentrability coefficient (Rashidineiad et al. ’21)

C⋆ := max
s,a

dπ⋆(s, a)
dπb(s, a)

=
∥∥∥∥

occupancy distribution of π⋆

occupancy distribution of πb

∥∥∥∥
∞
≥ 1

• captures distributional shift
• allows for partial coverage

◦ as long as it covers the part
reachable by π⋆
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Challenges of o�ine RL

expert data
• Distribution shift:

distribution(D) ”= target distribution under optimal fiı

• Partial coverage of state-action space:
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How to quantify quality of historical dataset D (induced by fib)?

Single-policy concentrability coe�cient (Rashidineiad et al. ’21)

Cı := max
s,a

dfiı(s, a)
dfib(s, a)

=
....
occupancy distribution of fiı

occupancy distribution of fib

....
Œ

Ø 1

where dfi(s, a) = (1 ≠ “)
qŒ

t=0 “tP
!
(st, at) = (s, a) | fi

"

Cı = 1 large Cı

• captures distributional shift
• allows for partial coverage

¶ as long as it covers the part
reachable by fiı
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C? = O(1)
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Prior art: sample complexity bounds

Concluding remarks
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Achieving e�cient RL requires integrated consideration of modern

statistics, optimization, game theory, online learning, etc
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Concluding remarks
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H

Achieving e�cient RL requires integrated consideration of modern
statistics, optimization, game theory, online learning, etc
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1
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(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1
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t
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Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate
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(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
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(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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2Lagrangian

Xie et al. Shi et al.

Rashidinejad et al. Yan et al.

standard form problem (not necessarily convex)

minimize f0(x)
subject to fi(x) Æ 0, i = 1, . . . ,m

hi(x) = 0, i = 1, . . . , p

variable x œ Rn, domain D, optimal value pı

Lagrangian: L : Rn ◊ Rm ◊ Rp æ R, with dom(L) = D ◊ Rm ◊ Rp,

L(x,⁄, ‹) = f0(x) +
mÿ

i=1
⁄ifi(x) +

pÿ

i=1
‹ihi(x)

Duality 6-2

1

"2

1

Concluding remarks

H5SCı H3SCı HSCı H3SCı

Á2 Á = H Á = 1
H

Achieving e�cient RL requires integrated consideration of modern
statistics, optimization, game theory, online learning, etc

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward state action

1

max-player

min-player

1

max-player

min-player

1

max-player

min-player

reward rh

reward � rh

1

max-player

min-player

reward rh

reward

reward -rh

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

40/ 41

Concluding remarks

H5SCı H3SCı HSCı H3SCı

Á2 Á = H Á = 1
H

Achieving e�cient RL requires integrated consideration of modern
statistics, optimization, game theory, online learning, etc

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward state action

1

max-player

min-player

1

max-player

min-player

1

max-player

min-player

reward rh

reward � rh

1

max-player

min-player

reward rh

reward

reward -rh

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

40/ 41

Conc
lud

ing
rem

ark
s

H
5 SC

ı
H

3 SC
ı

H
SC

ı

H
3 SC

ı

Á
2

Á = H
Á =

1
H

Achie
ving

e�cien
t RL req

uire
s inte

gra
ted

con
side

rati
on

of mode
rn

stat
istic

s, opt
imizat

ion,
gam

e the
ory,

onli
ne lear

ning
, etc

ag
en

t
en

vir
on

men
t

s t

a t

s t+
1

r t

1

ag
en

t
en

vir
on

men
t

s t

a t

s t+
1

r t+
1
rew

ard
sta

te
ac

tio
n

1

ag
en

t
en

vir
on

men
t

s t

a t

s t+
1

r t+
1
rew

ard
sta

te
ac

tio
n

1

max
-pla

yer

min-p
lay

er

1

max
-pla

yer

min-p
lay

er

1

max
-pla

yer

min-p
lay

er

rew
ard

rh

rew
ard

� rh

1

max
-pla

yer

min-p
lay

er

rew
ard

rh

rew
ard

rew
ard

-rh

1

ag
en

t
en

vir
on

men
t

s t

a t

s t+
1

r t+
1
rew

ard
sta

te
ac

tio
n

1

ag
en

t
en

vir
on

men
t

s t

a t

s t+
1

r t+
1
rew

ard
sta

te
ac

tio
n

1

ag
en

t
en

vir
on

men
t

s t

a t

s t+
1

r t+
1
rew

ard
ne

xt
sta

te
ac

tio
n

1

40/
41

Co
nc

lud
ing

re
m
ar
ks

H
5 S
C

ı

H
3 S
C

ı

H
S
C

ı

H
5 S
C

ı
Á
2

Á
=
H

Á
=

1
H

Ac
hie

vin
g e

�c
ien

t R
L

req
uir

es
int

eg
rat

ed
co

ns
ide

rat
ion

of
mo

de
rn

sta
tis

tic
s,

op
tim

iza
tio

n,
ga

me
th

eo
ry,

on
lin

e l
ea

rn
ing

, e
tc

ag
en

t
en

vi
ro

nm
en

t
s t

a t
s t+

1
r t

1

ag
en

t
en

vi
ro

nm
en

t
s t

a t
s t+

1
r t

+
1

re
w
ar
d

st
at

e
ac

tio
n

1

ag
en

t
en

vi
ro

nm
en

t
s t

a t
s t+

1
r t

+
1

re
w
ar
d

st
at

e
ac

tio
n

1

m
ax

-p
la
ye

r
m
in
-p

la
ye

r

1

m
ax

-p
la
ye

r
m
in
-p

la
ye

r

1

m
ax

-p
la
ye

r
m
in
-p

la
ye

r
re
w
ar
d

r h
re
w
ar
d
�

r h

1

m
ax

-p
la
ye

r
m
in
-p

la
ye

r
re
w
ar
d

r h
re
w
ar
d

re
w
ar
d
-r h

1

ag
en

t
en

vi
ro

nm
en

t
s t

a t
s t+

1
r t

+
1

re
w
ar
d

st
at

e
ac

tio
n

1

ag
en

t
en

vi
ro

nm
en

t
s t

a t
s t+

1
r t

+
1

re
w
ar
d

st
at

e
ac

tio
n

1

ag
en

t
en

vi
ro

nm
en

t
s t

a t
s t+

1

r t
+
1

re
w
ar
d

ne
xt

st
at

e
ac

ti
on

1

40
/

41

Can we close the gap between upper & lower bounds?
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate
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(1≠“)4Á2 linear: 1
t
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!

t1+3Ê
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Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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Can we close the gap between upper & lower bounds?
30/ 73



Model-based (“plug-in”) approach?

1. construct empirical model P̂

:

P̂ (s′ | s, a) = 1
N

N∑

i=1
1{s′(i) = s′}

︸ ︷︷ ︸
empirical frequency

2. planning (e.g. value iteration) based on empirical MDP
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Issues & challenges in the sample-starved regime

truth: P ∈ RSA×S empirical P̂ (simulator)

empirical P̂ (offline)

• can’t recover P faithfully if sample size ≪ S2A

• (possibly) insufficient coverage under offline data

32/ 73



Issues & challenges in the sample-starved regime

truth: P ∈ RSA×S empirical P̂ (simulator) empirical P̂ (offline)

• can’t recover P faithfully if sample size ≪ S2A

• (possibly) insufficient coverage under offline data

32/ 73



Key idea: pessimism in the face of uncertainty

— Jin et al, 2020, Rashidinejad et al, 2021, Xie et al, 2021A key idea: pessimism in the face of uncertainty
online o�ine
upper confidence bounds

— promote exploration of under-explored (s, a)
lower confidence bounds

— stay cautious about under-explored (s, a)
Penalize value estimates of (s, a) pairs that were poorly visited

— Jin et al. ’20, Rashidinejad et al. ’21, Xie et al. ’21

with 
pessimism

without 
pessimism

<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�
<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�

‚Q(s, a) Ω max
Ó
r(s, a) + “

+ ‚P (· | s, a), ‚V
, ≠ b(s, a; ‚V )¸ ˚˙ ˝

uncertainty penalty

, 0
Ô

where ‚V (s) = maxa ‚Q(s, a).
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Penalize those poorly visited (s, a) . . .

1. build empirical model P̂

2. (value iteration) repeat: for all (s, a)

Q̂(s, a) ← max
{

r(s, a) + γ
〈
P̂ (· | s, a), V̂

〉

, 0
}

− b(s, a; V̂ )︸ ︷︷ ︸
uncertainty penalty

, 0
}

where V̂ (s) = maxa Q̂(s, a)
compared w/ Rashidinejad et al, 2021
• sample-reuse across iterations • Bernstein-style penalty
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Penalize those poorly visited (s, a) . . .

1. build empirical model P̂

2. (pessimistic value iteration) repeat: for all (s, a)

Q̂(s, a) ← max
{

r(s, a) + γ
〈
P̂ (· | s, a), V̂

〉

, 0
}

− b(s, a; V̂ )︸ ︷︷ ︸
uncertainty penalty

, 0
}

where V̂ (s) = maxa Q̂(s, a)

compared w/ Rashidinejad et al, 2021
• sample-reuse across iterations • Bernstein-style penalty

33/ 73



Key idea: pessimism in the face of uncertainty

— Jin et al, 2020, Rashidinejad et al, 2021, Xie et al, 2021

A key idea: pessimism in the face of uncertainty
online o�ine
upper confidence bounds

— promote exploration of under-explored (s, a)
lower confidence bounds

— stay cautious about under-explored (s, a)
Penalize value estimates of (s, a) pairs that were poorly visited

— Jin et al. ’20, Rashidinejad et al. ’21, Xie et al. ’21

with 
pessimism

without 
pessimism

<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�
<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�

‚Q(s, a) Ω max
Ó
r(s, a) + “

+ ‚P (· | s, a), ‚V
, ≠ b(s, a; ‚V )¸ ˚˙ ˝

uncertainty penalty

, 0
Ô

where ‚V (s) = maxa ‚Q(s, a).

34/ 52

A key idea: pessimism in the face of uncertainty
upper confidence bounds

— promote exploration of under-explored (s, a)
lower confidence bounds

— stay cautious about under-explored (s, a)
Penalize value estimates of (s, a) pairs that were poorly visited

— Jin et al. ’20, Rashidinejad et al. ’21, Xie et al. ’21

with 
pessimism

without 
pessimism

<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�
<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�

‚Q(s, a) Ω max
Ó
r(s, a) + “

+ ‚P (· | s, a), ‚V
, ≠ b(s, a; ‚V )¸ ˚˙ ˝

uncertainty penalty

, 0
Ô

where ‚V (s) = maxa ‚Q(s, a).
34/ 52

A key idea: pessimism in the face of uncertainty
upper confidence bounds

— promote exploration of under-explored (s, a)
lower confidence bounds

— stay cautious about under-explored (s, a)
Penalize value estimates of (s, a) pairs that were poorly visited

— Jin et al. ’20, Rashidinejad et al. ’21, Xie et al. ’21

with 
pessimism

without 
pessimism

<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�
<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�

‚Q(s, a) Ω max
Ó
r(s, a) + “

+ ‚P (· | s, a), ‚V
, ≠ b(s, a; ‚V )¸ ˚˙ ˝

uncertainty penalty

, 0
Ô

where ‚V (s) = maxa ‚Q(s, a).
34/ 52

A key idea: pessimism in the face of uncertainty
online o�ine
upper confidence bounds

— promote exploration of under-explored (s, a)
lower confidence bounds

— stay cautious about under-explored (s, a)
Penalize value estimates of (s, a) pairs that were poorly visited

— Jin et al. ’20, Rashidinejad et al. ’21, Xie et al. ’21

with 
pessimism

without 
pessimism

<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�
<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>�

‚Q(s, a) Ω max
Ó
r(s, a) + “

+ ‚P (· | s, a), ‚V
, ≠ b(s, a; ‚V )¸ ˚˙ ˝

uncertainty penalty

, 0
Ô

where ‚V (s) = maxa ‚Q(s, a).

34/ 52

Penalize those poorly visited (s, a) . . .

1. build empirical model P̂

2. (pessimistic value iteration) repeat: for all (s, a)
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〈
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uncertainty penalty
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where V̂ (s) = maxa Q̂(s, a)

compared w/ Rashidinejad et al, 2021
• sample-reuse across iterations • Bernstein-style penalty
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Sample complexity of model-based offline RL

Theorem (Li, Shi, Chen, Chi, Wei ’24)
For any 0 < ε ≤ 1

1−γ , the policy π̂ returned by VI-LCB using a
Bernstein-style penalty term achieves

V ⋆(ρ)− V π̂(ρ) ≤ ε

with high prob., with sample complexity at most

Õ

(
SC⋆

(1− γ)3ε2

)

• depends on distribution shift (as reflected by C⋆)

• achieves minimax optimality

• full ε-range (no burn-in cost)
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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Xie et al. Shi et al.

Rashidinejad et al. Yan et al.

standard form problem (not necessarily convex)

minimize f0(x)
subject to fi(x) Æ 0, i = 1, . . . ,m

hi(x) = 0, i = 1, . . . , p

variable x œ Rn, domain D, optimal value pı

Lagrangian: L : Rn ◊ Rm ◊ Rp æ R, with dom(L) = D ◊ Rm ◊ Rp,

L(x,⁄, ‹) = f0(x) +
mÿ

i=1
⁄ifi(x) +

pÿ

i=1
‹ihi(x)
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Model-based offline RL is minimax optimal with no burn-in
cost!
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LCB-Q: Q-learning with LCB penalty

— Shi et al, 2022, Yan et al, 2023

Qt+1(st, at)← (1− ηt)Qt(st, at) + ηtTt (Qt) (st, at)︸ ︷︷ ︸
classical Q-learning

− ηt bt(st, at)︸ ︷︷ ︸
LCB penalty

• bt(s, a): Hoeffding-style confidence bound
• pessimism in the face of uncertainty

sample size: Õ
(

SC⋆

(1−γ)5ε2
)

=⇒ sub-optimal by a factor of 1
(1−γ)2

Issue: large variability in stochastic update rules
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Q-learning with LCB and variance reduction
— Shi et al, 2022, Yan et al, 2023
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+ ηt
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advantage

+ T̂ (Q)︸ ︷︷ ︸
reference

)
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Theorem (Yan, Li, Chen, Fan ’23, Shi, Li, Wei, Chen, Chi ’22)

For ε ∈ (0, 1− γ], LCB-Q-Advantage achieves V ⋆(ρ)− V π̂(ρ) ≤ ε
with optimal sample complexity Õ

(
SC⋆

(1−γ)3ε2
)
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Q-learning with LCB and variance reduction
— Shi et al, 2022, Yan et al, 2023
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Q-learning with LCB and variance reduction
— Shi et al, 2022, Yan et al, 2023
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<latexit sha1_base64="YoeOMrpYxx2Z/kBSljaTANxNOKI=">AAAB6nicbVBNSwMxEJ3Ur1q/qh69BIvgqexWQS9CwYvHivYD2qVk02wbmmSXJCuUpT/BiwdFvPqLvPlvTNs9aOuDgcd7M8zMCxPBjfW8b1RYW9/Y3Cpul3Z29/YPyodHLROnmrImjUWsOyExTHDFmpZbwTqJZkSGgrXD8e3Mbz8xbXisHu0kYYEkQ8UjTol10oO8qfXLFa/qzYFXiZ+TCuRo9MtfvUFMU8mUpYIY0/W9xAYZ0ZZTwaalXmpYQuiYDFnXUUUkM0E2P3WKz5wywFGsXSmL5+rviYxIYyYydJ2S2JFZ9mbif143tdF1kHGVpJYpulgUpQLbGM/+xgOuGbVi4gihmrtbMR0RTah16ZRcCP7yy6ukVav6F9Xa/WWl7uVxFOEETuEcfLiCOtxBA5pAYQjP8ApvSKAX9I4+Fq0FlM8cwx+gzx/EnY1m</latexit>

epoch m = 3
<latexit sha1_base64="xNgkITrJrfBuEr1mT6WLYQ77k80=">AAAB6nicbVBNSwMxEJ3Ur1q/qh69BIvgqey2gl6EghePFW0ttEvJptk2NMkuSVYoS3+CFw+KePUXefPfmLZ70NYHA4/3ZpiZFyaCG+t536iwtr6xuVXcLu3s7u0flA+P2iZONWUtGotYd0JimOCKtSy3gnUSzYgMBXsMxzcz//GJacNj9WAnCQskGSoecUqsk+7ldb1frnhVbw68SvycVCBHs1/+6g1imkqmLBXEmK7vJTbIiLacCjYt9VLDEkLHZMi6jioimQmy+alTfOaUAY5i7UpZPFd/T2REGjORoeuUxI7MsjcT//O6qY2ugoyrJLVM0cWiKBXYxnj2Nx5wzagVE0cI1dzdiumIaEKtS6fkQvCXX14l7VrVr1drdxeVhpfHUYQTOIVz8OESGnALTWgBhSE8wyu8IYFe0Dv6WLQWUD5zDH+APn8AxiGNZw==</latexit>

…

Theorem (Yan, Li, Chen, Fan ’23, Shi, Li, Wei, Chen, Chi ’22)

For ε ∈ (0, 1− γ], LCB-Q-Advantage achieves V ⋆(ρ)− V π̂(ρ) ≤ ε
with optimal sample complexity Õ

(
SC⋆

(1−γ)3ε2
)
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?
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All prior results require a sample size of at least tmix|S|2|A|2!
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All prior results require a sample size of at least tmix|S|2|A|2!
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standard form problem (not necessarily convex)
minimize f0(x)
subject to fi(x) Æ 0, i = 1, . . . ,m

hi(x) = 0, i = 1, . . . , p
variable x œ Rn, domain D, optimal value pı

Lagrangian: L : Rn ◊ Rm ◊ Rp � R, with dom(L) = D ◊ Rm ◊ Rp,

L(x,�, �) = f0(x) +
mÿ

i=1
�ifi(x) +
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Duality 6-2

First model-free analysis

Model-free RL matches the minimax-optimal sample complexity for
model-based ones!

— in a much larger range of the accuracy level

“Pessimistic Q-learning for o�ine reinforcement learning: Towards optimal sample
complexity,” Shi, L., Li, G., Wei, Y., Chen, Y., Chi, Y, arXiv:2202.13890, 2022.

finite-horizon MDPs infinite-horizon MDPs

Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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L(x,�, �) = f0(x) +
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Duality 6-2

First model-free analysis

Model-free RL matches the minimax-optimal sample complexity for
model-based ones!

— in a much larger range of the accuracy level

“Pessimistic Q-learning for o�ine reinforcement learning: Towards optimal sample
complexity,” Shi, L., Li, G., Wei, Y., Chen, Y., Chi, Y, arXiv:2202.13890, 2022.

Model-free offline RL attains sample optimality too!
— with some burn-in cost though . . .



Part 2

1. Online RL

2. Offline RL

3. Multi-agent RL

4. Robust RL



Multi-agent reinforcement learning (MARL)
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Two-player zero-sum Markov games (finite-horizon)

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action
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Value function under independent policies (µ, ν) (no coordination)

V µ,ν(s) := E

[
H∑

h=1
rh(sh, ah, bh)

∣∣∣ s1 = s

]
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agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)
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b
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• Each agent seeks optimal policy maximizing her own value
• But two agents have conflicting goals . . .

43/ 73



Value function under independent policies (µ, ν) (no coordination)

V µ,ν(s) := E

[
H∑

h=1
rh(sh, ah, bh)

∣∣∣ s1 = s

]

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)

1

b

1

• Each agent seeks optimal policy maximizing her own value

• But two agents have conflicting goals . . .

43/ 73



Value function under independent policies (µ, ν) (no coordination)

V µ,ν(s) := E

[
H∑

h=1
rh(sh, ah, bh)

∣∣∣ s1 = s

]

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)

1

b

1

• Each agent seeks optimal policy maximizing her own value
• But two agents have conflicting goals . . .

43/ 73



Compromise: Nash equilibrium (NE)

John von Neumann John Nash

An NE policy pair (µ⋆, ν⋆) obeys

max
µ

V µ,ν⋆ = V µ⋆,ν⋆ = min
ν

V µ⋆,ν

• no unilateral deviation is beneficial
• no coordination between two agents (they act independently)
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Compromise: Nash equilibrium (NE)

John von Neumann John Nash

An ε-NE policy pair (µ̂, ν̂) obeys

max
µ

V µ, ν̂ − ε ≤ V µ̂, ν̂ ≤ min
ν

V µ̂, ν + ε

• no unilateral deviation is beneficial
• no coordination between two agents (they act independently)
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Learning NEs with a simulator

simulator

Sampling mechanism: a generative model / simulator

— Kearns, Singh ’99

One can query the generative model with any state-action-step
combination (s, a, b, h), and obtain sÕ ind.≥ Ph(sÕ | s, a, b)
(s, a, b, h)
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input: any (s, a, b, h)
output: an independent sample s′ ∼ Ph(· | s, a, b)

Question: how many samples are sufficient to
learn an ε-Nash policy pair?
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Model-based approach (non-adaptive sampling)
— Zhang, Kakade, Başar, Yang ’20

for any (s, h)

1

1. for each (s, a, b, h), call simulator N times

2. build empirical model P̂

, and run “plug-in” methods

sample complexity: H4SAB
ε2
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Model-based approach (non-adaptive sampling)
— Zhang, Kakade, Başar, Yang ’20

Call generative model
N times

Sampling mechanism: a generative model / simulator

— Kearns, Singh ’99

One can query the generative model with any state-action-step
combination (s, a, b, h), and obtain sÕ ind.≥ Ph(sÕ | s, a, b)
Ph(· | s, a, b)
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Curse of multiple agents

1 player: A

2 players: AB m players: A1A2 · · ·Am

Let’s look at the size of joint action space . . .
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Curse of multiple agents

1 player: A 2 players: AB m players: A1A2 · · ·Am

# joint actions blows up geometrically in # players!
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Theorem (Li, Chi, Wei, Chen ’22)
For any 0 < ε ≤ H, one can design an algorithm that finds an ε-Nash
policy pair (µ̂, ν̂) with high prob., with sample complexity at most
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Õ

(
H4S(A + B)

ε2

)
(minimax-optimal ∀ε)



0
<latexit sha1_base64="8SPvTV/z8oIhjlRiKd59oqPvbVY=">AAAB6HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgxWML9gPaUDbbSbt2swm7G6GE/gIvHhTx6k/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHssHM03Qj+hI8pAzaqzUdAelsltxFyDrxMtJGXI0BqWv/jBmaYTSMEG17nluYvyMKsOZwFmxn2pMKJvQEfYslTRC7WeLQ2fk0ipDEsbKljRkof6eyGik9TQKbGdEzVivenPxP6+XmrDmZ1wmqUHJlovCVBATk/nXZMgVMiOmllCmuL2VsDFVlBmbTdGG4K2+vE7a1Yp3Xak2b8r1Wh5HAc7hAq7Ag1uowz00oAUMEJ7hFd6cR+fFeXc+lq0bTj5zBn/gfP4Ad2WMrg==</latexit>

for any (s, h)

for each (a, b)

empirical model bP
Başar

horizon #actions

1

for any (s, h)

for each (a, b)

empirical model bP
Başar

horizon #actions

1

for any (s, h)

for each (a, b)

empirical model bP
Başar

horizon #actions

H4 H6

1

for any (s, h)

for each (a, b)

empirical model bP
Başar

horizon #actions

H4 H6

1

for any (s, h)

for each (a, b)

empirical model bP
Başar

horizon #actions

H4 H6 A + B AB

1

for any (s, h)

for each (a, b)

empirical model bP
Başar

horizon #actions

H4 H6 A + B AB

1

for any (s, h)

for each (a, b)

empirical model bP
Başar

horizon #actions

H4 H6 A + B AB

V -learning model-based

1

for any (s, h)

for each (a, b)

empirical model bP
Başar

horizon #actions

H4 H6 A + B AB

V -learning model-based

1

for any (s, h)

for each (a, b)

empirical model bP
Başar

horizon #actions

H4 H6 A + B AB
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for each (s, a)

bk ⇠ µk
h(· | s)

s0 ⇠ Ph(· | s, a, bk)

(adaptive) sampling

Q-learning update

1. build reward vector rk 2 RSA

empirical transition P k 2 RSA⇥S

2. Qk+1
h = (1 � ↵k)Qk

h + ↵k(rk + P k bVh+1)

one-sided Q-function : RSA

use samples in this round to update

Follow-the-regularized-leader (FTRL)

policy update via adversarial learning

µk+1
h (· | s) / exp

�
⌘k+1Q

k
h(s, ·)

�

bµh(· | s) =

KX

k=1

↵K
k µk

h(· | s)

bVh(s) = min

⇢ KX

k=1

↵K
k

D
µk

h(·|s), qk
h(s, ·)

E
+ UCB, H � h + 1

�

output policy : mixture of policy iterates

V -estimate : upper confidence bound

our algorithm

1

Theorem (Li, Chi, Wei, Chen ’22)
For any 0 < ε ≤ H, one can design an algorithm that finds an ε-Nash
policy pair (µ̂, ν̂) with high prob., with sample complexity at most

Õ

(
H4S(A + B)

ε2

)
(minimax-optimal ∀ε)



Part 2

1. Online RL

2. Offline RL

3. Multi-agent RL

4. Robust RL



Safety and robustness in RL

(Zhou et al., 2021; Panaganti and Kalathil, 2022; Yang et al., 2022;)

Training environment ̸= Test environment

Sim2Real Gap: Can we learn optimal policies that are robust
to model perturbations?
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Modeling environment uncertainty

Uncertainty set of the nominal transition kernel P o:

Uσ(P o) =
{
P : ρ

(
P, P o) ≤ σ

}

P o
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• Examples of ρ: f-divergence (TV, χ2, KL...)
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<latexit sha1_base64="yn72uj8s/DTU/8kMNFSQDJp4LEM=">AAAB6HicbVDLSgMxFL1TX7W+qi7dBIvgqsyIr2XRjcsW7APaQTLpnTY2kxmSjFCGfoEbF4q49ZPc+Tem7Sy09UDgcM655N4TJIJr47rfTmFldW19o7hZ2tre2d0r7x+0dJwqhk0Wi1h1AqpRcIlNw43ATqKQRoHAdjC6nfrtJ1Sax/LejBP0IzqQPOSMGis16g/lilt1ZyDLxMtJBXLY/FevH7M0QmmYoFp3PTcxfkaV4UzgpNRLNSaUjegAu5ZKGqH2s9miE3JilT4JY2WfNGSm/p7IaKT1OApsMqJmqBe9qfif101NeO1nXCapQcnmH4WpICYm06tJnytkRowtoUxxuythQ6ooM7abki3BWzx5mbTOqt5l9aJxXqnd5HUU4QiO4RQ8uIIa3EEdmsAA4Rle4c15dF6cd+djHi04+cwh/IHz+QOs2Yze</latexit>
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<latexit sha1_base64="yn72uj8s/DTU/8kMNFSQDJp4LEM=">AAAB6HicbVDLSgMxFL1TX7W+qi7dBIvgqsyIr2XRjcsW7APaQTLpnTY2kxmSjFCGfoEbF4q49ZPc+Tem7Sy09UDgcM655N4TJIJr47rfTmFldW19o7hZ2tre2d0r7x+0dJwqhk0Wi1h1AqpRcIlNw43ATqKQRoHAdjC6nfrtJ1Sax/LejBP0IzqQPOSMGis16g/lilt1ZyDLxMtJBXLY/FevH7M0QmmYoFp3PTcxfkaV4UzgpNRLNSaUjegAu5ZKGqH2s9miE3JilT4JY2WfNGSm/p7IaKT1OApsMqJmqBe9qfif101NeO1nXCapQcnmH4WpICYm06tJnytkRowtoUxxuythQ6ooM7abki3BWzx5mbTOqt5l9aJxXqnd5HUU4QiO4RQ8uIIa3EEdmsAA4Rle4c15dF6cd+djHi04+cwh/IHz+QOs2Yze</latexit>

P

• Examples of ρ: f-divergence (TV, χ2, KL...)
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Modeling environment uncertainty

Uncertainty set of the nominal transition kernel P o:

Uσ(P o) =
{
P : ρ

(
P, P o) ≤ σ

}

�
<latexit sha1_base64="jKxwivYfAVNyPzxOs2X1rEGTFhk=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoPgKexGQU8S8OIxgnlAsoTZyWwyZh7LzKwQlvyDFw+KePV/vPk3TpI9aGJBQ1HVTXdXlHBmrO9/e4W19Y3NreJ2aWd3b/+gfHjUMirVhDaJ4kp3ImwoZ5I2LbOcdhJNsYg4bUfj25nffqLaMCUf7CShocBDyWJGsHVSq2fYUOB+ueJX/TnQKglyUoEcjX75qzdQJBVUWsKxMd3AT2yYYW0Z4XRa6qWGJpiM8ZB2HZVYUBNm82un6MwpAxQr7UpaNFd/T2RYGDMRkesU2I7MsjcT//O6qY2vw4zJJLVUksWiOOXIKjR7HQ2YpsTyiSOYaOZuRWSENSbWBVRyIQTLL6+SVq0aXFRr95eV+k0eRxFO4BTOIYArqMMdNKAJBB7hGV7hzVPei/fufSxaC14+cwx/4H3+AJx5jyM=</latexit>
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P o
<latexit sha1_base64="W1cOfpEvMtOw6xtBxa5KpBX0fLM=">AAAB/nicbVDLSgNBEJz1GeNrVTx5GQyCp7AbBT1JwIvHCOYByRpmJ51kyOyDmV4xLAv+ihcPinj1O7z5N042OWhiQUNR1T09XX4shUbH+baWlldW19YLG8XNre2dXXtvv6GjRHGo80hGquUzDVKEUEeBElqxAhb4Epr+6HriNx9AaRGFdziOwQvYIBR9wRkaqWsf0g7CI+YPpQp6WVq7j7KuXXLKTg66SNwZKZEZal37q9OLeBJAiFwyrduuE6OXMoWCS8iKnURDzPiIDaBtaMgC0F6ab83oiVF6tB8pUyHSXP09kbJA63Hgm86A4VDPexPxP6+dYP/SS0UYJwghny7qJ5JiRCdZ0J5QwFGODWFcCfNXyodMMY4msaIJwZ0/eZE0KmX3rFy5PS9Vr2ZxFMgROSanxCUXpEpuSI3UCScpeSav5M16sl6sd+tj2rpkzWYOyB9Ynz//B5Yl</latexit>
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P
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Robust value/Q function

Robust value/Q function of policy π:

∀s ∈ S : V π,σ(s) := inf
P ∈Uσ(P o)

Eπ,P

[ ∞∑

t=0
γtrt

∣∣ s0 = s

]

∀(s, a) ∈ S ×A : Qπ,σ(s, a) := inf
P ∈Uσ(P o)

Eπ,P

[ ∞∑

t=0
γtrt

∣∣ s0 = s, a0 = a

]

Measures the worst-case performance of the policy in the uncertainty
set.
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Distributionally robust MDP

Robust MDP
Find the policy π⋆ that maximizes V π,σ

(Iyengar. ’05, Nilim and El Ghaoui. ’05)

Robust Bellman’s optimality equation: the optimal robust policy
π⋆ and optimal robust value V ⋆,σ := V π⋆,σ satisfy

Q⋆,σ(s, a) = r(s, a) + γ inf
Ps,a∈Uσ(P o

s,a)
⟨Ps,a, V ⋆,σ⟩ ,

V ⋆,σ(s) = max
a

Q⋆,σ(s, a)

Distributionally robust value iteration (DRVI):
Q(s, a)← r(s, a) + γ inf

Ps,a∈Uσ(P o
s,a)
⟨Ps,a, V ⟩,

where V (s) = maxa Q(s, a).

53/ 73



Distributionally robust MDP

Robust MDP
Find the policy π⋆ that maximizes V π,σ

(Iyengar. ’05, Nilim and El Ghaoui. ’05)

Robust Bellman’s optimality equation: the optimal robust policy
π⋆ and optimal robust value V ⋆,σ := V π⋆,σ satisfy

Q⋆,σ(s, a) = r(s, a) + γ inf
Ps,a∈Uσ(P o

s,a)
⟨Ps,a, V ⋆,σ⟩ ,

V ⋆,σ(s) = max
a

Q⋆,σ(s, a)

Distributionally robust value iteration (DRVI):
Q(s, a)← r(s, a) + γ inf

Ps,a∈Uσ(P o
s,a)
⟨Ps,a, V ⟩,

where V (s) = maxa Q(s, a).

53/ 73



Distributionally robust MDP

Robust MDP
Find the policy π⋆ that maximizes V π,σ

(Iyengar. ’05, Nilim and El Ghaoui. ’05)

Robust Bellman’s optimality equation: the optimal robust policy
π⋆ and optimal robust value V ⋆,σ := V π⋆,σ satisfy

Q⋆,σ(s, a) = r(s, a) + γ inf
Ps,a∈Uσ(P o

s,a)
⟨Ps,a, V ⋆,σ⟩ ,

V ⋆,σ(s) = max
a

Q⋆,σ(s, a)

Distributionally robust value iteration (DRVI):
Q(s, a)← r(s, a) + γ inf

Ps,a∈Uσ(P o
s,a)
⟨Ps,a, V ⟩,

where V (s) = maxa Q(s, a).
53/ 73



Learning distributionally robust MDPs

Nominal Transition 
kernel

<latexit sha1_base64="bj87cvTnb6hXBoIzdSqp5ErWEzs=">AAAB6XicdVBNS8NAEJ3Ur1q/qh69LBbRU0ikmnorevFYxX5AG8pmu2mXbjZhdyOU0H/gxYMiXv1H3vw3btsIKvpg4PHeDDPzgoQzpR3nwyosLa+srhXXSxubW9s75d29lopTSWiTxDyWnQArypmgTc00p51EUhwFnLaD8dXMb99TqVgs7vQkoX6Eh4KFjGBtpFt13C9XHNvzahdVFzm2M4ch7pnr1arIzZUK5Gj0y++9QUzSiApNOFaq6zqJ9jMsNSOcTku9VNEEkzEe0q6hAkdU+dn80ik6MsoAhbE0JTSaq98nMhwpNYkC0xlhPVK/vZn4l9dNdVjzMyaSVFNBFovClCMdo9nbaMAkJZpPDMFEMnMrIiMsMdEmnJIJ4etT9D9pndruue3cVCv1yzyOIhzAIZyACx7U4Roa0AQCITzAEzxbY+vRerFeF60FK5/Zhx+w3j4BmuaNaw==</latexit>

s0P o(·|s, a)
<latexit sha1_base64="DvOoLsl3GotrsAEJDKH+HcfdCLs="></latexit>

Sample trajectory and behavior policy

(s, a) sÕ P (·|s, a) generative model

Observed: {st, at, rt}Œ
t=0¸ ˚˙ ˝

Markovian trajectory

generated by behavior policy fib

Goal: estimate optimal value function V ı based on sample trajectory

Key quantities of sample trajectory
• minimum state-action occupancy probability

µmin := min µfib(s, a)¸ ˚˙ ˝
stationary distribution• mixing time: tmix

15/ 25

arbitrary

Goal of robust RL: given D := {(si, ai, s′i)}Ni=1 from the nominal
environment P 0, find an ε-optimal robust policy π̂ obeying

V ⋆,σ − V π̂,σ ≤ ε

— in a sample-efficient manner
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Learning distributionally robust MDPs

Nominal Transition 
kernel
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A curious question

Two approaches

Model-based approach (“plug-in”)
1. build empirical estimate ‚P for P
2. planning based on empirical ‚P

Model-free approach (e.g. Q-learning, SARSA)
— learning w/o constructing model explicitly

original MDP empirical MDP perturbed empirical MDP
18/ 34

Learn the robust policy 
around the nominal MDP?

Learn the optimal policy of 
the nominal MDP?

Robustness-statistical trade-off? Is there a statistical premium
that one needs to pay in quest of additional robustness?
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Prior art: TV uncertainty

0
<latexit sha1_base64="rsPGDo38dCUrLsAt/ftnosrChUA=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48t2FpoQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgpr6xubW8Xt0s7u3v5B+fCoreNUMWyxWMSqE1CNgktsGW4EdhKFNAoEPgTj25n/8IRK81jem0mCfkSHkoecUWOlptsvV9yqOwdZJV5OKpCj0S9/9QYxSyOUhgmqdddzE+NnVBnOBE5LvVRjQtmYDrFrqaQRaj+bHzolZ1YZkDBWtqQhc/X3REYjrSdRYDsjakZ62ZuJ/3nd1ITXfsZlkhqUbLEoTAUxMZl9TQZcITNiYgllittbCRtRRZmx2ZRsCN7yy6ukXat6F9Va87JSv8njKMIJnMI5eHAFdbiDBrSAAcIzvMKb8+i8OO/Ox6K14OQzx/AHzucPemeMuA==</latexit> O(1)

<latexit sha1_base64="vYw1rolKFbWhKKxatwiCqzx9dIQ=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRahXspuFfRY9OLNCvYD2qVk02wbmmSXJCuUpX/BiwdFvPqHvPlvzLZ70NYHA4/3ZpiZF8ScaeO6305hbX1jc6u4XdrZ3ds/KB8etXWUKEJbJOKR6gZYU84kbRlmOO3GimIRcNoJJreZ33miSrNIPpppTH2BR5KFjGCTSfdV73xQrrg1dw60SrycVCBHc1D+6g8jkggqDeFY657nxsZPsTKMcDor9RNNY0wmeER7lkosqPbT+a0zdGaVIQojZUsaNFd/T6RYaD0Vge0U2Iz1speJ/3m9xITXfspknBgqyWJRmHBkIpQ9joZMUWL41BJMFLO3IjLGChNj4ynZELzll1dJu17zLmr1h8tK4yaPowgncApV8OAKGnAHTWgBgTE8wyu8OcJ5cd6dj0VrwclnjuEPnM8f3pqNdw==</latexit>

�
<latexit sha1_base64="uveq51XskeZ/BmBbyb/DEzkG8yU=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoPgKexGQY9BLx4jmAckS5idzCZj5rHMzAphyT948aCIV//Hm3/jJNmDJhY0FFXddHdFCWfG+v63V1hb39jcKm6Xdnb39g/Kh0cto1JNaJMornQnwoZyJmnTMstpJ9EUi4jTdjS+nfntJ6oNU/LBThIaCjyULGYEWye1eoYNBe6XK37VnwOtkiAnFcjR6Je/egNFUkGlJRwb0w38xIYZ1pYRTqelXmpogskYD2nXUYkFNWE2v3aKzpwyQLHSrqRFc/X3RIaFMRMRuU6B7cgsezPxP6+b2vg6zJhMUkslWSyKU46sQrPX0YBpSiyfOIKJZu5WREZYY2JdQCUXQrD88ipp1arBRbV2f1mp3+RxFOEETuEcAriCOtxBA5pA4BGe4RXePOW9eO/ex6K14OUzx/AH3ucPna2PJw==</latexit>

Standard MDPs
upper & minimax lower bound

Sample complexity

SA

(1 � �)3"2
<latexit sha1_base64="GVUvvY8NbBf8KVRJmKyVLOAZ0FY=">AAACDXicbVC7TgJBFJ3FF+ILtbTZiCZYSHbBREvUxhKjPBIWyN1hFibMzG5mZknIhh+w8VdsLDTG1t7Ov3F4FIqe5CYn59ybe+/xI0aVdpwvK7W0vLK6ll7PbGxube9kd/dqKowlJlUcslA2fFCEUUGqmmpGGpEkwH1G6v7geuLXh0QqGop7PYpIi0NP0IBi0EbqZI+8QAJO7i7HSd499XrAOZy0S94QJIkUZaFoF8edbM4pOFPYf4k7Jzk0R6WT/fS6IY45ERozUKrpOpFuJSA1xYyMM16sSAR4AD3SNFQAJ6qVTL8Z28dG6dpBKE0JbU/VnxMJcKVG3DedHHRfLXoT8T+vGevgopVQEcWaCDxbFMTM1qE9icbuUkmwZiNDAEtqbrVxH0w82gSYMSG4iy//JbViwS0VirdnufLVPI40OkCHKI9cdI7K6AZVUBVh9ICe0At6tR6tZ+vNep+1pqz5zD76BevjG8YDm2E=</latexit>
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<latexit sha1_base64="Cfmxvc91Cz2VgHX3RpVjogO67Hg=">AAACDXicbVC7TgJBFJ3FF+ILtbTZiCZYSHbRREvUxhKjPBIWyN1hFibMzG5mZknIhh+w8VdsLDTG1t7Ov3F4FAqe5CYn59ybe+/xI0aVdpxvK7W0vLK6ll7PbGxube9kd/eqKowlJhUcslDWfVCEUUEqmmpG6pEkwH1Gan7/ZuzXBkQqGooHPYxIk0NX0IBi0EZqZ4+8QAJO7q9GSd499brAOZy0it4AJIkUZaFoFUftbM4pOBPYi8SdkRyaodzOfnmdEMecCI0ZKNVwnUg3E5CaYkZGGS9WJALchy5pGCqAE9VMJt+M7GOjdOwglKaEtifq74kEuFJD7ptODrqn5r2x+J/XiHVw2UyoiGJNBJ4uCmJm69AeR2N3qCRYs6EhgCU1t9q4ByYebQLMmBDc+ZcXSbVYcM8KxbvzXOl6FkcaHaBDlEcuukAldIvKqIIwekTP6BW9WU/Wi/VufUxbU9ZsZh/9gfX5A8Rxm2A=</latexit>

SA(1 � �)
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<latexit sha1_base64="UGsWZXxryTW2MB/f2AKkIsGR5ho=">AAACC3icbVC7SgNBFJ31GeNr1dJmSRBiYdiNgpZRG8uI5gHZGO5OZpMhM7PLzGwgLOlt/BUbC0Vs/QE7/8bJo9DEAxcO59zLvfcEMaNKu+63tbS8srq2ntnIbm5t7+zae/s1FSUSkyqOWCQbASjCqCBVTTUjjVgS4AEj9aB/PfbrAyIVjcS9HsakxaEraEgxaCO17ZwfSsDp3WXBO/G7wDkcj1J/AJLEirJIPJRGbTvvFt0JnEXizUgezVBp219+J8IJJ0JjBko1PTfWrRSkppiRUdZPFIkB96FLmoYK4ES10skvI+fIKB0njKQpoZ2J+nsiBa7UkAemk4PuqXlvLP7nNRMdXrRSKuJEE4Gni8KEOTpyxsE4HSoJ1mxoCGBJza0O7oEJR5v4siYEb/7lRVIrFb3TYun2LF++msWRQYcohwrIQ+eojG5QBVURRo/oGb2iN+vJerHerY9p65I1mzlAf2B9/gCFqpq8</latexit>

Lower bound [Yang et al.]

SA

(1 � �)4"2
<latexit sha1_base64="lvxLq+JmMo8y9RUGzA8rlf5SrQY=">AAACDnicbVC7SgNBFJ31GeNr1dJmMAS0MOzGgJY+GsuIJhGya7g7mY1DZmaXmVkhLPkCG3/FxkIRW2s7/8bJo/B14MLhnHu5954o5Uwbz/t0Zmbn5hcWC0vF5ZXVtXV3Y7Opk0wR2iAJT9R1BJpyJmnDMMPpdaooiIjTVtQ/G/mtO6o0S+SVGaQ0FNCTLGYEjJU6bjmIFZD88mSY7/r7QQ+EgL2bGg7uQNFUM57Im+qw45a8ijcG/kv8KSmhKeod9yPoJiQTVBrCQeu276UmzEEZRjgdFoNM0xRIH3q0bakEQXWYj98Z4rJVujhOlC1p8Fj9PpGD0HogItspwNzq395I/M9rZyY+CnMm08xQSSaL4oxjk+BRNrjLFCWGDywBopi9FZNbsPkYm2DRhuD/fvkvaVYr/kGlelErHZ9O4yigbbSDdpGPDtExOkd11EAE3aNH9IxenAfnyXl13iatM850Zgv9gPP+BSbMm4w=</latexit>

Upper bound [Clavier et al.]

SA(1 � �)

�4"2
<latexit sha1_base64="qdMcaYtxdW+rygPqQ5a2mnz0QsU=">AAACFHicbVDLSgNBEJz1GeNr1aOXwSAoYtiNgh6jXjxGNImQXUPvZDYOmZldZmaFsOQjvPgrXjwo4tWDN//GyePgq6ChqOqmuytKOdPG8z6dqemZ2bn5wkJxcWl5ZdVdW2/oJFOE1knCE3UdgaacSVo3zHB6nSoKIuK0GfXOhn7zjirNEnll+ikNBXQlixkBY6W2uxfECkh+ebLj7wddEAJ2B3mgWVfAzWFwB4qmmvFE3lTwoO2WvLI3Av5L/AkpoQlqbfcj6CQkE1QawkHrlu+lJsxBGUY4HRSDTNMUSA+6tGWpBEF1mI+eGuBtq3RwnChb0uCR+n0iB6F1X0S2U4C51b+9ofif18pMfBzmTKaZoZKMF8UZxybBw4RwhylKDO9bAkQxeysmt2BTMjbHog3B//3yX9KolP2DcuXisFQ9ncRRQJtoC+0gHx2hKjpHNVRHBN2jR/SMXpwH58l5dd7GrVPOZGYD/YDz/gUNv541</latexit>

1<latexit sha1_base64="TtIgPQprnJE4HSS++PuM3etxya8=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48t2FpoQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgpr6xubW8Xt0s7u3v5B+fCoreNUMWyxWMSqE1CNgktsGW4EdhKFNAoEPgTj25n/8IRK81jem0mCfkSHkoecUWOlptcvV9yqOwdZJV5OKpCj0S9/9QYxSyOUhgmqdddzE+NnVBnOBE5LvVRjQtmYDrFrqaQRaj+bHzolZ1YZkDBWtqQhc/X3REYjrSdRYDsjakZ62ZuJ/3nd1ITXfsZlkhqUbLEoTAUxMZl9TQZcITNiYgllittbCRtRRZmx2ZRsCN7yy6ukXat6F9Va87JSv8njKMIJnMI5eHAFdbiDBrSAAcIzvMKb8+i8OO/Ox6K14OQzx/AHzucPe+uMuQ==</latexit>O(1 � �)
<latexit sha1_base64="rtUspSwy1wy/TEfSyOQH1/V5oO0=">AAAB8nicbVDLSgNBEJz1GeMr6tHLYhDiwbAbBT0GvXgzgnnAZgmzk9lkyDyWmV4hLPkMLx4U8erXePNvnCR70MSChqKqm+6uKOHMgOd9Oyura+sbm4Wt4vbO7t5+6eCwZVSqCW0SxZXuRNhQziRtAgNOO4mmWESctqPR7dRvP1FtmJKPME5oKPBAspgRDFYK7iv+eXeAhcBnvVLZq3ozuMvEz0kZ5Wj0Sl/dviKpoBIIx8YEvpdAmGENjHA6KXZTQxNMRnhAA0slFtSE2ezkiXtqlb4bK21LgjtTf09kWBgzFpHtFBiGZtGbiv95QQrxdZgxmaRAJZkvilPugnKn/7t9pikBPrYEE83srS4ZYo0J2JSKNgR/8eVl0qpV/Ytq7eGyXL/J4yigY3SCKshHV6iO7lADNRFBCj2jV/TmgPPivDsf89YVJ585Qn/gfP4Ay6mQSQ==</latexit>

• Large gaps between existing upper and lower bounds
• Unclear benchmarking with standard MDP
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Prior art: χ2 uncertainty

Lower bound [Yang et al.]

0
<latexit sha1_base64="rsPGDo38dCUrLsAt/ftnosrChUA=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48t2FpoQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgpr6xubW8Xt0s7u3v5B+fCoreNUMWyxWMSqE1CNgktsGW4EdhKFNAoEPgTj25n/8IRK81jem0mCfkSHkoecUWOlptsvV9yqOwdZJV5OKpCj0S9/9QYxSyOUhgmqdddzE+NnVBnOBE5LvVRjQtmYDrFrqaQRaj+bHzolZ1YZkDBWtqQhc/X3REYjrSdRYDsjakZ62ZuJ/3nd1ITXfsZlkhqUbLEoTAUxMZl9TQZcITNiYgllittbCRtRRZmx2ZRsCN7yy6ukXat6F9Va87JSv8njKMIJnMI5eHAFdbiDBrSAAcIzvMKb8+i8OO/Ox6K14OQzx/AHzucPemeMuA==</latexit> �

<latexit sha1_base64="uveq51XskeZ/BmBbyb/DEzkG8yU=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoPgKexGQY9BLx4jmAckS5idzCZj5rHMzAphyT948aCIV//Hm3/jJNmDJhY0FFXddHdFCWfG+v63V1hb39jcKm6Xdnb39g/Kh0cto1JNaJMornQnwoZyJmnTMstpJ9EUi4jTdjS+nfntJ6oNU/LBThIaCjyULGYEWye1eoYNBe6XK37VnwOtkiAnFcjR6Je/egNFUkGlJRwb0w38xIYZ1pYRTqelXmpogskYD2nXUYkFNWE2v3aKzpwyQLHSrqRFc/X3RIaFMRMRuU6B7cgsezPxP6+b2vg6zJhMUkslWSyKU46sQrPX0YBpSiyfOIKJZu5WREZYY2JdQCUXQrD88ipp1arBRbV2f1mp3+RxFOEETuEcAriCOtxBA5pA4BGe4RXePOW9eO/ex6K14OUzx/AH3ucPna2PJw==</latexit>

Sample complexity

SA

(1 � �)3"2
<latexit sha1_base64="GVUvvY8NbBf8KVRJmKyVLOAZ0FY=">AAACDXicbVC7TgJBFJ3FF+ILtbTZiCZYSHbBREvUxhKjPBIWyN1hFibMzG5mZknIhh+w8VdsLDTG1t7Ov3F4FIqe5CYn59ybe+/xI0aVdpwvK7W0vLK6ll7PbGxube9kd/dqKowlJlUcslA2fFCEUUGqmmpGGpEkwH1G6v7geuLXh0QqGop7PYpIi0NP0IBi0EbqZI+8QAJO7i7HSd499XrAOZy0S94QJIkUZaFoF8edbM4pOFPYf4k7Jzk0R6WT/fS6IY45ERozUKrpOpFuJSA1xYyMM16sSAR4AD3SNFQAJ6qVTL8Z28dG6dpBKE0JbU/VnxMJcKVG3DedHHRfLXoT8T+vGevgopVQEcWaCDxbFMTM1qE9icbuUkmwZiNDAEtqbrVxH0w82gSYMSG4iy//JbViwS0VirdnufLVPI40OkCHKI9cdI7K6AZVUBVh9ICe0At6tR6tZ+vNep+1pqz5zD76BevjG8YDm2E=</latexit>

SA

(1 � �)2"2�
<latexit sha1_base64="FaN5+UvF/GStN7WymUxgpvmTHsI=">AAACFHicbVDLSgNBEJz1GeMr6tHLYBAUMexGQY9RLx4jGiNk19A7mY1DZmaXmdlAWPYjvPgrXjwo4tWDN//GyePgq6ChqOqmuytMONPGdT+dqemZ2bn5wkJxcWl5ZbW0tn6t41QR2iAxj9VNCJpyJmnDMMPpTaIoiJDTZtg7G/rNPlWaxfLKDBIaCOhKFjECxkrt0p4fKSDZ5Ume7Xj7fheEgN3bqt8HRRPNeCxvq9jXrCsgb5fKbsUdAf8l3oSU0QT1dunD78QkFVQawkHrlucmJshAGUY4zYt+qmkCpAdd2rJUgqA6yEZP5XjbKh0cxcqWNHikfp/IQGg9EKHtFGDu9G9vKP7ntVITHQcZk0lqqCTjRVHKsYnxMCHcYYoSwweWAFHM3orJHdiUjM2xaEPwfr/8l1xXK95BpXpxWK6dTuIooE20hXaQh45QDZ2jOmoggu7RI3pGL86D8+S8Om/j1ilnMrOBfsB5/wIKl54z</latexit>

SA

(1 � �)"2
<latexit sha1_base64="4ek4e8akM8lGKAuhDuJHgXpf554=">AAACC3icbVC7SgNBFJ31GeNr1dJmSRBiYdiNgpZRG8uI5gHZGO5OZpMhM7PLzGwgLOlt/BUbC0Vs/QE7/8bJo9DEAxcO59zLvfcEMaNKu+63tbS8srq2ntnIbm5t7+zae/s1FSUSkyqOWCQbASjCqCBVTTUjjVgS4AEj9aB/PfbrAyIVjcS9HsakxaEraEgxaCO17ZwfSsDp3eUoLXgnfhc4h2N/AJLEirJIPJRGbTvvFt0JnEXizUgezVBp219+J8IJJ0JjBko1PTfWrRSkppiRUdZPFIkB96FLmoYK4ES10skvI+fIKB0njKQpoZ2J+nsiBa7UkAemk4PuqXlvLP7nNRMdXrRSKuJEE4Gni8KEOTpyxsE4HSoJ1mxoCGBJza0O7oEJR5v4siYEb/7lRVIrFb3TYun2LF++msWRQYcohwrIQ+eojG5QBVURRo/oGb2iN+vJerHerY9p65I1mzlAf2B9/gCJPpq8</latexit>

O(1 � �)
<latexit sha1_base64="rtUspSwy1wy/TEfSyOQH1/V5oO0=">AAAB8nicbVDLSgNBEJz1GeMr6tHLYhDiwbAbBT0GvXgzgnnAZgmzk9lkyDyWmV4hLPkMLx4U8erXePNvnCR70MSChqKqm+6uKOHMgOd9Oyura+sbm4Wt4vbO7t5+6eCwZVSqCW0SxZXuRNhQziRtAgNOO4mmWESctqPR7dRvP1FtmJKPME5oKPBAspgRDFYK7iv+eXeAhcBnvVLZq3ozuMvEz0kZ5Wj0Sl/dviKpoBIIx8YEvpdAmGENjHA6KXZTQxNMRnhAA0slFtSE2ezkiXtqlb4bK21LgjtTf09kWBgzFpHtFBiGZtGbiv95QQrxdZgxmaRAJZkvilPugnKn/7t9pikBPrYEE83srS4ZYo0J2JSKNgR/8eVl0qpV/Ytq7eGyXL/J4yigY3SCKshHV6iO7lADNRFBCj2jV/TmgPPivDsf89YVJ585Qn/gfP4Ay6mQSQ==</latexit>

O(1)
<latexit sha1_base64="vYw1rolKFbWhKKxatwiCqzx9dIQ=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRahXspuFfRY9OLNCvYD2qVk02wbmmSXJCuUpX/BiwdFvPqHvPlvzLZ70NYHA4/3ZpiZF8ScaeO6305hbX1jc6u4XdrZ3ds/KB8etXWUKEJbJOKR6gZYU84kbRlmOO3GimIRcNoJJreZ33miSrNIPpppTH2BR5KFjGCTSfdV73xQrrg1dw60SrycVCBHc1D+6g8jkggqDeFY657nxsZPsTKMcDor9RNNY0wmeER7lkosqPbT+a0zdGaVIQojZUsaNFd/T6RYaD0Vge0U2Iz1speJ/3m9xITXfspknBgqyWJRmHBkIpQ9joZMUWL41BJMFLO3IjLGChNj4ynZELzll1dJu17zLmr1h8tK4yaPowgncApV8OAKGnAHTWgBgTE8wyu8OcJ5cd6dj0VrwclnjuEPnM8f3pqNdw==</latexit>

O
�
1/(1 � �)

�
<latexit sha1_base64="FYzsFqRK5UYyKBkhvC7sH9X+oc0=">AAACAHicbVDLSsNAFJ3UV62vqAsXbgaL0C6sSRV0WXTjzgr2AU0ok+kkHTozCTMToZRu/BU3LhRx62e482+ctFlo9cCFwzn3cu89QcKo0o7zZRWWlldW14rrpY3Nre0de3evreJUYtLCMYtlN0CKMCpIS1PNSDeRBPGAkU4wus78zgORisbiXo8T4nMUCRpSjLSR+vbBrRfQqOKeVtwTL0Kco2omVPt22ak5M8C/xM1JGeRo9u1PbxDjlBOhMUNK9Vwn0f4ESU0xI9OSlyqSIDxCEekZKhAnyp/MHpjCY6MMYBhLU0LDmfpzYoK4UmMemE6O9FAtepn4n9dLdXjpT6hIUk0Eni8KUwZ1DLM04IBKgjUbG4KwpOZWiIdIIqxNZiUTgrv48l/Srtfcs1r97rzcuMrjKIJDcAQqwAUXoAFuQBO0AAZT8ARewKv1aD1bb9b7vLVg5TP74Besj28BNJS/</latexit>

Standard MDPs
upper & minimax lower bound

S2A

(1 � �)4"2
<latexit sha1_base64="svKhLBS26ZdXIQh8p2LEVl+GhSg=">AAACEHicbVA9SwNBEN2LXzF+RS1tFoOoheEuClpGbSwjGhPIJWFus5cs7u4du3uBcOQn2PhXbCwUsbW089+4+Sg0+mDg8d4MM/OCmDNtXPfLyczNLywuZZdzK6tr6xv5za07HSWK0CqJeKTqAWjKmaRVwwyn9VhREAGnteD+cuTX+lRpFslbM4hpU0BXspARMFZq5/f9UAFJb1ql82F64B35XRACDlsn2O+DorFmPJKt0rCdL7hFdwz8l3hTUkBTVNr5T78TkURQaQgHrRueG5tmCsowwukw5yeaxkDuoUsblkoQVDfT8UNDvGeVDg4jZUsaPFZ/TqQgtB6IwHYKMD09643E/7xGYsKzZspknBgqyWRRmHBsIjxKB3eYosTwgSVAFLO3YtIDm5CxGeZsCN7sy3/JXanoHRdL1yeF8sU0jizaQbvoAHnoFJXRFaqgKiLoAT2hF/TqPDrPzpvzPmnNONOZbfQLzsc3Yn2cMA==</latexit>

Upper bound
[Panaganti and Kalathil]

S2A�

(1 � �)4"2
<latexit sha1_base64="aWrwfQqjZh86oyaOBs1lU9Li4ow=">AAACFnicbVA9SwNBEN3zM8avqKXNYhBiYbg7BS2jNpaKxgRylzC32YtLdveO3T0hHPkVNv4VGwtFbMXOf+MmplDjg4HHezPMzItSzrRx3U9nZnZufmGxsFRcXlldWy9tbN7oJFOE1knCE9WMQFPOJK0bZjhtpoqCiDhtRP2zkd+4o0qzRF6bQUpDAT3JYkbAWKlT2g9iBSS/avsngWY9AcO84u0HPRAC9tqHOLgDRVPNeCLb/rBTKrtVdww8TbwJKaMJLjqlj6CbkExQaQgHrVuem5owB2UY4XRYDDJNUyB96NGWpRIE1WE+fmuId63SxXGibEmDx+rPiRyE1gMR2U4B5lb/9Ubif14rM/FxmDOZZoZK8r0ozjg2CR5lhLtMUWL4wBIgitlbMbkFm5OxSRZtCN7fl6fJjV/1Dqr+5WG5djqJo4C20Q6qIA8doRo6Rxeojgi6R4/oGb04D86T8+q8fbfOOJOZLfQLzvsXUeWe2Q==</latexit>

• Large gaps between existing upper and lower bounds
• Unclear benchmarking with standard MDP
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Our theorem under TV uncertainty

Theorem (Shi et al., 2023)
Assume the uncertainty set is measured via the TV distance with
radius σ ∈ [0, 1). For sufficiently small ε > 0, DRVI outputs a policy
π̂ that satisfies V ⋆,σ − V π̂,σ ≤ ε with sample complexity at most

Õ

(
SA

(1− γ)2 max{1− γ, σ}ε2

)

ignoring logarithmic factors. In addition, no algorithm can succeed if
the sample size is below

Ω̃
(

SA

(1− γ)2 max{1− γ, σ}ε2

)
.

• Establish the minimax optimality of DRVI for RMDP under the
TV uncertainty set over the full range of σ.
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When the uncertainty set is TV

Upper & minimax lower bound
(this work)

0
<latexit sha1_base64="rsPGDo38dCUrLsAt/ftnosrChUA=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48t2FpoQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgpr6xubW8Xt0s7u3v5B+fCoreNUMWyxWMSqE1CNgktsGW4EdhKFNAoEPgTj25n/8IRK81jem0mCfkSHkoecUWOlptsvV9yqOwdZJV5OKpCj0S9/9QYxSyOUhgmqdddzE+NnVBnOBE5LvVRjQtmYDrFrqaQRaj+bHzolZ1YZkDBWtqQhc/X3REYjrSdRYDsjakZ62ZuJ/3nd1ITXfsZlkhqUbLEoTAUxMZl9TQZcITNiYgllittbCRtRRZmx2ZRsCN7yy6ukXat6F9Va87JSv8njKMIJnMI5eHAFdbiDBrSAAcIzvMKb8+i8OO/Ox6K14OQzx/AHzucPemeMuA==</latexit> O(1)

<latexit sha1_base64="vYw1rolKFbWhKKxatwiCqzx9dIQ=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRahXspuFfRY9OLNCvYD2qVk02wbmmSXJCuUpX/BiwdFvPqHvPlvzLZ70NYHA4/3ZpiZF8ScaeO6305hbX1jc6u4XdrZ3ds/KB8etXWUKEJbJOKR6gZYU84kbRlmOO3GimIRcNoJJreZ33miSrNIPpppTH2BR5KFjGCTSfdV73xQrrg1dw60SrycVCBHc1D+6g8jkggqDeFY657nxsZPsTKMcDor9RNNY0wmeER7lkosqPbT+a0zdGaVIQojZUsaNFd/T6RYaD0Vge0U2Iz1speJ/3m9xITXfspknBgqyWJRmHBkIpQ9joZMUWL41BJMFLO3IjLGChNj4ynZELzll1dJu17zLmr1h8tK4yaPowgncApV8OAKGnAHTWgBgTE8wyu8OcJ5cd6dj0VrwclnjuEPnM8f3pqNdw==</latexit>

�
<latexit sha1_base64="uveq51XskeZ/BmBbyb/DEzkG8yU=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoPgKexGQY9BLx4jmAckS5idzCZj5rHMzAphyT948aCIV//Hm3/jJNmDJhY0FFXddHdFCWfG+v63V1hb39jcKm6Xdnb39g/Kh0cto1JNaJMornQnwoZyJmnTMstpJ9EUi4jTdjS+nfntJ6oNU/LBThIaCjyULGYEWye1eoYNBe6XK37VnwOtkiAnFcjR6Je/egNFUkGlJRwb0w38xIYZ1pYRTqelXmpogskYD2nXUYkFNWE2v3aKzpwyQLHSrqRFc/X3RIaFMRMRuU6B7cgsezPxP6+b2vg6zJhMUkslWSyKU46sQrPX0YBpSiyfOIKJZu5WREZYY2JdQCUXQrD88ipp1arBRbV2f1mp3+RxFOEETuEcAriCOtxBA5pA4BGe4RXePOW9eO/ex6K14OUzx/AH3ucPna2PJw==</latexit>

Standard MDPs
upper & minimax lower bound

Sample complexity

SA

(1 � �)3"2
<latexit sha1_base64="GVUvvY8NbBf8KVRJmKyVLOAZ0FY=">AAACDXicbVC7TgJBFJ3FF+ILtbTZiCZYSHbBREvUxhKjPBIWyN1hFibMzG5mZknIhh+w8VdsLDTG1t7Ov3F4FIqe5CYn59ybe+/xI0aVdpwvK7W0vLK6ll7PbGxube9kd/dqKowlJlUcslA2fFCEUUGqmmpGGpEkwH1G6v7geuLXh0QqGop7PYpIi0NP0IBi0EbqZI+8QAJO7i7HSd499XrAOZy0S94QJIkUZaFoF8edbM4pOFPYf4k7Jzk0R6WT/fS6IY45ERozUKrpOpFuJSA1xYyMM16sSAR4AD3SNFQAJ6qVTL8Z28dG6dpBKE0JbU/VnxMJcKVG3DedHHRfLXoT8T+vGevgopVQEcWaCDxbFMTM1qE9icbuUkmwZiNDAEtqbrVxH0w82gSYMSG4iy//JbViwS0VirdnufLVPI40OkCHKI9cdI7K6AZVUBVh9ICe0At6tR6tZ+vNep+1pqz5zD76BevjG8YDm2E=</latexit>

SA

(1 � �)2"2
<latexit sha1_base64="Cfmxvc91Cz2VgHX3RpVjogO67Hg=">AAACDXicbVC7TgJBFJ3FF+ILtbTZiCZYSHbRREvUxhKjPBIWyN1hFibMzG5mZknIhh+w8VdsLDTG1t7Ov3F4FAqe5CYn59ybe+/xI0aVdpxvK7W0vLK6ll7PbGxube9kd/eqKowlJhUcslDWfVCEUUEqmmpG6pEkwH1Gan7/ZuzXBkQqGooHPYxIk0NX0IBi0EZqZ4+8QAJO7q9GSd499brAOZy0it4AJIkUZaFoFUftbM4pOBPYi8SdkRyaodzOfnmdEMecCI0ZKNVwnUg3E5CaYkZGGS9WJALchy5pGCqAE9VMJt+M7GOjdOwglKaEtifq74kEuFJD7ptODrqn5r2x+J/XiHVw2UyoiGJNBJ4uCmJm69AeR2N3qCRYs6EhgCU1t9q4ByYebQLMmBDc+ZcXSbVYcM8KxbvzXOl6FkcaHaBDlEcuukAldIvKqIIwekTP6BW9WU/Wi/VufUxbU9ZsZh/9gfX5A8Rxm2A=</latexit>

SA(1 � �)

"2
<latexit sha1_base64="UGsWZXxryTW2MB/f2AKkIsGR5ho=">AAACC3icbVC7SgNBFJ31GeNr1dJmSRBiYdiNgpZRG8uI5gHZGO5OZpMhM7PLzGwgLOlt/BUbC0Vs/QE7/8bJo9DEAxcO59zLvfcEMaNKu+63tbS8srq2ntnIbm5t7+zae/s1FSUSkyqOWCQbASjCqCBVTTUjjVgS4AEj9aB/PfbrAyIVjcS9HsakxaEraEgxaCO17ZwfSsDp3WXBO/G7wDkcj1J/AJLEirJIPJRGbTvvFt0JnEXizUgezVBp219+J8IJJ0JjBko1PTfWrRSkppiRUdZPFIkB96FLmoYK4ES10skvI+fIKB0njKQpoZ2J+nsiBa7UkAemk4PuqXlvLP7nNRMdXrRSKuJEE4Gni8KEOTpyxsE4HSoJ1mxoCGBJza0O7oEJR5v4siYEb/7lRVIrFb3TYun2LF++msWRQYcohwrIQ+eojG5QBVURRo/oGb2iN+vJerHerY9p65I1mzlAf2B9/gCFqpq8</latexit>

Lower bound [Yang et al.]

SA

(1 � �)4"2
<latexit sha1_base64="lvxLq+JmMo8y9RUGzA8rlf5SrQY=">AAACDnicbVC7SgNBFJ31GeNr1dJmMAS0MOzGgJY+GsuIJhGya7g7mY1DZmaXmVkhLPkCG3/FxkIRW2s7/8bJo/B14MLhnHu5954o5Uwbz/t0Zmbn5hcWC0vF5ZXVtXV3Y7Opk0wR2iAJT9R1BJpyJmnDMMPpdaooiIjTVtQ/G/mtO6o0S+SVGaQ0FNCTLGYEjJU6bjmIFZD88mSY7/r7QQ+EgL2bGg7uQNFUM57Im+qw45a8ijcG/kv8KSmhKeod9yPoJiQTVBrCQeu276UmzEEZRjgdFoNM0xRIH3q0bakEQXWYj98Z4rJVujhOlC1p8Fj9PpGD0HogItspwNzq395I/M9rZyY+CnMm08xQSSaL4oxjk+BRNrjLFCWGDywBopi9FZNbsPkYm2DRhuD/fvkvaVYr/kGlelErHZ9O4yigbbSDdpGPDtExOkd11EAE3aNH9IxenAfnyXl13iatM850Zgv9gPP+BSbMm4w=</latexit>

Upper bound [Clavier et al.]

SA(1 � �)

�4"2
<latexit sha1_base64="qdMcaYtxdW+rygPqQ5a2mnz0QsU=">AAACFHicbVDLSgNBEJz1GeNr1aOXwSAoYtiNgh6jXjxGNImQXUPvZDYOmZldZmaFsOQjvPgrXjwo4tWDN//GyePgq6ChqOqmuytKOdPG8z6dqemZ2bn5wkJxcWl5ZdVdW2/oJFOE1knCE3UdgaacSVo3zHB6nSoKIuK0GfXOhn7zjirNEnll+ikNBXQlixkBY6W2uxfECkh+ebLj7wddEAJ2B3mgWVfAzWFwB4qmmvFE3lTwoO2WvLI3Av5L/AkpoQlqbfcj6CQkE1QawkHrlu+lJsxBGUY4HRSDTNMUSA+6tGWpBEF1mI+eGuBtq3RwnChb0uCR+n0iB6F1X0S2U4C51b+9ofif18pMfBzmTKaZoZKMF8UZxybBw4RwhylKDO9bAkQxeysmt2BTMjbHog3B//3yX9KolP2DcuXisFQ9ncRRQJtoC+0gHx2hKjpHNVRHBN2jR/SMXpwH58l5dd7GrVPOZGYD/YDz/gUNv541</latexit>

SA

(1 � �)2"2�
<latexit sha1_base64="FaN5+UvF/GStN7WymUxgpvmTHsI=">AAACFHicbVDLSgNBEJz1GeMr6tHLYBAUMexGQY9RLx4jGiNk19A7mY1DZmaXmdlAWPYjvPgrXjwo4tWDN//GyePgq6ChqOqmuytMONPGdT+dqemZ2bn5wkJxcWl5ZbW0tn6t41QR2iAxj9VNCJpyJmnDMMPpTaIoiJDTZtg7G/rNPlWaxfLKDBIaCOhKFjECxkrt0p4fKSDZ5Ume7Xj7fheEgN3bqt8HRRPNeCxvq9jXrCsgb5fKbsUdAf8l3oSU0QT1dunD78QkFVQawkHrlucmJshAGUY4zYt+qmkCpAdd2rJUgqA6yEZP5XjbKh0cxcqWNHikfp/IQGg9EKHtFGDu9G9vKP7ntVITHQcZk0lqqCTjRVHKsYnxMCHcYYoSwweWAFHM3orJHdiUjM2xaEPwfr/8l1xXK95BpXpxWK6dTuIooE20hXaQh45QDZ2jOmoggu7RI3pGL86D8+S8Om/j1ilnMrOBfsB5/wIKl54z</latexit>

1<latexit sha1_base64="TtIgPQprnJE4HSS++PuM3etxya8=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48t2FpoQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgpr6xubW8Xt0s7u3v5B+fCoreNUMWyxWMSqE1CNgktsGW4EdhKFNAoEPgTj25n/8IRK81jem0mCfkSHkoecUWOlptcvV9yqOwdZJV5OKpCj0S9/9QYxSyOUhgmqdddzE+NnVBnOBE5LvVRjQtmYDrFrqaQRaj+bHzolZ1YZkDBWtqQhc/X3REYjrSdRYDsjakZ62ZuJ/3nd1ITXfsZlkhqUbLEoTAUxMZl9TQZcITNiYgllittbCRtRRZmx2ZRsCN7yy6ukXat6F9Va87JSv8njKMIJnMI5eHAFdbiDBrSAAcIzvMKb8+i8OO/Ox6K14OQzx/AHzucPe+uMuQ==</latexit>

O(1 � �)
<latexit sha1_base64="rtUspSwy1wy/TEfSyOQH1/V5oO0=">AAAB8nicbVDLSgNBEJz1GeMr6tHLYhDiwbAbBT0GvXgzgnnAZgmzk9lkyDyWmV4hLPkMLx4U8erXePNvnCR70MSChqKqm+6uKOHMgOd9Oyura+sbm4Wt4vbO7t5+6eCwZVSqCW0SxZXuRNhQziRtAgNOO4mmWESctqPR7dRvP1FtmJKPME5oKPBAspgRDFYK7iv+eXeAhcBnvVLZq3ozuMvEz0kZ5Wj0Sl/dviKpoBIIx8YEvpdAmGENjHA6KXZTQxNMRnhAA0slFtSE2ezkiXtqlb4bK21LgjtTf09kWBgzFpHtFBiGZtGbiv95QQrxdZgxmaRAJZkvilPugnKn/7t9pikBPrYEE83srS4ZYo0J2JSKNgR/8eVl0qpV/Ytq7eGyXL/J4yigY3SCKshHV6iO7lADNRFBCj2jV/TmgPPivDsf89YVJ585Qn/gfP4Ay6mQSQ==</latexit>

RMDPs are easier to learn than standard MDPs.
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When the uncertainty set is TV

Upper & minimax lower bound
(this work)

0
<latexit sha1_base64="rsPGDo38dCUrLsAt/ftnosrChUA=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48t2FpoQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgpr6xubW8Xt0s7u3v5B+fCoreNUMWyxWMSqE1CNgktsGW4EdhKFNAoEPgTj25n/8IRK81jem0mCfkSHkoecUWOlptsvV9yqOwdZJV5OKpCj0S9/9QYxSyOUhgmqdddzE+NnVBnOBE5LvVRjQtmYDrFrqaQRaj+bHzolZ1YZkDBWtqQhc/X3REYjrSdRYDsjakZ62ZuJ/3nd1ITXfsZlkhqUbLEoTAUxMZl9TQZcITNiYgllittbCRtRRZmx2ZRsCN7yy6ukXat6F9Va87JSv8njKMIJnMI5eHAFdbiDBrSAAcIzvMKb8+i8OO/Ox6K14OQzx/AHzucPemeMuA==</latexit> O(1)

<latexit sha1_base64="vYw1rolKFbWhKKxatwiCqzx9dIQ=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRahXspuFfRY9OLNCvYD2qVk02wbmmSXJCuUpX/BiwdFvPqHvPlvzLZ70NYHA4/3ZpiZF8ScaeO6305hbX1jc6u4XdrZ3ds/KB8etXWUKEJbJOKR6gZYU84kbRlmOO3GimIRcNoJJreZ33miSrNIPpppTH2BR5KFjGCTSfdV73xQrrg1dw60SrycVCBHc1D+6g8jkggqDeFY657nxsZPsTKMcDor9RNNY0wmeER7lkosqPbT+a0zdGaVIQojZUsaNFd/T6RYaD0Vge0U2Iz1speJ/3m9xITXfspknBgqyWJRmHBkIpQ9joZMUWL41BJMFLO3IjLGChNj4ynZELzll1dJu17zLmr1h8tK4yaPowgncApV8OAKGnAHTWgBgTE8wyu8OcJ5cd6dj0VrwclnjuEPnM8f3pqNdw==</latexit>

�
<latexit sha1_base64="uveq51XskeZ/BmBbyb/DEzkG8yU=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoPgKexGQY9BLx4jmAckS5idzCZj5rHMzAphyT948aCIV//Hm3/jJNmDJhY0FFXddHdFCWfG+v63V1hb39jcKm6Xdnb39g/Kh0cto1JNaJMornQnwoZyJmnTMstpJ9EUi4jTdjS+nfntJ6oNU/LBThIaCjyULGYEWye1eoYNBe6XK37VnwOtkiAnFcjR6Je/egNFUkGlJRwb0w38xIYZ1pYRTqelXmpogskYD2nXUYkFNWE2v3aKzpwyQLHSrqRFc/X3RIaFMRMRuU6B7cgsezPxP6+b2vg6zJhMUkslWSyKU46sQrPX0YBpSiyfOIKJZu5WREZYY2JdQCUXQrD88ipp1arBRbV2f1mp3+RxFOEETuEcAriCOtxBA5pA4BGe4RXePOW9eO/ex6K14OUzx/AH3ucPna2PJw==</latexit>

Standard MDPs
upper & minimax lower bound

Sample complexity

SA

(1 � �)3"2
<latexit sha1_base64="GVUvvY8NbBf8KVRJmKyVLOAZ0FY=">AAACDXicbVC7TgJBFJ3FF+ILtbTZiCZYSHbBREvUxhKjPBIWyN1hFibMzG5mZknIhh+w8VdsLDTG1t7Ov3F4FIqe5CYn59ybe+/xI0aVdpwvK7W0vLK6ll7PbGxube9kd/dqKowlJlUcslA2fFCEUUGqmmpGGpEkwH1G6v7geuLXh0QqGop7PYpIi0NP0IBi0EbqZI+8QAJO7i7HSd499XrAOZy0S94QJIkUZaFoF8edbM4pOFPYf4k7Jzk0R6WT/fS6IY45ERozUKrpOpFuJSA1xYyMM16sSAR4AD3SNFQAJ6qVTL8Z28dG6dpBKE0JbU/VnxMJcKVG3DedHHRfLXoT8T+vGevgopVQEcWaCDxbFMTM1qE9icbuUkmwZiNDAEtqbrVxH0w82gSYMSG4iy//JbViwS0VirdnufLVPI40OkCHKI9cdI7K6AZVUBVh9ICe0At6tR6tZ+vNep+1pqz5zD76BevjG8YDm2E=</latexit>

SA

(1 � �)2"2
<latexit sha1_base64="Cfmxvc91Cz2VgHX3RpVjogO67Hg=">AAACDXicbVC7TgJBFJ3FF+ILtbTZiCZYSHbRREvUxhKjPBIWyN1hFibMzG5mZknIhh+w8VdsLDTG1t7Ov3F4FAqe5CYn59ybe+/xI0aVdpxvK7W0vLK6ll7PbGxube9kd/eqKowlJhUcslDWfVCEUUEqmmpG6pEkwH1Gan7/ZuzXBkQqGooHPYxIk0NX0IBi0EZqZ4+8QAJO7q9GSd499brAOZy0it4AJIkUZaFoFUftbM4pOBPYi8SdkRyaodzOfnmdEMecCI0ZKNVwnUg3E5CaYkZGGS9WJALchy5pGCqAE9VMJt+M7GOjdOwglKaEtifq74kEuFJD7ptODrqn5r2x+J/XiHVw2UyoiGJNBJ4uCmJm69AeR2N3qCRYs6EhgCU1t9q4ByYebQLMmBDc+ZcXSbVYcM8KxbvzXOl6FkcaHaBDlEcuukAldIvKqIIwekTP6BW9WU/Wi/VufUxbU9ZsZh/9gfX5A8Rxm2A=</latexit>

SA(1 � �)

"2
<latexit sha1_base64="UGsWZXxryTW2MB/f2AKkIsGR5ho=">AAACC3icbVC7SgNBFJ31GeNr1dJmSRBiYdiNgpZRG8uI5gHZGO5OZpMhM7PLzGwgLOlt/BUbC0Vs/QE7/8bJo9DEAxcO59zLvfcEMaNKu+63tbS8srq2ntnIbm5t7+zae/s1FSUSkyqOWCQbASjCqCBVTTUjjVgS4AEj9aB/PfbrAyIVjcS9HsakxaEraEgxaCO17ZwfSsDp3WXBO/G7wDkcj1J/AJLEirJIPJRGbTvvFt0JnEXizUgezVBp219+J8IJJ0JjBko1PTfWrRSkppiRUdZPFIkB96FLmoYK4ES10skvI+fIKB0njKQpoZ2J+nsiBa7UkAemk4PuqXlvLP7nNRMdXrRSKuJEE4Gni8KEOTpyxsE4HSoJ1mxoCGBJza0O7oEJR5v4siYEb/7lRVIrFb3TYun2LF++msWRQYcohwrIQ+eojG5QBVURRo/oGb2iN+vJerHerY9p65I1mzlAf2B9/gCFqpq8</latexit>

Lower bound [Yang et al.]

SA

(1 � �)4"2
<latexit sha1_base64="lvxLq+JmMo8y9RUGzA8rlf5SrQY=">AAACDnicbVC7SgNBFJ31GeNr1dJmMAS0MOzGgJY+GsuIJhGya7g7mY1DZmaXmVkhLPkCG3/FxkIRW2s7/8bJo/B14MLhnHu5954o5Uwbz/t0Zmbn5hcWC0vF5ZXVtXV3Y7Opk0wR2iAJT9R1BJpyJmnDMMPpdaooiIjTVtQ/G/mtO6o0S+SVGaQ0FNCTLGYEjJU6bjmIFZD88mSY7/r7QQ+EgL2bGg7uQNFUM57Im+qw45a8ijcG/kv8KSmhKeod9yPoJiQTVBrCQeu276UmzEEZRjgdFoNM0xRIH3q0bakEQXWYj98Z4rJVujhOlC1p8Fj9PpGD0HogItspwNzq395I/M9rZyY+CnMm08xQSSaL4oxjk+BRNrjLFCWGDywBopi9FZNbsPkYm2DRhuD/fvkvaVYr/kGlelErHZ9O4yigbbSDdpGPDtExOkd11EAE3aNH9IxenAfnyXl13iatM850Zgv9gPP+BSbMm4w=</latexit>

Upper bound [Clavier et al.]

SA(1 � �)

�4"2
<latexit sha1_base64="qdMcaYtxdW+rygPqQ5a2mnz0QsU=">AAACFHicbVDLSgNBEJz1GeNr1aOXwSAoYtiNgh6jXjxGNImQXUPvZDYOmZldZmaFsOQjvPgrXjwo4tWDN//GyePgq6ChqOqmuytKOdPG8z6dqemZ2bn5wkJxcWl5ZdVdW2/oJFOE1knCE3UdgaacSVo3zHB6nSoKIuK0GfXOhn7zjirNEnll+ikNBXQlixkBY6W2uxfECkh+ebLj7wddEAJ2B3mgWVfAzWFwB4qmmvFE3lTwoO2WvLI3Av5L/AkpoQlqbfcj6CQkE1QawkHrlu+lJsxBGUY4HRSDTNMUSA+6tGWpBEF1mI+eGuBtq3RwnChb0uCR+n0iB6F1X0S2U4C51b+9ofif18pMfBzmTKaZoZKMF8UZxybBw4RwhylKDO9bAkQxeysmt2BTMjbHog3B//3yX9KolP2DcuXisFQ9ncRRQJtoC+0gHx2hKjpHNVRHBN2jR/SMXpwH58l5dd7GrVPOZGYD/YDz/gUNv541</latexit>

SA

(1 � �)2"2�
<latexit sha1_base64="FaN5+UvF/GStN7WymUxgpvmTHsI=">AAACFHicbVDLSgNBEJz1GeMr6tHLYBAUMexGQY9RLx4jGiNk19A7mY1DZmaXmdlAWPYjvPgrXjwo4tWDN//GyePgq6ChqOqmuytMONPGdT+dqemZ2bn5wkJxcWl5ZbW0tn6t41QR2iAxj9VNCJpyJmnDMMPpTaIoiJDTZtg7G/rNPlWaxfLKDBIaCOhKFjECxkrt0p4fKSDZ5Ume7Xj7fheEgN3bqt8HRRPNeCxvq9jXrCsgb5fKbsUdAf8l3oSU0QT1dunD78QkFVQawkHrlucmJshAGUY4zYt+qmkCpAdd2rJUgqA6yEZP5XjbKh0cxcqWNHikfp/IQGg9EKHtFGDu9G9vKP7ntVITHQcZk0lqqCTjRVHKsYnxMCHcYYoSwweWAFHM3orJHdiUjM2xaEPwfr/8l1xXK95BpXpxWK6dTuIooE20hXaQh45QDZ2jOmoggu7RI3pGL86D8+S8Om/j1ilnMrOBfsB5/wIKl54z</latexit>

1<latexit sha1_base64="TtIgPQprnJE4HSS++PuM3etxya8=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48t2FpoQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgpr6xubW8Xt0s7u3v5B+fCoreNUMWyxWMSqE1CNgktsGW4EdhKFNAoEPgTj25n/8IRK81jem0mCfkSHkoecUWOlptcvV9yqOwdZJV5OKpCj0S9/9QYxSyOUhgmqdddzE+NnVBnOBE5LvVRjQtmYDrFrqaQRaj+bHzolZ1YZkDBWtqQhc/X3REYjrSdRYDsjakZ62ZuJ/3nd1ITXfsZlkhqUbLEoTAUxMZl9TQZcITNiYgllittbCRtRRZmx2ZRsCN7yy6ukXat6F9Va87JSv8njKMIJnMI5eHAFdbiDBrSAAcIzvMKb8+i8OO/Ox6K14OQzx/AHzucPe+uMuQ==</latexit>

O(1 � �)
<latexit sha1_base64="rtUspSwy1wy/TEfSyOQH1/V5oO0=">AAAB8nicbVDLSgNBEJz1GeMr6tHLYhDiwbAbBT0GvXgzgnnAZgmzk9lkyDyWmV4hLPkMLx4U8erXePNvnCR70MSChqKqm+6uKOHMgOd9Oyura+sbm4Wt4vbO7t5+6eCwZVSqCW0SxZXuRNhQziRtAgNOO4mmWESctqPR7dRvP1FtmJKPME5oKPBAspgRDFYK7iv+eXeAhcBnvVLZq3ozuMvEz0kZ5Wj0Sl/dviKpoBIIx8YEvpdAmGENjHA6KXZTQxNMRnhAA0slFtSE2ezkiXtqlb4bK21LgjtTf09kWBgzFpHtFBiGZtGbiv95QQrxdZgxmaRAJZkvilPugnKn/7t9pikBPrYEE83srS4ZYo0J2JSKNgR/8eVl0qpV/Ytq7eGyXL/J4yigY3SCKshHV6iO7lADNRFBCj2jV/TmgPPivDsf89YVJ585Qn/gfP4Ay6mQSQ==</latexit>

RMDPs are easier to learn than standard MDPs.

59/ 73



Our theorem under χ2 uncertainty

Theorem (Upper bound, Shi et al., 2023)
Assume the uncertainty set is measured via the χ2 divergence with
radius σ ∈ [0,∞). For sufficiently small ε > 0, DRVI outputs a policy
π̂ that satisfies V ⋆,σ − V π̂,σ ≤ ε with sample complexity at most

Õ

(
SA(1 + σ)
(1− γ)4ε2

)

ignoring logarithmic factors.

Theorem (Lower bound, Shi et al., 2023)
In addition, no algorithm succeeds when the sample size is below





Ω̃
(

SA
(1−γ)3ε2

)
if σ ≲ 1− γ

Ω̃
(

σSA
min{1,(1−γ)4(1+σ)4}ε2

)
otherwise
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Õ

(
SA(1 + σ)
(1− γ)4ε2

)

ignoring logarithmic factors.

Theorem (Lower bound, Shi et al., 2023)
In addition, no algorithm succeeds when the sample size is below
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SA
(1−γ)3ε2

)
if σ ≲ 1− γ

Ω̃
(

σSA
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When the uncertainty set is χ2 divergence

Lower bound [Yang et al.]

0
<latexit sha1_base64="rsPGDo38dCUrLsAt/ftnosrChUA=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48t2FpoQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgpr6xubW8Xt0s7u3v5B+fCoreNUMWyxWMSqE1CNgktsGW4EdhKFNAoEPgTj25n/8IRK81jem0mCfkSHkoecUWOlptsvV9yqOwdZJV5OKpCj0S9/9QYxSyOUhgmqdddzE+NnVBnOBE5LvVRjQtmYDrFrqaQRaj+bHzolZ1YZkDBWtqQhc/X3REYjrSdRYDsjakZ62ZuJ/3nd1ITXfsZlkhqUbLEoTAUxMZl9TQZcITNiYgllittbCRtRRZmx2ZRsCN7yy6ukXat6F9Va87JSv8njKMIJnMI5eHAFdbiDBrSAAcIzvMKb8+i8OO/Ox6K14OQzx/AHzucPemeMuA==</latexit> �

<latexit sha1_base64="uveq51XskeZ/BmBbyb/DEzkG8yU=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoPgKexGQY9BLx4jmAckS5idzCZj5rHMzAphyT948aCIV//Hm3/jJNmDJhY0FFXddHdFCWfG+v63V1hb39jcKm6Xdnb39g/Kh0cto1JNaJMornQnwoZyJmnTMstpJ9EUi4jTdjS+nfntJ6oNU/LBThIaCjyULGYEWye1eoYNBe6XK37VnwOtkiAnFcjR6Je/egNFUkGlJRwb0w38xIYZ1pYRTqelXmpogskYD2nXUYkFNWE2v3aKzpwyQLHSrqRFc/X3RIaFMRMRuU6B7cgsezPxP6+b2vg6zJhMUkslWSyKU46sQrPX0YBpSiyfOIKJZu5WREZYY2JdQCUXQrD88ipp1arBRbV2f1mp3+RxFOEETuEcAriCOtxBA5pA4BGe4RXePOW9eO/ex6K14OUzx/AH3ucPna2PJw==</latexit>

Sample complexity

SA

(1 � �)3"2
<latexit sha1_base64="GVUvvY8NbBf8KVRJmKyVLOAZ0FY=">AAACDXicbVC7TgJBFJ3FF+ILtbTZiCZYSHbBREvUxhKjPBIWyN1hFibMzG5mZknIhh+w8VdsLDTG1t7Ov3F4FIqe5CYn59ybe+/xI0aVdpwvK7W0vLK6ll7PbGxube9kd/dqKowlJlUcslA2fFCEUUGqmmpGGpEkwH1G6v7geuLXh0QqGop7PYpIi0NP0IBi0EbqZI+8QAJO7i7HSd499XrAOZy0S94QJIkUZaFoF8edbM4pOFPYf4k7Jzk0R6WT/fS6IY45ERozUKrpOpFuJSA1xYyMM16sSAR4AD3SNFQAJ6qVTL8Z28dG6dpBKE0JbU/VnxMJcKVG3DedHHRfLXoT8T+vGevgopVQEcWaCDxbFMTM1qE9icbuUkmwZiNDAEtqbrVxH0w82gSYMSG4iy//JbViwS0VirdnufLVPI40OkCHKI9cdI7K6AZVUBVh9ICe0At6tR6tZ+vNep+1pqz5zD76BevjG8YDm2E=</latexit>

SA

(1 � �)4"2
<latexit sha1_base64="lvxLq+JmMo8y9RUGzA8rlf5SrQY=">AAACDnicbVC7SgNBFJ31GeNr1dJmMAS0MOzGgJY+GsuIJhGya7g7mY1DZmaXmVkhLPkCG3/FxkIRW2s7/8bJo/B14MLhnHu5954o5Uwbz/t0Zmbn5hcWC0vF5ZXVtXV3Y7Opk0wR2iAJT9R1BJpyJmnDMMPpdaooiIjTVtQ/G/mtO6o0S+SVGaQ0FNCTLGYEjJU6bjmIFZD88mSY7/r7QQ+EgL2bGg7uQNFUM57Im+qw45a8ijcG/kv8KSmhKeod9yPoJiQTVBrCQeu276UmzEEZRjgdFoNM0xRIH3q0bakEQXWYj98Z4rJVujhOlC1p8Fj9PpGD0HogItspwNzq395I/M9rZyY+CnMm08xQSSaL4oxjk+BRNrjLFCWGDywBopi9FZNbsPkYm2DRhuD/fvkvaVYr/kGlelErHZ9O4yigbbSDdpGPDtExOkd11EAE3aNH9IxenAfnyXl13iatM850Zgv9gPP+BSbMm4w=</latexit>

Lower bound
(this work)

SA

(1 � �)2"2�
<latexit sha1_base64="FaN5+UvF/GStN7WymUxgpvmTHsI=">AAACFHicbVDLSgNBEJz1GeMr6tHLYBAUMexGQY9RLx4jGiNk19A7mY1DZmaXmdlAWPYjvPgrXjwo4tWDN//GyePgq6ChqOqmuytMONPGdT+dqemZ2bn5wkJxcWl5ZbW0tn6t41QR2iAxj9VNCJpyJmnDMMPpTaIoiJDTZtg7G/rNPlWaxfLKDBIaCOhKFjECxkrt0p4fKSDZ5Ume7Xj7fheEgN3bqt8HRRPNeCxvq9jXrCsgb5fKbsUdAf8l3oSU0QT1dunD78QkFVQawkHrlucmJshAGUY4zYt+qmkCpAdd2rJUgqA6yEZP5XjbKh0cxcqWNHikfp/IQGg9EKHtFGDu9G9vKP7ntVITHQcZk0lqqCTjRVHKsYnxMCHcYYoSwweWAFHM3orJHdiUjM2xaEPwfr/8l1xXK95BpXpxWK6dTuIooE20hXaQh45QDZ2jOmoggu7RI3pGL86D8+S8Om/j1ilnMrOBfsB5/wIKl54z</latexit>

Upper bound
(this work)

SA

(1 � �)"2
<latexit sha1_base64="4ek4e8akM8lGKAuhDuJHgXpf554=">AAACC3icbVC7SgNBFJ31GeNr1dJmSRBiYdiNgpZRG8uI5gHZGO5OZpMhM7PLzGwgLOlt/BUbC0Vs/QE7/8bJo9DEAxcO59zLvfcEMaNKu+63tbS8srq2ntnIbm5t7+zae/s1FSUSkyqOWCQbASjCqCBVTTUjjVgS4AEj9aB/PfbrAyIVjcS9HsakxaEraEgxaCO17ZwfSsDp3eUoLXgnfhc4h2N/AJLEirJIPJRGbTvvFt0JnEXizUgezVBp219+J8IJJ0JjBko1PTfWrRSkppiRUdZPFIkB96FLmoYK4ES10skvI+fIKB0njKQpoZ2J+nsiBa7UkAemk4PuqXlvLP7nNRMdXrRSKuJEE4Gni8KEOTpyxsE4HSoJ1mxoCGBJza0O7oEJR5v4siYEb/7lRVIrFb3TYun2LF++msWRQYcohwrIQ+eojG5QBVURRo/oGb2iN+vJerHerY9p65I1mzlAf2B9/gCJPpq8</latexit>

O(1 � �)
<latexit sha1_base64="rtUspSwy1wy/TEfSyOQH1/V5oO0=">AAAB8nicbVDLSgNBEJz1GeMr6tHLYhDiwbAbBT0GvXgzgnnAZgmzk9lkyDyWmV4hLPkMLx4U8erXePNvnCR70MSChqKqm+6uKOHMgOd9Oyura+sbm4Wt4vbO7t5+6eCwZVSqCW0SxZXuRNhQziRtAgNOO4mmWESctqPR7dRvP1FtmJKPME5oKPBAspgRDFYK7iv+eXeAhcBnvVLZq3ozuMvEz0kZ5Wj0Sl/dviKpoBIIx8YEvpdAmGENjHA6KXZTQxNMRnhAA0slFtSE2ezkiXtqlb4bK21LgjtTf09kWBgzFpHtFBiGZtGbiv95QQrxdZgxmaRAJZkvilPugnKn/7t9pikBPrYEE83srS4ZYo0J2JSKNgR/8eVl0qpV/Ytq7eGyXL/J4yigY3SCKshHV6iO7lADNRFBCj2jV/TmgPPivDsf89YVJ585Qn/gfP4Ay6mQSQ==</latexit>

O(1)
<latexit sha1_base64="vYw1rolKFbWhKKxatwiCqzx9dIQ=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRahXspuFfRY9OLNCvYD2qVk02wbmmSXJCuUpX/BiwdFvPqHvPlvzLZ70NYHA4/3ZpiZF8ScaeO6305hbX1jc6u4XdrZ3ds/KB8etXWUKEJbJOKR6gZYU84kbRlmOO3GimIRcNoJJreZ33miSrNIPpppTH2BR5KFjGCTSfdV73xQrrg1dw60SrycVCBHc1D+6g8jkggqDeFY657nxsZPsTKMcDor9RNNY0wmeER7lkosqPbT+a0zdGaVIQojZUsaNFd/T6RYaD0Vge0U2Iz1speJ/3m9xITXfspknBgqyWJRmHBkIpQ9joZMUWL41BJMFLO3IjLGChNj4ynZELzll1dJu17zLmr1h8tK4yaPowgncApV8OAKGnAHTWgBgTE8wyu8OcJ5cd6dj0VrwclnjuEPnM8f3pqNdw==</latexit>

O
�
1/(1 � �)

�
<latexit sha1_base64="FYzsFqRK5UYyKBkhvC7sH9X+oc0=">AAACAHicbVDLSsNAFJ3UV62vqAsXbgaL0C6sSRV0WXTjzgr2AU0ok+kkHTozCTMToZRu/BU3LhRx62e482+ctFlo9cCFwzn3cu89QcKo0o7zZRWWlldW14rrpY3Nre0de3evreJUYtLCMYtlN0CKMCpIS1PNSDeRBPGAkU4wus78zgORisbiXo8T4nMUCRpSjLSR+vbBrRfQqOKeVtwTL0Kco2omVPt22ak5M8C/xM1JGeRo9u1PbxDjlBOhMUNK9Vwn0f4ESU0xI9OSlyqSIDxCEekZKhAnyp/MHpjCY6MMYBhLU0LDmfpzYoK4UmMemE6O9FAtepn4n9dLdXjpT6hIUk0Eni8KUwZ1DLM04IBKgjUbG4KwpOZWiIdIIqxNZiUTgrv48l/Srtfcs1r97rzcuMrjKIJDcAQqwAUXoAFuQBO0AAZT8ARewKv1aD1bb9b7vLVg5TP74Besj28BNJS/</latexit>

Standard MDPs
upper & minimax lower bound

SA�

"2
<latexit sha1_base64="SrrFa9hdgImnyzzRbopUlIJIjIk=">AAACB3icbVDLSsNAFJ3UV62vqEtBgkVwVZIq6LLqxmVF+4Amlsl00g6dR5iZFErIzo2/4saFIm79BXf+jdM2C209cOFwzr3ce08YU6K0635bhaXlldW14nppY3Nre8fe3WsqkUiEG0hQIdshVJgSjhuaaIrbscSQhRS3wuH1xG+NsFRE8Hs9jnHAYJ+TiCCojdS1D/1IQpTeXfqK9BnMUn8EJY4VoYI/VLOuXXYr7hTOIvFyUgY56l37y+8JlDDMNaJQqY7nxjpIodQEUZyV/EThGKIh7OOOoRwyrIJ0+kfmHBul50RCmuLamaq/J1LIlBqz0HQyqAdq3puI/3mdREcXQUp4nGjM0WxRlFBHC2cSitMjEiNNx4ZAJIm51UEDaILRJrqSCcGbf3mRNKsV77RSvT0r167yOIrgAByBE+CBc1ADN6AOGgCBR/AMXsGb9WS9WO/Wx6y1YOUz++APrM8f4A6Z8w==</latexit>

SA�

(1 � �)4"2
<latexit sha1_base64="PnoXARxSyvSWgCjMjK+9f+tFBrc=">AAACE3icbVDLSgNBEJyNrxhfUY9eFoMQBcNuDOgx6sVjRPOAbBJ6J7PJkJnZZWY2EJb8gxd/xYsHRbx68ebfOHkcNFrQUFR1093lR4wq7ThfVmppeWV1Lb2e2djc2t7J7u7VVBhLTKo4ZKFs+KAIo4JUNdWMNCJJgPuM1P3B9cSvD4lUNBT3ehSRFoeeoAHFoI3UyZ54gQSc3F16ivY4jJO8e+r1gHM4bpe8IUgSKcpC0S6OO9mcU3CmsP8Sd05yaI5KJ/vpdUMccyI0ZqBU03Ui3UpAaooZGWe8WJEI8AB6pGmoAE5UK5n+NLaPjNK1g1CaEtqeqj8nEuBKjbhvOjnovlr0JuJ/XjPWwUUroSKKNRF4tiiIma1DexKQ3aWSYM1GhgCW1Nxq4z6YkLSJMWNCcBdf/ktqxYJ7VijelnLlq3kcaXSADlEeuegcldENqqAqwugBPaEX9Go9Ws/Wm/U+a01Z85l99AvWxzexDJ4L</latexit>

SA�

(1 � �)4(1 + �)4
<latexit sha1_base64="kq2J+3rOs5DZjAiybXgtzT6aPsk=">AAACFHicbZDLSgMxFIYz9VbrrerSTbAIlWKZqQVdVt24rGgv0KnlTJppQ5OZIckIZehDuPFV3LhQxK0Ld76N6WWhrT8EPv5zDifn9yLOlLbtbyu1tLyyupZez2xsbm3vZHf36iqMJaE1EvJQNj1QlLOA1jTTnDYjSUF4nDa8wdW43nigUrEwuNPDiLYF9ALmMwLaWJ1swfUlkOT2AruK9QTgUZJ3TtweCAHH9+W8U5j6hkedbM4u2hPhRXBmkEMzVTvZL7cbkljQQBMOSrUcO9LtBKRmhNNRxo0VjYAMoEdbBgMQVLWTyVEjfGScLvZDaV6g8cT9PZGAUGooPNMpQPfVfG1s/ldrxdo/bycsiGJNAzJd5Mcc6xCPE8JdJinRfGgAiGTmr5j0waSkTY4ZE4Izf/Ii1EtF57RYuinnKpezONLoAB2iPHLQGaqga1RFNUTQI3pGr+jNerJerHfrY9qasmYz++iPrM8f5BGc0g==</latexit>

S2A

(1 � �)4"2
<latexit sha1_base64="svKhLBS26ZdXIQh8p2LEVl+GhSg=">AAACEHicbVA9SwNBEN2LXzF+RS1tFoOoheEuClpGbSwjGhPIJWFus5cs7u4du3uBcOQn2PhXbCwUsbW089+4+Sg0+mDg8d4MM/OCmDNtXPfLyczNLywuZZdzK6tr6xv5za07HSWK0CqJeKTqAWjKmaRVwwyn9VhREAGnteD+cuTX+lRpFslbM4hpU0BXspARMFZq5/f9UAFJb1ql82F64B35XRACDlsn2O+DorFmPJKt0rCdL7hFdwz8l3hTUkBTVNr5T78TkURQaQgHrRueG5tmCsowwukw5yeaxkDuoUsblkoQVDfT8UNDvGeVDg4jZUsaPFZ/TqQgtB6IwHYKMD09643E/7xGYsKzZspknBgqyWRRmHBsIjxKB3eYosTwgSVAFLO3YtIDm5CxGeZsCN7sy3/JXanoHRdL1yeF8sU0jizaQbvoAHnoFJXRFaqgKiLoAT2hF/TqPDrPzpvzPmnNONOZbfQLzsc3Yn2cMA==</latexit>

Upper bound
[Panaganti and Kalathil]

S2A�

(1 � �)4"2
<latexit sha1_base64="aWrwfQqjZh86oyaOBs1lU9Li4ow=">AAACFnicbVA9SwNBEN3zM8avqKXNYhBiYbg7BS2jNpaKxgRylzC32YtLdveO3T0hHPkVNv4VGwtFbMXOf+MmplDjg4HHezPMzItSzrRx3U9nZnZufmGxsFRcXlldWy9tbN7oJFOE1knCE9WMQFPOJK0bZjhtpoqCiDhtRP2zkd+4o0qzRF6bQUpDAT3JYkbAWKlT2g9iBSS/avsngWY9AcO84u0HPRAC9tqHOLgDRVPNeCLb/rBTKrtVdww8TbwJKaMJLjqlj6CbkExQaQgHrVuem5owB2UY4XRYDDJNUyB96NGWpRIE1WE+fmuId63SxXGibEmDx+rPiRyE1gMR2U4B5lb/9Ubif14rM/FxmDOZZoZK8r0ozjg2CR5lhLtMUWL4wBIgitlbMbkFm5OxSRZtCN7fl6fJjV/1Dqr+5WG5djqJo4C20Q6qIA8doRo6Rxeojgi6R4/oGb04D86T8+q8fbfOOJOZLfQLzvsXUeWe2Q==</latexit>

RMDPs can be harder to learn than standard MDPs.
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When the uncertainty set is χ2 divergence

Lower bound [Yang et al.]

0
<latexit sha1_base64="rsPGDo38dCUrLsAt/ftnosrChUA=">AAAB6HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48t2FpoQ9lsJ+3azSbsboQS+gu8eFDEqz/Jm//GbZuDtj4YeLw3w8y8IBFcG9f9dgpr6xubW8Xt0s7u3v5B+fCoreNUMWyxWMSqE1CNgktsGW4EdhKFNAoEPgTj25n/8IRK81jem0mCfkSHkoecUWOlptsvV9yqOwdZJV5OKpCj0S9/9QYxSyOUhgmqdddzE+NnVBnOBE5LvVRjQtmYDrFrqaQRaj+bHzolZ1YZkDBWtqQhc/X3REYjrSdRYDsjakZ62ZuJ/3nd1ITXfsZlkhqUbLEoTAUxMZl9TQZcITNiYgllittbCRtRRZmx2ZRsCN7yy6ukXat6F9Va87JSv8njKMIJnMI5eHAFdbiDBrSAAcIzvMKb8+i8OO/Ox6K14OQzx/AHzucPemeMuA==</latexit> �

<latexit sha1_base64="uveq51XskeZ/BmBbyb/DEzkG8yU=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoPgKexGQY9BLx4jmAckS5idzCZj5rHMzAphyT948aCIV//Hm3/jJNmDJhY0FFXddHdFCWfG+v63V1hb39jcKm6Xdnb39g/Kh0cto1JNaJMornQnwoZyJmnTMstpJ9EUi4jTdjS+nfntJ6oNU/LBThIaCjyULGYEWye1eoYNBe6XK37VnwOtkiAnFcjR6Je/egNFUkGlJRwb0w38xIYZ1pYRTqelXmpogskYD2nXUYkFNWE2v3aKzpwyQLHSrqRFc/X3RIaFMRMRuU6B7cgsezPxP6+b2vg6zJhMUkslWSyKU46sQrPX0YBpSiyfOIKJZu5WREZYY2JdQCUXQrD88ipp1arBRbV2f1mp3+RxFOEETuEcAriCOtxBA5pA4BGe4RXePOW9eO/ex6K14OUzx/AH3ucPna2PJw==</latexit>

Sample complexity

SA

(1 � �)3"2
<latexit sha1_base64="GVUvvY8NbBf8KVRJmKyVLOAZ0FY=">AAACDXicbVC7TgJBFJ3FF+ILtbTZiCZYSHbBREvUxhKjPBIWyN1hFibMzG5mZknIhh+w8VdsLDTG1t7Ov3F4FIqe5CYn59ybe+/xI0aVdpwvK7W0vLK6ll7PbGxube9kd/dqKowlJlUcslA2fFCEUUGqmmpGGpEkwH1G6v7geuLXh0QqGop7PYpIi0NP0IBi0EbqZI+8QAJO7i7HSd499XrAOZy0S94QJIkUZaFoF8edbM4pOFPYf4k7Jzk0R6WT/fS6IY45ERozUKrpOpFuJSA1xYyMM16sSAR4AD3SNFQAJ6qVTL8Z28dG6dpBKE0JbU/VnxMJcKVG3DedHHRfLXoT8T+vGevgopVQEcWaCDxbFMTM1qE9icbuUkmwZiNDAEtqbrVxH0w82gSYMSG4iy//JbViwS0VirdnufLVPI40OkCHKI9cdI7K6AZVUBVh9ICe0At6tR6tZ+vNep+1pqz5zD76BevjG8YDm2E=</latexit>

SA

(1 � �)4"2
<latexit sha1_base64="lvxLq+JmMo8y9RUGzA8rlf5SrQY=">AAACDnicbVC7SgNBFJ31GeNr1dJmMAS0MOzGgJY+GsuIJhGya7g7mY1DZmaXmVkhLPkCG3/FxkIRW2s7/8bJo/B14MLhnHu5954o5Uwbz/t0Zmbn5hcWC0vF5ZXVtXV3Y7Opk0wR2iAJT9R1BJpyJmnDMMPpdaooiIjTVtQ/G/mtO6o0S+SVGaQ0FNCTLGYEjJU6bjmIFZD88mSY7/r7QQ+EgL2bGg7uQNFUM57Im+qw45a8ijcG/kv8KSmhKeod9yPoJiQTVBrCQeu276UmzEEZRjgdFoNM0xRIH3q0bakEQXWYj98Z4rJVujhOlC1p8Fj9PpGD0HogItspwNzq395I/M9rZyY+CnMm08xQSSaL4oxjk+BRNrjLFCWGDywBopi9FZNbsPkYm2DRhuD/fvkvaVYr/kGlelErHZ9O4yigbbSDdpGPDtExOkd11EAE3aNH9IxenAfnyXl13iatM850Zgv9gPP+BSbMm4w=</latexit>

Lower bound
(this work)

SA

(1 � �)2"2�
<latexit sha1_base64="FaN5+UvF/GStN7WymUxgpvmTHsI=">AAACFHicbVDLSgNBEJz1GeMr6tHLYBAUMexGQY9RLx4jGiNk19A7mY1DZmaXmdlAWPYjvPgrXjwo4tWDN//GyePgq6ChqOqmuytMONPGdT+dqemZ2bn5wkJxcWl5ZbW0tn6t41QR2iAxj9VNCJpyJmnDMMPpTaIoiJDTZtg7G/rNPlWaxfLKDBIaCOhKFjECxkrt0p4fKSDZ5Ume7Xj7fheEgN3bqt8HRRPNeCxvq9jXrCsgb5fKbsUdAf8l3oSU0QT1dunD78QkFVQawkHrlucmJshAGUY4zYt+qmkCpAdd2rJUgqA6yEZP5XjbKh0cxcqWNHikfp/IQGg9EKHtFGDu9G9vKP7ntVITHQcZk0lqqCTjRVHKsYnxMCHcYYoSwweWAFHM3orJHdiUjM2xaEPwfr/8l1xXK95BpXpxWK6dTuIooE20hXaQh45QDZ2jOmoggu7RI3pGL86D8+S8Om/j1ilnMrOBfsB5/wIKl54z</latexit>

Upper bound
(this work)

SA

(1 � �)"2
<latexit sha1_base64="4ek4e8akM8lGKAuhDuJHgXpf554=">AAACC3icbVC7SgNBFJ31GeNr1dJmSRBiYdiNgpZRG8uI5gHZGO5OZpMhM7PLzGwgLOlt/BUbC0Vs/QE7/8bJo9DEAxcO59zLvfcEMaNKu+63tbS8srq2ntnIbm5t7+zae/s1FSUSkyqOWCQbASjCqCBVTTUjjVgS4AEj9aB/PfbrAyIVjcS9HsakxaEraEgxaCO17ZwfSsDp3eUoLXgnfhc4h2N/AJLEirJIPJRGbTvvFt0JnEXizUgezVBp219+J8IJJ0JjBko1PTfWrRSkppiRUdZPFIkB96FLmoYK4ES10skvI+fIKB0njKQpoZ2J+nsiBa7UkAemk4PuqXlvLP7nNRMdXrRSKuJEE4Gni8KEOTpyxsE4HSoJ1mxoCGBJza0O7oEJR5v4siYEb/7lRVIrFb3TYun2LF++msWRQYcohwrIQ+eojG5QBVURRo/oGb2iN+vJerHerY9p65I1mzlAf2B9/gCJPpq8</latexit>

O(1 � �)
<latexit sha1_base64="rtUspSwy1wy/TEfSyOQH1/V5oO0=">AAAB8nicbVDLSgNBEJz1GeMr6tHLYhDiwbAbBT0GvXgzgnnAZgmzk9lkyDyWmV4hLPkMLx4U8erXePNvnCR70MSChqKqm+6uKOHMgOd9Oyura+sbm4Wt4vbO7t5+6eCwZVSqCW0SxZXuRNhQziRtAgNOO4mmWESctqPR7dRvP1FtmJKPME5oKPBAspgRDFYK7iv+eXeAhcBnvVLZq3ozuMvEz0kZ5Wj0Sl/dviKpoBIIx8YEvpdAmGENjHA6KXZTQxNMRnhAA0slFtSE2ezkiXtqlb4bK21LgjtTf09kWBgzFpHtFBiGZtGbiv95QQrxdZgxmaRAJZkvilPugnKn/7t9pikBPrYEE83srS4ZYo0J2JSKNgR/8eVl0qpV/Ytq7eGyXL/J4yigY3SCKshHV6iO7lADNRFBCj2jV/TmgPPivDsf89YVJ585Qn/gfP4Ay6mQSQ==</latexit>

O(1)
<latexit sha1_base64="vYw1rolKFbWhKKxatwiCqzx9dIQ=">AAAB63icbVBNSwMxEJ2tX7V+VT16CRahXspuFfRY9OLNCvYD2qVk02wbmmSXJCuUpX/BiwdFvPqHvPlvzLZ70NYHA4/3ZpiZF8ScaeO6305hbX1jc6u4XdrZ3ds/KB8etXWUKEJbJOKR6gZYU84kbRlmOO3GimIRcNoJJreZ33miSrNIPpppTH2BR5KFjGCTSfdV73xQrrg1dw60SrycVCBHc1D+6g8jkggqDeFY657nxsZPsTKMcDor9RNNY0wmeER7lkosqPbT+a0zdGaVIQojZUsaNFd/T6RYaD0Vge0U2Iz1speJ/3m9xITXfspknBgqyWJRmHBkIpQ9joZMUWL41BJMFLO3IjLGChNj4ynZELzll1dJu17zLmr1h8tK4yaPowgncApV8OAKGnAHTWgBgTE8wyu8OcJ5cd6dj0VrwclnjuEPnM8f3pqNdw==</latexit>

O
�
1/(1 � �)

�
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Upper bound
[Panaganti and Kalathil]
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RMDPs can be harder to learn than standard MDPs.
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Concluding remarks

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

Understanding non-asymptotic performances of RL algorithms is a
fruitful playground!

Promising directions:

• function approximation
• multi-agent/federated RL

• hybrid RL
• many more...
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Beyond the tabular setting

Figure credit: (Silver et al., 2016)
• function approximation for dimensionality reduction
• Provably efficient RL algorithms under minimal assumptions

(Osband and Van Roy, 2014; Dai et al., 2018; Du et al., 2019; Jin et al., 2020)
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Multi-agent RL

• Competitive setting: finding Nash equilibria for Markov games

• Collaborative setting: multiple agents jointly optimize the
policy to maximize the total reward

(Zhang, Yang, and Basar, 2021; Cen, Wei, and Chi, 2021)
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Hybrid RL

Online RL
• interact with environment
• actively collect new data

Offline/Batch RL
• no interaction
• data is given

Can we achieve the best of both worlds?
(Wagenmaker and Pacchiano, 2022; Song et al., 2022; Li et al., 2023)
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RL meets federated learning
Federated reinforcement learning enables multiple agents to
collaboratively learn a global model without sharing datasets.

Central server

… …
Agent 1 Agent 2 Agent 𝐾Agent 𝑘

Can we achieve linear speedup via federated learning?
(Khodadadian et al., 2022; Woo et al., 2023) 67/ 73
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Thanks!

https://users.ece.cmu.edu/˜yuejiec/
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