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Reinforcement learning (RL)

In RL, an agent learns by interacting with an unknown environment
through trial-and-error to maximize long-term total reward.
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More successes of RL since AlphaGo

robotics

strategic games

chip designs

nuclear plant control

resource management

UAV and drones

3



One more: RL for thinking models
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RL holds great promise in accelerating scientific,
engineering and societal discoveries.
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Sample efficiency

However, collecting data samples might be expensive or time-consuming.

clinical trials

LLM alignment

autonomous driving

Calls for design of sample-efficient RL algorithms!
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Can we harness the power of federated learning?

Can we harness the power of federated learning for RL?

7



Can we harness the power of federated learning?

Can we harness the power of federated learning for RL?

7



RL meets federated learning

Central server

… …
Agent 1 Agent 2 Agent 𝐾Agent 𝑘

Federated reinforcement learning: enables multiple agents to
collaboratively learn a global policy without sharing datasets.
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Statistical-communication trade-offs

Statistical
benefits

Communication
overhead

N
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Comm. cost

Is linear speedup possible? What is the price in communication?
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Dealing with heterogeneity

Central server Central server

Data heterogeneity Task heterogeneity
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This talk: federated RL

Statistical
benefits

Communication
overhead

Linear speedup:

Can we achieve linear speedup when learning with multiple agents?

Communication efficiency:

What is the minimum amount of communication to achieve
speedup?

Taming heterogeneity:

What if the data and tasks across agents are heterogeneous?
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Backgrounds:
Markov decision processes



Markov decision process (MDP)

● S: state space ● A: action space

● r(s, a) ∈ [0,1]: immediate reward

● π(⋅∣s): policy (or action selection rule)

● P (⋅∣s, a): transition probabilities
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Goal: value maximization

Value function and Q-function of policy π:

∀s ∈ S ∶ V π
(s) ∶= E [

∞
∑
t=0

γtrt ∣ s0 = s]

∀(s, a) ∈ S ×A ∶ Qπ
(s, a) ∶= E [

∞
∑
t=0

γtr(st, at) ∣ s0 = s, a0 = a]

● γ ∈ [0,1) is the discount factor; 1
1−γ is effective horizon

● Expectation is w.r.t. the sampled trajectory under π
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Searching for the optimal policy

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

P, r

Goal: find the optimal policy π⋆ that maximize V π(s)

● optimal value /Q function: V ⋆ ∶= V π⋆ , Q⋆ ∶= Qπ⋆

● optimal policy π⋆(s) = argmaxa∈AQ⋆(s, a)
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Federated Q-learning: statistical and
communication complexities



A generative model / simulator

— Kearns & Singh, 1999

Each iteration, draw an independent sample (s, a, s′) for given (s, a)
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Q-learning with a generative model

Stochastic approximation for solving Bellman equation Q⋆ = T (Q⋆)
using samples collected from the generative model:

Qt+1(s, a) = (1 − η)Qt(s, a) + ηTt(Qt)(s, a)
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

draw the transition (s,a,s′) for all (s,a)

, t ≥ 0

Tt(Q)(s, a) = r(s, a) + γmax
a′

Q(s′, a′)

T (Q)(s, a) = r(s, a) + γ E
s′∼P (⋅∣s,a)

[max
a′

Q(s′, a′)]
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Federated Q-learning with local updates

● Local updates: the agent k performs τ
rounds of local Q-learning updates:

Qk
t+1 ← (1 − η)Q

k
t + ηTt(Q

k
t )

and sends it to the server.

● Periodic averaging: the server averages the
local updates and sends it back to agents:

Qt =
1

K

K

∑
k=1

Qk
t

Central server

… …
Agent 1 Agent 2 Agent 𝐾Agent 𝑘

Sample trajectory and behavior policy

(s, a) sÕ P (·|s, a) generative model

Observed: {st, at, rt}Œ
t=0¸ ˚˙ ˝

Markovian trajectory

generated by behavior policy fib

Goal: estimate optimal value function V ı based on sample trajectory

Key quantities of sample trajectory
• minimum state-action occupancy probability

µmin := min µfib(s, a)¸ ˚˙ ˝
stationary distribution• mixing time: tmix
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Can we achieve faster convergence, i.e. linear speedup, with low
communication complexity?

Yes!!
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Can we achieve faster convergence, i.e. linear speedup, with low
communication complexity?

Yes!!
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Linear speedup of federated Q-learning

Theorem (Jiin, Joshi, Chi, ICML 2023)

For any 0 < ε ≤ 1
1−γ , federated synchronous Q-learning yields

∥Q̂ −Q⋆∥∞ ≤ ε with sample complexity at most

Õ (
∣S∣∣A∣

K(1 − γ)5ε2
)

as long as τ − 1 ≤ 1
η
min{ 1−γ

8γ
, 1
K
} and η = Õ(K(1 − γ)4ε2).

● Linear speedup compared with the single-agent sample complexity

Õ ( ∣S∣∣A∣
(1−γ)4ε2 ).

● Similar speedup for average-reward MDPs, as well (Jiao et al., 2026).
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Comparison with prior art

Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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SA

(1 � �)4✏2
single-agent 
Q-learning

Linear speedup with near-optimal parameter dependencies!
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Communication bottleneck

Central server

… …
Agent 1 Agent 2 Agent 𝐾Agent 𝑘

The price of communication: how much communication do we need to
pay to achieve the linear speedup?
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A communication lower bound

Theorem (Salgia and Chi, NeurIPS 2024; informal)

For a wide family of federated Q-learning algorithm with intermittent
communication, regardless of the choice of synchronization schedules, the
number of communication rounds needs to be at least

Ω̃(
1

1 − γ
)

in order to achieve any speedup with respect to the number of agents.

● A similar lower bound holds for the number of communication bits.

● This is the first communication complexity barrier established for
federated RL algorithms.
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Key idea

E[(Q̂ −Q⋆)2] = E[(E[Q̂] −Q⋆)2]
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

Bias

+E[(Q̂ −E[Q̂])2]
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

Variance

● Variance exhibits linear speedup on average.

● Bias increases between two communication rounds. Averaging has a
small compensating effect, but the overall bias is independent of K.

Bias∝ τ = Ω(T (1 − γ))
⇓

bias dominates the variance
⇓

no collaboration gain
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0 T

Bias

2⌧⌧ 3⌧
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The blessing of data heterogeneity in federated RL



Q-learning following a behavior policy
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1

Stochastic approximation for solving Bellman equation Q⋆ = T (Q⋆)
using samples collected from a behavior policy πb:

Qt+1(st, at) = (1 − η)Qt(st, at) + ηTt(Qt)(st, at)
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only update (st,at)-th entry

, t ≥ 0

Tt(Q)(st, at) = r(st, at) + γmax
a′

Q(st+1, a′)

T (Q)(s, a) = r(s, a) + γ E
s′∼P (⋅∣s,a)

[max
a′

Q(s′, a′)]
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Q-learning following a behavior policy
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Tackling data heterogeneity

Central server

Can we achieve faster convergence with heterogeneous local behavior
policies with low communication complexity?

27



Tackling data heterogeneity

Central server

Can we achieve faster convergence with heterogeneous local behavior
policies with low communication complexity?

27



The benefit of collaboration?

Single-agent RL requires full coverage of every agent over the entire
state-action space...

… …
Agent 1 Agent 2 Agent 𝐾Agent 𝑘

However, the power of collaboration really shines if we only need...

… …
Agent 1 Agent 2 Agent 𝐾Agent 𝑘

Is collaborative coverage enough for federated Q-learning?
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Importance averaging

Key observation: not all updates are of same quality due to limited
visits induced by the behavior policy.

… …+

Importance averaging: the server averages the local updates based on
importance via

Qt(s, a) =
1

K

K

∑
k=1

αk
t (s, a)Q

k
t (s, a),

where

αk
t =

(1 − η)−N
k
t−τ,t(s,a)

∑
K
k=1(1 − η)

−Nk
t−τ,t(s,a)

, Nk
t−τ,t(s, a) =

number of visits
in the sync period

.
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higher weights
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Our theorem

Collaborative coverage: minimum entry of the average stationary
distribution

µavg =min
s,a

1

K

K

∑
k=1

µk
b(s, a).

Theorem (Woo, Joshi, Chi, JMLR 2025)

For sufficiently small ε > 0, federated asynchronous Q-learning with
importance averaging yields ∥Q̂ −Q⋆∥∞ ≤ ε with at most

Õ (
1

Kµavg(1 − γ)5ε2
)

samples, ignoring the burn-in cost that depends on the mixing times.

● Similar results can be developed for the offline setting, too.
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Task heterogeneity (aka Personalization) in
federated RL



Tackling task heterogeneity

Central server

Can we enable collaborative learning of heterogeneous tasks while
achieving linear speedup?
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Tackling task heterogeneity

Central server

● All agents share the same state-action transition kernel P .
● Each agent collects its own private reward w.r.t. different local tasks.

Can we enable collaborative learning of heterogeneous tasks while
achieving linear speedup?
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Personalized federated UCB-VI

Server updates: aggregate global visitation counts Nh(s, a) and kernel
estimate P̂h,s,a.

original MDP: (P, r) empirical MDP: ( bP , r)

perturbed empirical MDP: ( bP , rp)

⇡? b⇡? b⇡?
p

planning oracle

1

original MDP: (P, r) empirical MDP: ( bP , r)

perturbed empirical MDP: ( bP , rp)

⇡? b⇡? b⇡?
p

planning oracle

1

Two approaches

Model-based approach (“plug-in”)
1. build empirical estimate ‚P for P
2. planning based on empirical ‚P

Model-free approach (e.g. Q-learning, SARSA)
— learning w/o constructing model explicitly

original MDP empirical MDP perturbed empirical MDP
18/ 34
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Local exploration via personalized UCB: apply optimistic value
iteration using the greedy policy πk

h = greedy(Q
k
h):

Qk
h(s, a) ←min{H − h + 1, rkh(sh, ah)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
immediate reward

+ P̂h,s,aV
k
h+1

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
next step’s value

+ bkh(sh, ah)
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

bonus

},

with Vh(s) =maxa∈AQh(s, a) and bkh(sh, ah) ≍
√

Var
P̂h,s,a

(V k
h+1)

Nh(s,a) .
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Our theorem

Regret: let πk
t is the policy of agent k at episode t.

Regret(T ) =
K

∑
k=1

T

∑
t=1

Es1∼ρ [V
k,⋆
1 (s1) − V

k,πk
t

1 (s1)]

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
personalized gap of agent k

.

Theorem (Woo, Joshi, Chi, NeurIPS 2026)

Let the agents perform the personalized federated UCB-VI (PF-UCBVI)
algorithm with a confidence parameter δ ∈ (0,1). Then, with probability
at least 1 − δ, the total regret satisfies:

Regret(T ) ≲
√
SAKTH3,

up to logarithmic factors and burn-in cost.

● Matches the UCB-VI performance but allows personalized regret.

● Linear speedup of average per-agent regret O(
√
SATH3/K).
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The blessing of reward diversity

One agent’s exploitation can become another agent’s exploration!

… …
Agent 1 Agent 2 Agent 𝐾Agent 𝑘

● The greedy action of all agents can collectively lead to sufficient
coverage of the entire state-action space.

Can reward diversity replace the need of exploration?
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Our theorem

Reward-induced coverage: Let π̃k be the greedy policy induced by any
permissible state-action value function Q̃k

h. There exists a strictly
positive constant λmin > 0 such that

min
(s,a)∈S×A

1

K

K

∑
k=1

dπ̃
k

h (s, a) ≥ λmin,

where dπ̃
m

h is the visitation probability of π̃m under true P .

Theorem (Woo, Joshi, Chi, NeurIPS 2026)

With probability at least 1 − δ, the total regret of PF-EFVI (removing the
exploration bonus from PF-UCBVI) satisfies:

Regret(T ) ≲ H5 log(SAHKT /δ)
Kλmin

K

∑
k=1

1

∆k
min

+ H log(4SAKH/δ)
λ2
min

,

where ∆k
min =min(s,a,h)∶∆k

h
(s,a)>0(V

k,⋆
h (s) −Qk,⋆

h (s, a)) for agent k is
the instance-dependent sub-optimality gap.

● Under sufficient reward diversity, the regret grows as Õ(logT ).
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Numerical illustration

Random MDP Ph(⋅ ∣ s, a) ∼ Dirichlet(α ⋅ 1), and each agent assigns a
random subset of (s, a, h) with reward 1 (and 0 elsewhere).

increase # of agentsincrease # of agents

● While exploration is indispensable when the number of agents is
small, enough reward diversity makes it possible to reduce active
exploration – research opportunity between the two regimes!
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Summary

Central server

… …
Agent 1 Agent 2 Agent 𝐾Agent 𝑘

Synergy of statistics and RL: federated RL unleashes the collaborative
power of agents even under heterogeneity!
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Thanks!

● Exploration via Exploitation: The Blessing of Reward Diversity in
Personalized Federated RL, NeurIPS 2026.

● Sample Complexity of Average-Reward Q-Learning: From Single-agent to
Federated Reinforcement Learning, arXiv:2601.13642.

● The Blessing of Heterogeneity in Federated Q-Learning: Linear Speedup
and Beyond, JMLR 2025.

● The Sample-Communication Complexity Trade-off in Federated
Q-Learning, NeurIPS 2024, oral.

● Federated Offline Reinforcement Learning: Collaborative Single-Policy
Coverage Suffices, ICML 2024.

https://yuejiechi.github.io/
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