
Sequential Decision Making: Theory and Practice
Lecture 8: Multi-agent RL

Yuejie Chi

Yale Statistics & Data Science

Fall 2026



Announcement

• First milestone due this Sunday.
• Discuss what you have done, what remaining, disclosure of AI usage.
• Please don’t hesitate to schedule meetings with me if you have any

challenges questions, or just want to discuss!
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Outline

Background: a primer on matrix and Markov games

Statistical perspective: sample complexity

Optimization perspective: last-iterate convergence
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Multi-agent reinforcement learning (MARL)

To collaborate or to compete, that is the question.
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Why multi-agent?

• To decompose a large problem into smaller pieces
• Decentralized decision making across distributed agents
• Multiple agents in a strategic environment
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MARL = Game theory + RL
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Challenges in MARL: nonstationarity

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

From a single-agent perspective:
the environment is time-varying and nonstationary!
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Challenges in MARL: curse of multiple agents

The explosion of choices:
The joint action space grows exponentially with the agents!
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Statistical versus optimization perspectives

generative model

Sampling mechanism: a generative model / simulator

— Kearns, Singh ’99

One can query the generative model with any state-action-step
combination (s, a, b, h), and obtain sÕ ind.≥ Ph(sÕ | s, a, b)
(s, a, b, h)
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Statistical perspective
sample efficiency

Optimization perspective
computational efficiency

This lecture addresses both perspectives for two-player zero-sum games.
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Background:
a primer on matrix and Markov games



Competitive game

Go

Black v.s. White Adversarial Training

Noise v.s. Neural Net

Generative Adversarial Networks

Generator v.s. Discriminator
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Zero-sum two-player matrix game
When the max player takes action i, and the min player takes action j, the
payoff received by both players are

rmax(i, j) = Mi,j , rmin(i, j) = −Mi,j ,

which satisfies

∀ (i, j) : rmax(i, j) + rmin(i, j) = 0.

Zero-sum two-player matrix game

max
µ∈∆(A)

min
ν∈∆(B)

µ⊤Mν

• A, B: action space of the two players;
• µ, ν: strategy of the two players; can be pure/mixed.
• ∆(A), ∆(B): set of probability distribution over A, B;
• M ∈|A|×|B|: payoff matrix.
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Best response

Against a fixed opponent’s strategy, a best response maximizes a player’s
own expected payoff.

Max player: given ν ∈ ∆(B), the set of best responses is

BRmax(ν) = arg max
µ∈∆(A)

µ⊤Mν.

Min player: given µ ∈ ∆(A), the set of best responses is

BRmin(µ) = arg min
ν∈∆(B)

µ⊤Mν.

Best responses need not be unique: any mixture supported on best-response
actions is also a best response.
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Solution concept: Nash equilibrium

John von Neumann John Nash

Theorem 1 (Neumann’s Minimax Theorem)

max
µ∈∆(A)

min
ν∈∆(B)

µ⊤Mν = min
ν∈∆(B)

max
µ∈∆(A)

µ⊤Mν

A Nash Equilibrium pair (µ⋆, ν⋆) satisifies:

µ⊤Mν⋆ ≤ µ⋆⊤Mν⋆ ≤ µ⋆⊤Mν,

for all (µ, ν) ∈ ∆(A)×∆(B).
• At a Nash equilibrium, both players are best responding to each other.

13



Nash equilibrium

John von Neumann John Nash

Theorem 2 (Neumann’s Minimax Theorem)

max
µ∈∆(A)

min
ν∈∆(B)

µ⊤Mν = min
ν∈∆(B)

max
µ∈∆(A)

µ⊤Mν

An ϵ-Nash Equilibrium pair (µ̂⋆, ν̂⋆) satisfies:
µ⊤Mν̂⋆ − ϵ ≤ µ̂⋆⊤Mν̂⋆ ≤ µ̂⋆⊤Mν + ϵ,

for all (µ, ν) ∈ ∆(A)×∆(B). The Nash gap is defined as
NE-gap(µ̂⋆, ν̂⋆) = max

µ
µ⊤Mν̂⋆ −min

ν
µ̂⋆⊤Mν
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Solution concept: regret
Repeat the game for T rounds with the sequence of actions

(at, bt).

The max-player’s payoff is rt = Matbt
and the min-player’s payoff is −rt.

External regret: compare with the best fixed action in hindsight, against the
opponent’s recorded actions.

Rmax
T = max

a∈A

∑
t

Mabt
−
∑

t

rt,

Rmin
T =

∑
t

rt −min
b∈B

∑
t

Matb.

No-regret play:

Rmax
T

T
→ 0,

Rmin
T

T
→ 0, T →∞.

Implication: No player can obtain a positive long-run average improvement
by switching to one fixed action.
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How does no regret relate to equilibrium?

Let µ̄T and ν̄T be the empirical action frequencies:

µ̄T (a) = 1
T

∑
t

I{at = a}, ν̄T (b) = 1
T

∑
t

I{bt = b}.

Two-player zero-sum games: the actual payoffs cancel, giving

max
µ

µ⊤Mν̄T −min
ν

µ̄⊤
T Mν︸ ︷︷ ︸

Nash gap

= Rmax
T + Rmin

T

T
.

If both regrets are at most ϵT/2, the averaged pair (µ̄T , ν̄T ) is an ϵ-NE.

Beyond two-player zero-sum games: No-regret learning need not yield an
NE in general-sum games.
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Example: rock-paper-scissors

0 -1 1

1 0 -1

-1 1 0

The NE policy for both players is

µ⋆ = ν⋆ =
(

1
3 ,

1
3 ,

1
3

)
.
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Two-player zero-sum Markov games (finite-horizon)

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

sh<latexit sha1_base64="pTqn7lmu+TPP8RbJ/EyxwmlgSPc=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lqQY8FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2YwHpQrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4Y2fCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qndVrd3XK41GHkcRzuAcLsGDa2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwBYIo3U</latexit>
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1
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1
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reward rh
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1

max-player

min-player

reward rh

reward

reward -rh

sh+1 ⇠ Ph(· | sh, ah, bh)

1

agent environment st at st+1 rt+1 reward state action

1

sh<latexit sha1_base64="pTqn7lmu+TPP8RbJ/EyxwmlgSPc=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lqQY8FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2YwHpQrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4Y2fCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qndVrd3XK41GHkcRzuAcLsGDa2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwBYIo3U</latexit>
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1
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1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

• S: shared state space • A = [A]: action space of max-player
• H: horizon • B = [B]: action space of min-player
• immediate reward: max-player rh(s, a, b) ∈ [0, 1]

immediate reward:

min-player −rh(s, a, b)
• µ = {µh}: policy of max-player; ν = {νh}: policy of min-player
• Ph(· | s, a, b): unknown transition probabilities
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Value function

…
rH<latexit sha1_base64="C4ZHdlRRbtsjJMi8ZCTjO+J9Dh0=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUDbbSbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHstHM03Qj+hI8pAzaqz0oAaNQansVtwFyDrxclKGHM1B6as/jFkaoTRMUK17npsYP6PKcCZwVuynGhPKJnSEPUsljVD72eLUGbm0ypCEsbIlDVmovycyGmk9jQLbGVEz1qveXPzP66UmrPkZl0lqULLlojAVxMRk/jcZcoXMiKkllClubyVsTBVlxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYMRPMMrvDnCeXHenY9l64aTz5zBHzifPyO0jas=</latexit>

sh+1
<latexit sha1_base64="ZfT6YP2aEEUpm0t5a5+PNask+AA=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEErSCnosePFYwX5AG8pmu2mXbjZhdyKU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYkUBl332ylsbG5t7xR3S3v7B4dH5eOTtolTzXiLxTLW3YAaLoXiLRQoeTfRnEaB5J1gcjf3O09cGxGrR5wm3I/oSIlQMIpW6phBNr7yZoNyxa26C5B14uWkAjmag/JXfxizNOIKmaTG9Dw3QT+jGgWTfFbqp4YnlE3oiPcsVTTixs8W587IhVWGJIy1LYVkof6eyGhkzDQKbGdEcWxWvbn4n9dLMbz1M6GSFLliy0VhKgnGZP47GQrNGcqpJZRpYW8lbEw1ZWgTKtkQvNWX10m7VvXq1drDdaVRy+MowhmcwyV4cAMNuIcmtIDBBJ7hFd6cxHlx3p2PZWvByWdO4Q+czx/x+Y9C</latexit>

sh
<latexit sha1_base64="oVl32VAwC/umrIklSS9RQN/K1po=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeCF48VTFtoQ9lsN+3SzSbsToQS+hu8eFDEqz/Im//GbZuDtj4YeLw3w8y8MJXCoOt+O6WNza3tnfJuZW//4PCoenzSNkmmGfdZIhPdDanhUijuo0DJu6nmNA4l74STu7nfeeLaiEQ94jTlQUxHSkSCUbSSbwb5eDao1ty6uwBZJ15BalCgNah+9YcJy2KukElqTM9zUwxyqlEwyWeVfmZ4StmEjnjPUkVjboJ8ceyMXFhlSKJE21JIFurviZzGxkzj0HbGFMdm1ZuL/3m9DKPbIBcqzZArtlwUZZJgQuafk6HQnKGcWkKZFvZWwsZUU4Y2n4oNwVt9eZ20G3Xvqt54uK41G0UcZTiDc7gED26gCffQAh8YCHiGV3hzlPPivDsfy9aSU8ycwh84nz8Yvo7S</latexit>

sh+2
<latexit sha1_base64="rPK+ZOXiw9HTggeBKNiy5HHIlUA=">AAAB7nicbVBNS8NAEJ34WetX1aOXxSIIQkmioMeCF48V7Ae0oWy2k3bpZhN2N0IJ/RFePCji1d/jzX/jts1BWx8MPN6bYWZemAqujet+O2vrG5tb26Wd8u7e/sFh5ei4pZNMMWyyRCSqE1KNgktsGm4EdlKFNA4FtsPx3cxvP6HSPJGPZpJiENOh5BFn1Fiprfv56NKf9itVt+bOQVaJV5AqFGj0K1+9QcKyGKVhgmrd9dzUBDlVhjOB03Iv05hSNqZD7FoqaYw6yOfnTsm5VQYkSpQtachc/T2R01jrSRzazpiakV72ZuJ/Xjcz0W2Qc5lmBiVbLIoyQUxCZr+TAVfIjJhYQpni9lbCRlRRZmxCZRuCt/zyKmn5Ne+q5j9cV+t+EUcJTuEMLsCDG6jDPTSgCQzG8Ayv8Oakzovz7nwsWtecYuYE/sD5/AHzfo9D</latexit>

sH
<latexit sha1_base64="P+GMOR+y3+TBuUlZeS9dFBktZyw=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fjw0mMF0xbaUDbbSbt0swm7G6GE/gYvHhTx6g/y5r9x2+agrQ8GHu/NMDMvTAXXxnW/nY3Nre2d3dJeef/g8Oi4cnLa1kmmGPosEYnqhlSj4BJ9w43AbqqQxqHATji5n/udJ1SaJ/LRTFMMYjqSPOKMGiv5epA3Z4NK1a25C5B14hWkCgVag8pXf5iwLEZpmKBa9zw3NUFOleFM4KzczzSmlE3oCHuWShqjDvLFsTNyaZUhiRJlSxqyUH9P5DTWehqHtjOmZqxXvbn4n9fLTHQX5FymmUHJlouiTBCTkPnnZMgVMiOmllCmuL2VsDFVlBmbT9mG4K2+vE7a9Zp3Xas/3FQb9SKOEpzDBVyBB7fQgCa0wAcGHJ7hFd4c6bw4787HsnXDKWbO4A+czx/oD46y</latexit>

rh<latexit sha1_base64="4pl7QP4dm4375Se8qUF9gIeBWmU=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqYI8FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD3owHpQrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6KYd3PhEpS5IotF4WpJBiT+d9kKDRnKKeWUKaFvZWwMdWUoU2nZEPwVl9eJ+1a1buq1u6vK416HkcRzuAcLsGDG2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwBUNI3L</latexit>

rh+1
<latexit sha1_base64="+ygye+EPvnkLty8s++TAN+4picM=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEpSBXssePFYwX5AG8pmO2mXbjZhdyOU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYng2rjut1PY2Nza3inulvb2Dw6PyscnbR2nimGLxSJW3YBqFFxiy3AjsJsopFEgsBNM7uZ+5wmV5rF8NNME/YiOJA85o8ZKHTXIxlfebFCuuFV3AbJOvJxUIEdzUP7qD2OWRigNE1Trnucmxs+oMpwJnJX6qcaEsgkdYc9SSSPUfrY4d0YurDIkYaxsSUMW6u+JjEZaT6PAdkbUjPWqNxf/83qpCet+xmWSGpRsuShMBTExmf9OhlwhM2JqCWWK21sJG1NFmbEJlWwI3urL66Rdq3rX1drDTaVRz+MowhmcwyV4cAsNuIcmtIDBBJ7hFd6cxHlx3p2PZWvByWdO4Q+czx/yPY9H</latexit>

rh+2
<latexit sha1_base64="mx95/d+zx7Jxx+pPBIrECKJh6J0=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEpSBXssePFYwX5AG8pmu2mXbjZhdyKU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYkUBl332ylsbG5t7xR3S3v7B4dH5eOTtolTzXiLxTLW3YAaLoXiLRQoeTfRnEaB5J1gcjf3O09cGxGrR5wm3I/oSIlQMIpW6uhBNr6qzQblilt1FyDrxMtJBXI0B+Wv/jBmacQVMkmN6Xlugn5GNQom+azUTw1PKJvQEe9ZqmjEjZ8tzp2RC6sMSRhrWwrJQv09kdHImGkU2M6I4tisenPxP6+XYlj3M6GSFLliy0VhKgnGZP47GQrNGcqpJZRpYW8lbEw1ZWgTKtkQvNWX10m7VvWuq7WHm0qjnsdRhDM4h0vw4BYacA9NaAGDCTzDK7w5ifPivDsfy9aCk8+cwh84nz/zwo9I</latexit>

aH<latexit sha1_base64="oxk85o2xgXIeESsVJIR1j2AVVtI=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUCbbTbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqKGvRWMSqG6BmgkvWMtwI1k0UwygQrBNM7uZ+54kpzWP5aKYJ8yMcSR5yisZKDzhoDEplt+IuQNaJl5My5GgOSl/9YUzTiElDBWrd89zE+Bkqw6lgs2I/1SxBOsER61kqMWLazxanzsilVYYkjJUtachC/T2RYaT1NApsZ4RmrFe9ufif10tNWPMzLpPUMEmXi8JUEBOT+d9kyBWjRkwtQaq4vZXQMSqkxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYURPMMrvDnCeXHenY9l64aTz5zBHzifPwnOjZo=</latexit>ah<latexit sha1_base64="r0+UtYphj7TrxJD94raOKxsCU9Y=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqYI8FLx4r2g9oQ5lsN+3SzSbsboQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IBFcG9f9dgobm1vbO8Xd0t7+weFR+fikreNUUdaisYhVN0DNBJesZbgRrJsohlEgWCeY3M79zhNTmsfy0UwT5kc4kjzkFI2VHnAwHpQrbtVdgKwTLycVyNEclL/6w5imEZOGCtS657mJ8TNUhlPBZqV+qlmCdIIj1rNUYsS0ny1OnZELqwxJGCtb0pCF+nsiw0jraRTYzgjNWK96c/E/r5easO5nXCapYZIuF4WpICYm87/JkCtGjZhaglRxeyuhY1RIjU2nZEPwVl9eJ+1a1buq1u6vK416HkcRzuAcLsGDG2jAHTShBRRG8Ayv8OYI58V5dz6WrQUnnzmFP3A+fwA6To26</latexit>

ah+1
<latexit sha1_base64="tKrUsVefmbOCwxkYmz2vbbCciyo=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEpSBXssePFYwX5AG8pmO2mXbjZhdyOU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYng2rjut1PY2Nza3inulvb2Dw6PyscnbR2nimGLxSJW3YBqFFxiy3AjsJsopFEgsBNM7uZ+5wmV5rF8NNME/YiOJA85o8ZKHTrIxlfebFCuuFV3AbJOvJxUIEdzUP7qD2OWRigNE1Trnucmxs+oMpwJnJX6qcaEsgkdYc9SSSPUfrY4d0YurDIkYaxsSUMW6u+JjEZaT6PAdkbUjPWqNxf/83qpCet+xmWSGpRsuShMBTExmf9OhlwhM2JqCWWK21sJG1NFmbEJlWwI3urL66Rdq3rX1drDTaVRz+MowhmcwyV4cAsNuIcmtIDBBJ7hFd6cxHlx3p2PZWvByWdO4Q+czx/YE482</latexit>

ah+2
<latexit sha1_base64="kvJPdSfLXNBNkZ4Jsr9RicgeEYM=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBZBEEpSBXssePFYwX5AG8pmu2mXbjZhdyKU0B/hxYMiXv093vw3btsctPXBwOO9GWbmBYkUBl332ylsbG5t7xR3S3v7B4dH5eOTtolTzXiLxTLW3YAaLoXiLRQoeTfRnEaB5J1gcjf3O09cGxGrR5wm3I/oSIlQMIpW6tBBNr6qzQblilt1FyDrxMtJBXI0B+Wv/jBmacQVMkmN6Xlugn5GNQom+azUTw1PKJvQEe9ZqmjEjZ8tzp2RC6sMSRhrWwrJQv09kdHImGkU2M6I4tisenPxP6+XYlj3M6GSFLliy0VhKgnGZP47GQrNGcqpJZRpYW8lbEw1ZWgTKtkQvNWX10m7VvWuq7WHm0qjnsdRhDM4h0vw4BYacA9NaAGDCTzDK7w5ifPivDsfy9aCk8+cwh84nz/ZmI83</latexit>

bh bh+1 bh+2 bH

1

bh bh+1 bh+2 bH

1

bh bh+1 bh+2 bH

1

bh bh+1 bh+2 bH

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

sh<latexit sha1_base64="pTqn7lmu+TPP8RbJ/EyxwmlgSPc=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lqQY8FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2YwHpQrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4Y2fCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qndVrd3XK41GHkcRzuAcLsGDa2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwBYIo3U</latexit>agent environment st at st+1 rt+1 reward state action
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1

Value function of policy pair (µ, ν):

V µ,ν
h (s) := E

[
H∑

t=h

rt(st, at, bt)
∣∣∣ sh = s

]

Qµ,ν
h (s, a, b) := E

[
H∑

t=h

rt(st, at, bt)
∣∣∣ st = s, at = a, bt = b

]
• {(at, bt, st+1)}: generated when max-player and min-player execute

policies µ and ν independently (i.e. no coordination)
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Nash equilibrium (NE)

John von Neumann John Nash

An NE policy pair (µ⋆, ν⋆) obeys

max
µ

V µ,ν⋆

= V µ⋆,ν⋆

= min
ν

V µ⋆,ν

• no unilateral deviation is beneficial
• no coordination between two agents (they act independently)
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Nash value iteration (finite-horizon)

Nash value iteration: for h = H, . . . , 1

Qh(s, a, b)←−rh(s, a, b) + E
s′∼Ph(·|s,a,b)

[
max
µ(s)

min
ν(s)

µ(s′)⊤Qh+1(s′)ν(s′)︸ ︷︷ ︸
matrix game

]
,

where Qh(s) = [Qh(s, ·, ·)] ∈ RA×B .

• The matrix game can be solved efficiently (we’ll return to this later in
this lecture).

• Requires knowledge of the transition kernel Ph(·|s, a, b).
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Aside: infinite-horizon discounted setting

Value function of policy pair (µ, ν):

V µ,ν(s) := E

[ ∞∑
t=0

γtrt(st, at, bt)
∣∣∣ s0 = s

]

Qµ,ν(s, a, b) := E

[ ∞∑
t=0

γtr(st, at, bt)
∣∣∣ s0 = s, a0 = a, b0 = b

]

where γ ∈ [0, 1) is the discount factor.

Nash value iteration:

Q(s, a, b)←−rh(s, a, b) + γ E
s′∼P (·|s,a,b)

[
max
µ(s)

min
ν(s)

µ(s′)⊤Q(s′)ν(s′)︸ ︷︷ ︸
matrix game

]
,

where Q(s) = [Q(s, ·, ·)] ∈ RA×B .
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Statistical perspective: sample complexity



A teaser: standard model-based approach
— [Zhang et al., 2020]

Call generative model
N times

Sampling mechanism: a generative model / simulator

— Kearns, Singh ’99

One can query the generative model with any state-action-step
combination (s, a, b, h), and obtain sÕ ind.≥ Ph(sÕ | s, a, b)
Ph(· | s, a, b)

11/ 13

for any (s, h)

1

for any (s, h)

for each (a, b)

1

original MDP: (P, r) empirical MDP: ( bP , r)

perturbed empirical MDP: ( bP , rp)

⇡? b⇡? b⇡?
p

planning oracle

1

original MDP: (P, r) empirical MDP: ( bP , r)

perturbed empirical MDP: ( bP , rp)

⇡? b⇡? b⇡?
p

planning oracle

1

for any (s, h)

for each (a, b)

empirical model bP

1

for any (s, h)

for each (a, b)

empirical model bP

1

for any (s, h)

for each (a, b)

empirical model bP

1

1. for each (s, a, b, h), call generative models N times, i.e., sample

s′
(i)

ind.∼ Ph(s′ | s, a, b), i = 1, . . . , N

2. build empirical model P̂ , and run “plug-in” methods (e.g., Nash VI)
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Question: how many samples are sufficient to learn an
ε-Nash policy pair︸ ︷︷ ︸

maxµ V µ, ν̂−ε≤V µ̂, ν̂≤minν V µ̂, ν+ε

?

• [Zhang et al., 2020] establishes a sample complexity of

H4SAB

ε2 ,

which suffers the curse of multiagents!
• Namely, the sample complexity scales with the size of the joint action

space AB, rather than max{A, B} or A + B.

Can we overcome the curse of multi-agents?
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Warm-up: matrix game with bandit feedback

Let M ∈ [0, 1]A×B be the payoff of the matrix game, that is unknown.

Online matrix game learning: in each round,
• Both players play actions according to their current policy

at ∼ µt, bt ∼ νt

and observe the payoff rt = Matbt
. The max-player receives rt; the

min-player can use reward 1− rt.
• Update the policies of both players.

• important distinction: centralized versus independent.

Can the players learn the Nash equilibrium efficiently?
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First attempt: matrix UCB

— [O’Donoghue et al., 2021]
Observation: view this as a bandit problem over the joint action space
Step 1: build an optimistic estimate of each entry:

Ut(a, b) = M t(a, b)︸ ︷︷ ︸
empirical mean

+

√
2 log(2ABT 2)
1 ∨Nt(a, b)︸ ︷︷ ︸

uncertainty bonus

,

where Nt(a, b) counts previous plays of (a, b).
Step 2: compute a Nash pair for the optimistic matrix game:

(µt, νt) ∈ arg max
µ∈∆(A)

min
ν∈∆(B)

µ⊤Utν

Draw at ∼ µt and bt ∼ νt independently; observe rt and update (at, bt).
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Theory of matrix UCB

The game value v⋆ = maxµ minν µ⊤Mν is the payoff that a Nash strategy
guarantees against any opponent.

Theorem 3 ([O’Donoghue et al., 2021])
Matrix UCB has expected regret from the game value

E

[
T∑

t=1
(v⋆ − rt)

]
≤ Õ

(√
ABT

)
.

• estimates AB entries
• require centralized coordinate and knowing the opponent’s action

Can we instead run one ordinary UCB algorithm per player?
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Second attempt: independent UCB

Natural idea: each player treats her own actions as arms, and modeling the
projected environment by the other player’s strategy.
For the max-player,

at ∈ arg max
a

{
gt(a) +

√
2 log t

Nt(a)

}
.

Here gt(a) averages the rewards observed when playing a, where the
expected reward of arm a in round t is

gt(a) =
∑

b

νt(b)Mab = (Mνt)a.

• Reward nonstationarity: Mab is fixed, but the opponent’s policy νt

changes: different arms may be sampled against different νt

• Doesn’t converge to NE in general.

29



Fix: an adversarial bandit perspective

Each player faces an adversarial bandit:

• an arm’s reward can change arbitrarily over time

• only the selected arm’s reward is observed

• simultaneous independent draws prevent the opponent from reacting to
our current sampled action

Idea: each player runs her own EXP3-type algorithm [Auer et al., 2002]!
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Independent EXP3-IX
The opponent’s sampled action defines each player’s loss vector:

ℓmax
t (a) = 1−Ma,bt

, ℓmin
t (b) = Mat,b.

Initialize p1 uniformly. Draw It ∼ pt and observe ℓt(It): 1− rt for the
max-player, or rt for the min-player.
Step 1: estimate the loss vector by importance weighting:

ℓ̂t(i) = ℓt(It) I{It = i}
pt(i) + γ

.

The extra γ > 0 limits large estimates when an action is rarely sampled. This
is EXP3-IX (EXP3 with a bit exploration) [Neu, 2015].
Step 2: update the distribution by exponential weights:

pt+1(i) ∝ pt(i) exp
(
−ηℓ̂t(i)

)
.

Choose η = 2γ =
√

2 log d/(dT ), with d = A or B.
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Theory of independent EXP3-IX

Theorem 4 (Corollary of [Neu, 2015], Theorem 1)
With simultaneous independent EXP3-IX learners, with high probability,

Rmax
T ≤ Õ(

√
AT ), Rmin

T ≤ Õ(
√

BT ).

Apply the regret-to-equilibrium identity:

Gap(µ̄T , ν̄T ) = Rmax
T + Rmin

T

T
≤ Õ

(√
A + B

T

)
.

Thus an ϵ-NE can be learned in

T = Õ

(
A + B

ϵ2

)
rounds of play.

• each learner uses only its own action and reward
• return empirical action frequencies; current policies may still cycle
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V-learning: generalizing to MDPs

Recall: in UCB-VI, we maintain an optimistic estimation of the Q-function,
and derive a greedy policy from the Q-function.
V-learning: maintains a separate policy using bandit feedback based on the
value function estimate.
At each (s, h), maintain a value Vh(s) and a policy πh(· | s). On its tth visit:

1 sample at ∼ πh(· | s); observe rt and s′
t

2 evaluate the sampled action using the continuation value:

yt = rt︸︷︷︸
instantaneous reward

+ Vh+1(s′
t)︸ ︷︷ ︸

next-step value

3 use yt to update the value, and feed (at, (H − yt)/H) to the bandit
learner to update the policy

The bandit feedback changes as Vh+1 is learned.
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V-learning: updating the value

— [Jin et al., 2021]
Initialization: Ṽh(s) = Vh(s) = H − h + 1, πh(a | s) = 1/A, and VH+1 = 0.
On the tth visit to (s, h), use the sampled return

yt = rt + Vh+1(s′
t).

Optimistic (monotonic) value update:

Ṽh(s)← (1− αt)Ṽh(s) + αt

[
yt + βt︸︷︷︸

bonus

]
,

Vh(s)← min
{

H − h + 1 , Ṽh(s) , Vh(s)
}

,

where
αt = H + 1

H + t
, βt ≍

√
H3A

t
.
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V-learning: updating the policy

— [Jin et al., 2021]
Fix (s, h). Let πt be its policy on visit t and initialize L0(a) = 0.

Step 1: estimate the loss from the sampled return:

ℓ̃t = H − yt

H
, ℓ̂t(a) = ℓ̃t I{at = a}

πt(a) + γt
.

Step 2: accumulate the estimated losses with the same αt as the value:

Lt(a) = (1− αt)Lt−1(a) + αtℓ̂t(a).

Step 3: update the policy by exponential weights:

πt+1(a) ∝ exp
(
− ηt

αt
Lt(a)

)
, ηt = γt =

√
H log A

At
.
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V-learning in Markov games

Two-player zero-sum game: each player runs independently weighted
adversarial bandit learning described above.

Max-player: A actions

at ∼ µh(· | s),

ymax
t = rt + V max

h+1 (s′
t).

Min-player: B actions

bt ∼ νh(· | s),

ymin
t = 1− rt + V min

h+1(s′
t).

• each player updates its own value and policy at (s, h)
• each player only observes the state, its own action and reward, and the

next state, not the action of the opponent
• no joint-action value table Qh(s, a, b) is needed
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Theory of V-learning for Markov games

Theorem 5 ([Jin et al., 2021])
For a two-player zero-sum Markov game, monotonic V-learning returns
Markov policies (µ̂, ν̂) (defined suitably via mixing past policies) satisfying,
with probability at least 1− δ,

max
µ

V µ,ν̂
1 (s1)−min

ν
V µ̂,ν

1 (s1) ≤ Õ

(√
H5S max{A, B}

K

)

after K episodes from initial state s1.

To learn an ε-NE, it suffices to use

Õ

(
H5S max{A, B}

ε2

)
episodes.

• uses trajectories; no generative model is required
• depends on the larger individual action set, rather than AB
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Policy optimization for two-player zero-sum
matrix game



Entropy regularization and QRE

Quantal response equilibrium
([McKelvey and Palfrey, 1995])

max
µ∈∆(A)

min
ν∈∆(B)

µ⊤Mν + τH(µ)− τH(ν)

• Unlike NE, QRE assumes bounded rationality: action probability follows
the logit function. The unique QRE ζ⋆

τ = (µ⋆
τ , ν⋆

τ ) satisfying{
µ⋆

τ (a) ∝ exp([Mν⋆
τ ]a/τ), ∀a ∈ A

ν⋆
τ (b) ∝ exp(−[M⊤µ⋆

τ ]b/τ), ∀b ∈ B

are the best responses in the presence of Gumbel noises.

Translating to an ϵ-NE: setting τ ≍ Õ (ϵ).
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Multiplicative weights update methods

max
µ∈∆(A)

min
ν∈∆(B)

fτ (µ, ν) := µ⊤Mν + τH(µ)− τH(ν)

• Multiplicative Weights Update (MWU):{
µ(t+1)(a) ∝ µ(t)(a)1−ητ exp

(
η[Mν(t)]a

)
ν(t+1)(b) ∝ ν(t)(b)1−ητ exp

(
−η[M⊤µ(t)]b

)
• η > 0: step size;
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Linear convergence of MWU

Theorem 6 ([Sokota et al., 2023])
Let ζ(t) = (µ(t), ν(t)) and τ > 0. Suppose that the initial policies have full
support and

0 < η ≤ τ

∥M∥2
∞ + τ2 .

Then, for all t ≥ 0, regularized MWU satisfies

KL
(
ζ⋆

τ ∥ ζ(t)) ≤ (1− ητ)tKL
(
ζ⋆

τ ∥ ζ(0)),
where KL

(
ζ⋆

τ ∥ ζ(t)) = KL
(
µ⋆

τ ∥µ(t))+ KL
(
ν⋆

τ ∥ ν(t)).
• Last-iterate convergence to QRE with a sufficiently small step size.
• Choosing η = τ/(∥M∥2

∞ + τ2) gives Õ(1 + ∥M∥2
∞/τ2) iterations to

reach ϵ-accuracy.
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Oscillation with larger learning rates

(x?, y?)

How do we fix the oscillation?
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Motivation: an implicit update method

Implicit update (IU) method
For t = 0, 1, · · · ,{

µ(t+1) ∝ [µ(t)]1−ητ exp
(
[Mν(t+1)]/τ

)ητ

ν(t+1) ∝ [ν(t)]1−ητ exp
(
−[M⊤µ(t+1)]/τ

)ητ

Let ζ(t) = (µ(t), ν(t)). This gives

⟨log ζ(t+1) − (1− ητ) log ζ(t) − ητ log ζ⋆
τ , ζ(t+1) − ζ⋆

τ ⟩ = 0,

which is equivalent to

(1− ητ)KL
(
ζ⋆

τ ∥ ζ(t)) = KL
(
ζ⋆

τ ∥ ζ(t+1))+ ητKL
(
ζ(t+1) ∥ ζ⋆

τ

)
+ (1− ητ)KL

(
ζ(t+1) ∥ ζ(t))
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Linear convergence of IU

For sufficiently small learning rate η, we have

(1− ητ)KL
(
ζ⋆

τ ∥ ζ(t)) ≥ KL
(
ζ⋆

τ ∥ ζ(t+1))+((((((((
ητKL

(
ζ(t+1) ∥ ζ⋆

τ

)
((((((((((((
+(1− ητ)KL

(
ζ(t+1) ∥ ζ(t))

Theorem 7 ([Cen et al., 2021])
Suppose that 0 < η ≤ 1/τ , then for all t ≥ 0,

KL
(
ζ⋆

τ ∥ ζ(t)) ≤ (1− ητ)tKL
(
ζ⋆

τ ∥ ζ(0)),
where KL

(
ζ⋆

τ ∥ ζ(t)) = KL
(
µ⋆

τ∥µ(t))+ KL
(
ν⋆

τ ∥ν(t)).
Can we make this practical?
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The PU method

Predictive update (PU) method
For t = 0, 1, · · · ,

1 extrapolate/predict:{
µ̄(t+1) ∝ [µ(t)]1−ητ exp

(
[Mν(t)]/τ

)ητ

ν̄(t+1) ∝ [ν(t)]1−ητ exp
(
−[M⊤µ(t)]/τ

)ητ

2 update: {
µ(t+1) ∝ [µ(t)]1−ητ exp

(
[Mν̄(t+1)]/τ

)ητ

ν(t+1) ∝ [ν(t)]1−ητ exp
(
−[M⊤µ̄(t+1)]/τ

)ητ
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The OMWU method

Optimistic multiplicative weights update (OMWU) method
For t = 0, 1, · · · ,

1 extrapolate/predict:{
µ̄(t+1) ∝ [µ(t)]1−ητ exp

(
[Mν̄(t)]/τ

)ητ

ν̄(t+1) ∝ [ν(t)]1−ητ exp
(
−[M⊤µ̄(t)]/τ

)ητ

2 update: {
µ(t+1) ∝ [µ(t)]1−ητ exp

(
[Mν̄(t+1)]/τ

)ητ

ν(t+1) ∝ [ν(t)]1−ητ exp
(
−[M⊤µ̄(t+1)]/τ

)ητ

These methods belong to the class of so-called extragradient methods
[Korpelevich, 1976].
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Linear convergence of PU/OMWU

• Let ζ(t) = (µ(t), ν(t)) and ζ̄(t) = (µ̄(t), ν̄(t)).

Theorem 8 ([Cen et al., 2021])
Suppose that the learning rates of PU and OMWU satisfy

ηPU ≤
1

τ + 2∥M∥∞
, and ηOMWU ≤ min

{
1

2τ + 2∥M∥∞
,

1
4∥M∥∞

}
.

Both methods achieve convergence in
• KL distance KL

(
ζ⋆

τ ∥ ζ(t)) ≤ ϵ,
• Entrywise distance of log-policies ∥ log ζ(t) − log ζ⋆

τ ∥∞ ≤ ϵ,
• Optimality gap

∣∣fτ (µ(t), ν(t))− fτ (µ⋆
τ , ν⋆

τ )
∣∣ ≤ ϵ,

• Duality gap max
µ′∈∆(A)

fτ (µ′, ν(t))− min
ν′∈∆(B)

fτ (µ(t), ν′) ≤ ϵ

within Õ( 1
ητ log 1

ϵ ) iterations.
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Last-iterate convergence

PU allows twice as large learning rates than OMWU, at a price of requiring
double gradient evaluation per iteration.
• Entropy-regularized matrix game: To get an ϵ-optimal solution to the

regularized problem (ϵ-QRE), the iteration complexity is at most

Õ

((
1 + ∥M∥∞

τ

)
log 1

ϵ

)
.

• Unregularized matrix game: To get an ϵ-optimal solution to the
unregularized problem (ϵ-NE), the iteration complexity is at most

Õ

(∥M∥∞

ϵ

)
.

No need to assume unique Nash equilibrium!
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Entropy regularization leads to linear convergence

M ∈ R100×100 with Ma,b ∼ U([−1, 1]) and η = 0.1
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τ = 0.01 #iterations = 1000

49



Policy optimization for two-player zero-sum
Markov game



Entropy regularization in MARL

…
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Promote the stochasticity of the policy pair using the “soft” value function:

V µ,ν
τ (s) := E

[
H∑

h=1

(
rt + τH(µt(·|st)− τH(νt(·|st)

) ∣∣∣ s0 = s

]
,

where H is the Shannon entropy, and τ ≥ 0 is the reg. parameter.

max
µ∈∆(A)|S|

min
ν∈∆(B)|S|

V µ,ν
τ (ρ)
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Quantal response equilibrium (QRE)

Quantal response equilibrium
([McKelvey and Palfrey, 1995])
The quantal response equilibrium (QRE) is the policy
pair (µ⋆

τ , ν⋆
τ ) that is the unique solution to

max
µ∈∆(A)|S|

min
ν∈∆(B)|S|

V µ,ν
τ (ρ).

Translating to an ϵ-NE: setting

τ ≍ Õ (ϵ/H) .
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Soft value iteration via nested-loop OMWU
Soft value iteration: for h = H, . . . , 1

Qh(s, a, b)←rh(s, a, b)+

· E
s′∼Ph(·|s,a,b)

[
max

µ
min

ν
µ(s′)⊤Qh+1(s′)ν(s′) + τH(µ(s′))− τH(ν(s′))︸ ︷︷ ︸

Entropy-regularized matrix game

]
,

where Qh(s) = [Qh(s, ·, ·)] ∈ RA×B .

Nested-loop approach:

Periodic value update Policy update via 
OMWU
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Qh  SVI(Qh+1)
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Convergence of the nested-loop approach

Theorem 9 ([Cen et al., 2021])
PU/OMWU with value iteration takes no more than

Õ

(
H3

ϵ

)
iterations

to find an ϵ-approximate NE of the unregularized MG.

• Dimension-free, last-iterate convergence.
• However, might not be easy to implement in practical online setting.
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A two-timescale single-loop approach?

Soft value iteration: for h = H, . . . , 1

Qh(s, a, b)←rh(s, a, b)+

· E
s′∼Ph(·|s,a,b)

[
max

µ
min

ν
µ(s′)⊤Qh+1(s′)ν(s′) + τH(µ(s′))− τH(ν(s′))︸ ︷︷ ︸

Entropy-regularized matrix game

]
,

where Qh(s) = [Qh(s, ·, ·)] ∈ RA×B .

Single-loop, two-timescale approach:

Smooth value update Policy update via 
OMWU
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Sublinear convergence in the episodic setting

Theorem 10 ([Cen et al., 2022])
The last-iterate of the two-timescale single-loop algorithm finds an ϵ-QRE in

Õ

(
H2

τ
log 1

ϵ

)
iterations, corresponding to Õ

(
H3

ϵ

)
iterations for finding an ϵ-NE.

• First last-iterate convergence result for the episodic setting.
• Almost dimension-free: independent of the size of the state-action

space.
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Aside: convergence in the discounted setting

Theorem 11 ([Cen et al., 2022])
For the infinite-horizon γ-discounted setting, the last-iterate of the
single-loop algorithm finds an ϵ-QRE in

Õ

(
S

(1− γ)4τ
log 1

ϵ

)
iterations, and in Õ

(
S

(1−γ)5ϵ

)
iterations for finding an ϵ-NE.

• The analysis is much more involved for the discounted setting.
• Open problem to further fasten the sample complexity especially

regarding the size of the state space S.
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