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Humungous state space

S ⇡ 2 · 10170
<latexit sha1_base64="+5jsu3unisLWEGQgX7hhPjYrqhM=">AAACAXicbVDLSsNAFJ3UV62vqBvBzWARXJWkCnVZ0IXLivYBTSyTyaQdOskMMxOxhLrxV9y4UMStf+HOv3HaZqGtBy4czrmXe+8JBKNKO863VVhaXlldK66XNja3tnfs3b2W4qnEpIk547ITIEUYTUhTU81IR0iC4oCRdjC8mPjteyIV5cmtHgnix6if0IhipI3Usw9uPCSE5A+w6uGQa+g6d5lbc8Y9u+xUnCngInFzUgY5Gj37yws5TmOSaMyQUl3XEdrPkNQUMzIueakiAuEh6pOuoQmKifKz6QdjeGyUEEZcmko0nKq/JzIUKzWKA9MZIz1Q895E/M/rpjo69zOaiFSTBM8WRSmDmsNJHDCkkmDNRoYgLKm5FeIBkghrE1rJhODOv7xIWtWKe1qpXp+V65d5HEVwCI7ACXBBDdTBFWiAJsDgETyDV/BmPVkv1rv1MWstWPnMPvgD6/MHmQSVsQ==</latexit>

Exploiting low-complexity model is essential for efficient RL!
• Save computation/space/data
• Generalize across state or states and actions
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Function approximation

Function approximation
The object of interest possesses some low-dimensional representation.

• value function
• Q-function
• transition kernel
• reward
• policy

• Parametric:
• Linear combinations of features
• Neural networks

• Nonparametric:
• Decision trees
• Nearest neighbors
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Policy evaluation with linear function
approximation



Linear V/Q function approximation

The value/Q function is a linear combination of features:

V (s;w) = ϕ(s)⊤w,

Q(s, a;w) = ψ(s, a)⊤v,

where
• ϕ(s) maps the state space S to Rd1 ;
• ψ(s, a) maps the state-action space S ×A to Rd2 ;
• w, v are the low-dimensional embeddings we wish to learn.

Typically, the number of features is much smaller than the dimension, i.e.

d1 ≪ |S|, d2 ≪ |S||A|.

We assume the feature maps are known.
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Feature selection

When the states/actions are numbers, function approximation for value
functions bears familiarity with that of interpolation and regression in
supervised learning.

State/action (velocity, position, etc.…)
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Example features: polynomials, Fourier basis, radial basis functions,...
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Incremental update with true value

Objective function:

J(w) = 1
2Es∼dπ

[
(V π(s)− V (s;w))2

]

︸ ︷︷ ︸
=:J(s;w)

= 1
2Es∼dπ

[(
V π(s)− ϕ(s)⊤w

)2]
,

which is quadratic w.r.t. w.
• Given access to V π(s), the stochastic gradient is evaluated as

∇wJ(s;w) = −
(
V π(s)− ϕ(s)⊤w

)
︸ ︷︷ ︸

approx. error

ϕ(s).

• Update the weight w via

w ← w − α∇wJ(s;w) = w + α
(
V π(s)− ϕ(s)⊤w

)
ϕ(s),

where α is the learning rate.
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Incremental update with target value

However, in reality, we do not have access to V π(s) (otherwise we won’t
need to learn!).

Instead: replace V π(s) by its target V π
target(s) from MC or TD.

J(w) = 1
2Es∼dπ

[(
V π

target(s)− ϕ(s)⊤w
)2]

︸ ︷︷ ︸
=:J(s;w)

,

Update the weight w via

w ← w − α∇wJ(s;w) = w + α
(
V π

target(s)− ϕ(s)⊤w
)
ϕ(s),

where α is the learning rate.
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Examples of different targets

• In MC, use the return Gt

w ← w + α
(
Gt − ϕ(s)⊤w

)
ϕ(s)

• In TD(0), use the TD target rt + γV (st+1, w) = rt + γϕ(st+1)⊤w

w ← w + α
(
rt + γϕ(st+1)⊤w − ϕ(st)⊤w

)
ϕ(st)

• In TD(λ), use the λ-return Gλ
t

w ← w + α
(
Gλ

t − ϕ(s)⊤w
)
ϕ(s)

These are “semi-gradient” methods, since we only consider the gradient of
the function approximator, not the target.
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Beyond linear function approximation

Objective function:

J(w) = 1
2Es∼dπ

[
(V π(s)− V (s;w))2

]

︸ ︷︷ ︸
=:J(s;w)

,

where V (s;w) is a differentiable function approximator.

• Given access to V π(s), the stochastic gradient is evaluated as

∇wJ(s;w) = (V π(s)− V (s;w))︸ ︷︷ ︸
approx. error

∇wV (s;w).

• Update the weight w via

w ← w − α∇wJ(s;w) = w + α (V π(s)− V (s;w))∇wV (s;w),

where α is the learning rate.
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TD-Gammon

— [Tesauro, 1995]

• Value network: three-layer neural network
• Self-play: millions of games played against itself
• Beat the best human player of backgammon at the time
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Online RL with ϵ-greedy exploration
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Online RL
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Exploration under an adaptive policy:
• trial-and-error

• sequential and online

• using samples

13



Model-free policy iteration?

Policy iteration

evaluate

evaluate

gree
dy

gre
edy

⇡(0)

⇡(1)

⇡(2)
...

Q⇡(0)

Q⇡(1)

Q?

⇡?

Can we run policy iteration using
samples?

• We can perform the step of policy
evaluation via Monte Carlo or
TD-learning.

• However, when π(t) is deterministic,
can only evaluate Qπ(t)(s, a) for
a = π(t)(s) following policy π(t).

• Need to perform exploration!
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ϵ-greedy exploration

• With probability 1− ϵ choose the greedy action
• With probability ϵ choose an action at random

π(a|s) =
{
ϵ/|A|+ 1− ϵ if a⋆ = arg maxa∈A Q(s, a)

ϵ/|A| otherwise

Theorem 1
For any ϵ-greedy policy π, the ϵ-greedy policy π′ with respect to Qπ is an
improvement, i.e. V π′(s) ≥ V π(s), ∀s ∈ S.

• assumes exact policy evaluation
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Proof of greedy policy improvement

Proof: Let m = |A|.

Qπ(s, π′(s)) =
∑

a∈A
π′(a|s)Qπ(s, a)

= ϵ

m

∑

a∈A
Qπ(s, a) + (1− ϵ) max

a∈A
Qπ(s, a)

≥ ϵ

m

∑

a∈A
Qπ(s, a) + (1− ϵ)

∑

a∈A

π(a|s)− ϵ/m
1− ϵ Qπ(s, a)

=
∑

a∈A
π(a|s)Qπ(s, a) = V π(s).

Therefore, by the policy improvement lemma, V π′(s) ≥ V π(s).
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Generalized policy iteration

Policy iteration

evaluate

evaluate

gree
dy

gre
edy

⇡(0)

⇡(1)

⇡(2)
...

Q⇡(0)

Q⇡(1)

Q?

⇡?

Greedy policy iteration

evaluate

evaluate

𝜀!-g
reed

y

𝜀"-g
ree

dy

⇡(0)

⇡(1)

⇡(2)
...

Q⇡(0)

Q⇡(1)

Does greedy policy iteration converge to the optimal Q-function/policy,
particularly when using samples?
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Monte Carlo, Sarsa and Q-learning with GLIE
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Greedy in the Limit with Infinite Exploration (GLIE)

Definition 2 (GLIE)
• Infinite exploration. All state-action pairs are explored infinitely many

times,
lim

k→∞
Nk(s, a) =∞

• Greedy in the limit. The policy converges on a greedy policy,

lim
k→∞

πk(a|s) = I(a = argmax
a′∈A

Qk(s, a′))

• ϵ-greedy is GLIE with ϵk = 1/k.
• Boltzmann exploration is GLIE: πk(a|s) ∝ eβk(s)Qk(s,a) for appropriate

choice of βk(s) [Singh et al., 2000].

19



GLIE Monte-Carlo control

Monte-Carlo control requires episodic environment (since it works only with
complete sequences).

1 Sample a new episode using π;

2 Update the Q-estimate using Monte-Carlo;

3 Update policy π using Q, e.g., ε-greedy.

Theorem 3
GLIE Monte-Carlo control converges to the optimal Q-function:

Q(s, a)→ Q⋆(s, a).
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Using bootstrapping for policy evaluation

TD has several advantages over Monte-Carlo (MC):
• Lower variance
• Online
• Incomplete sequences

Natural idea: use TD instead of MC for policy evaluation
• apply TD to Q(s, a)
• use ϵ-greedy policy improvement
• update every time step (we don’t need to wait for TD to converge)
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Sarsa for on-policy Q-update

s0
<latexit sha1_base64="XA/zRM7AzWpR16LPvGBB5eadRlA=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahgpTdUtRj0YvHCvYD2qVk02wbm02WJCuUpf/BiwdFvPp/vPlvTNs9aOuDgcd7M8zMC2LOtHHdbye3tr6xuZXfLuzs7u0fFA+PWlomitAmkVyqToA15UzQpmGG006sKI4CTtvB+Hbmt5+o0kyKBzOJqR/hoWAhI9hYqaXK+gKf94slt+LOgVaJl5ESZGj0i1+9gSRJRIUhHGvd9dzY+ClWhhFOp4VeommMyRgPaddSgSOq/XR+7RSdWWWAQqlsCYPm6u+JFEdaT6LAdkbYjPSyNxP/87qJCa/9lIk4MVSQxaIw4chINHsdDZiixPCJJZgoZm9FZIQVJsYGVLAheMsvr5JWteJdVmr3tVL9JosjDydwCmXw4ArqcAcNaAKBR3iGV3hzpPPivDsfi9ack80cwx84nz+cdI6C</latexit>

r(s, a)

<latexit sha1_base64="lFjwqHJZpWTIzRhoa7vW+jGvt2E=">AAAB6XicbVDLSgNBEOz1GeMr6tHLYBA9hV3xdQx68RjFPCBZwuxkNhkyO7vM9AphyR948aCIV//Im3/jJNmDJhY0FFXddHcFiRQGXffbWVpeWV1bL2wUN7e2d3ZLe/sNE6ea8TqLZaxbATVcCsXrKFDyVqI5jQLJm8HwduI3n7g2IlaPOEq4H9G+EqFgFK30QE+6pbJbcacgi8TLSRly1Lqlr04vZmnEFTJJjWl7boJ+RjUKJvm42EkNTygb0j5vW6poxI2fTS8dk2Or9EgYa1sKyVT9PZHRyJhRFNjOiOLAzHsT8T+vnWJ47WdCJSlyxWaLwlQSjMnkbdITmjOUI0so08LeStiAasrQhlO0IXjzLy+SxlnFu6xc3J+Xqzd5HAU4hCM4BQ+uoAp3UIM6MAjhGV7hzRk6L8678zFrXXLymQP4A+fzBycNjSA=</latexit>

a0

<latexit sha1_base64="VpLs+S7i8PSUchoT4cNt85xPDss=">AAAB73icbVDLSsNAFL2pr1pfUZduBou0gpREfC2Lbly2YB/QhjKZTtqhk0mcmQgl9CfcuFDErb/jzr9x2mahrQcuHM65l3vv8WPOlHacbyu3srq2vpHfLGxt7+zu2fsHTRUlktAGiXgk2z5WlDNBG5ppTtuxpDj0OW35o7up33qiUrFIPOhxTL0QDwQLGMHaSO16WZXOcOm0ZxedijMDWiZuRoqQodazv7r9iCQhFZpwrFTHdWLtpVhqRjidFLqJojEmIzygHUMFDqny0tm9E3RilD4KImlKaDRTf0+kOFRqHPqmM8R6qBa9qfif10l0cOOlTMSJpoLMFwUJRzpC0+dRn0lKNB8bgolk5lZEhlhiok1EBROCu/jyMmmeV9yrymX9oli9zeLIwxEcQxlcuIYq3EMNGkCAwzO8wpv1aL1Y79bHvDVnZTOH8AfW5w8tao7E</latexit>

Q(s0, a0)
<latexit sha1_base64="8EQW+7nabHPLnNxtKFRSH0g2Z2s=">AAAB7XicbVDLSgNBEOyNrxhfUY9eBoMQQcKu+DoGvXhMwDwgWcLsZDYZMzuzzMwKYck/ePGgiFf/x5t/4yTZgyYWNBRV3XR3BTFn2rjut5NbWV1b38hvFra2d3b3ivsHTS0TRWiDSC5VO8CaciZowzDDaTtWFEcBp61gdDf1W09UaSbFgxnH1I/wQLCQEWys1KyX9Rk+7RVLbsWdAS0TLyMlyFDrFb+6fUmSiApDONa647mx8VOsDCOcTgrdRNMYkxEe0I6lAkdU++ns2gk6sUofhVLZEgbN1N8TKY60HkeB7YywGepFbyr+53USE974KRNxYqgg80VhwpGRaPo66jNFieFjSzBRzN6KyBArTIwNqGBD8BZfXibN84p3VbmsX5Sqt1kceTiCYyiDB9dQhXuoQQMIPMIzvMKbI50X5935mLfmnGzmEP7A+fwBah2OYg==</latexit>

Q(s, a)

s, a

On-policy Q-update:

Q(s, a)←− Q(s, a) + α
(
r(s, a) + γQ(s′, a′)︸ ︷︷ ︸

target

−Q(s, a)
)

• The name comes from updating using a 5-tuple: (s, a, r, s′, a′).
• The method is an on-policy method because it tries to learn about

policy π from experience sampled from π.
• Can combine TD(λ) in Sarsa for the target part.
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Sarsa for on-policy control

1 Initial phase: initialization Q(s, a) arbitrarily. Set Q(s, ·) = 0 if s is a
terminal state. Initial state s and initial policy π (e.g., uniform).

2 For each round t = 1, 2, . . .:
• Choose a ∼ π(·|s) for the current state s;

• Take action a, observe r = r(s, a) and next state s′;

• Choose a′ ∼ π(·|s′) from the next state s′ and update the Q-value

Q(s, a)←− Q(s, a) + αt

(
r(s, a) + γQ(s′, a′)−Q(s, a)

)

• s← s′, a← a′.

• Update policy π using Q, e.g., ε-greedy.

Repeat this for every episode if in an episodic environment.
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SARSA with linear function approximation

• Approximate the on-policy Q-function with

Q(s, a;w) = ψ(s, a)⊤v,

• Policy evaluation: apply TD(0) to update the weight

vt+1 ← vt + α
(
rt + γψ(st+1, at+1)⊤vt − ψ(st, at)⊤vt

)
ψ(st, at)

• Policy improvement: ϵ-greedy policy improvement.
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Q-learning for off-policy Q-update

s0
<latexit sha1_base64="XA/zRM7AzWpR16LPvGBB5eadRlA=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahgpTdUtRj0YvHCvYD2qVk02wbm02WJCuUpf/BiwdFvPp/vPlvTNs9aOuDgcd7M8zMC2LOtHHdbye3tr6xuZXfLuzs7u0fFA+PWlomitAmkVyqToA15UzQpmGG006sKI4CTtvB+Hbmt5+o0kyKBzOJqR/hoWAhI9hYqaXK+gKf94slt+LOgVaJl5ESZGj0i1+9gSRJRIUhHGvd9dzY+ClWhhFOp4VeommMyRgPaddSgSOq/XR+7RSdWWWAQqlsCYPm6u+JFEdaT6LAdkbYjPSyNxP/87qJCa/9lIk4MVSQxaIw4chINHsdDZiixPCJJZgoZm9FZIQVJsYGVLAheMsvr5JWteJdVmr3tVL9JosjDydwCmXw4ArqcAcNaAKBR3iGV3hzpPPivDsfi9ack80cwx84nz+cdI6C</latexit>
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max
a02A

Q(s0, a0)

Off-policy Q-update:

Q(s, a)←− Q(s, a) + αt

(
r(s, a) + γmax

a′∈A
Q(s′, a′)

︸ ︷︷ ︸
target

−Q(s, a)
)

• The method is an off-policy method because it tries to learn about an
improved policy from experience sampled from π.
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Q-learning for off-policy control

1 Initial phase: initialization Q(s, a) arbitrarily. Set Q(s, ·) = 0 if s is a
terminal state. Initial state s and initial policy π (e.g., uniform).

2 For each round t = 1, 2, . . .:
• Choose a ∼ π(·|s) for the current state s;

• Take action a, observe r = r(s, a) and next state s′;

• Update the Q-value

Q(s, a)←− Q(s, a) + αt

(
r(s, a) + γ max

a′∈A
Q(s′, a′)−Q(s, a)

)

• s← s′.

• Update policy π using Q, e.g., ε-greedy.

Repeat this for every episode if in an episodic environment.
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Q-learning with linear function approximation

• Approximate the off-policy Q-function with

Q(s, a;w) = ψ(s, a)⊤v,

• Policy evaluation: using Q-learning target to update the weight

vt+1 ← vt + α
(
rt + γmax

a
ψ(st+1, a)⊤vt − ψ(st, at)⊤vt

)
ψ(st, at)

• Policy improvement: ϵ-greedy policy improvement
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Convergence of Sarsa/Q-learning with GLIE

Theorem 4 ([Singh et al., 2000])
Sarsa/Q-learning converges to the optimal action-value function,
Q(s, a)→ Q⋆(s, a), under the following conditions:
• GLIE sequence of policies πt(a|s);
• Robbins-Monro sequence of learning-rates

∞∑

t=1
αt =∞,

∞∑

t=1
α2

t <∞

• Due to GLIE, the policy will also converge to the optimal policy.
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Case study: Q-learning versus Sarsa

Figure credit: Sutton and Barto
Cliff walking:
• undiscounted, episodic task, with start and goal states, and the usual

actions causing movement up, down, right, and left.
• Reward is −1 on all transitions except “The Cliff”. Stepping into this

region incurs a reward of −100 and sends the agent instantly back to
the start.

29



Case study: Q-learning versus Sarsa
Both are executed with ϵ-greedy policy, ϵ = 0.1.

• Q-learning learns the optimal policy but results in its occasionally falling
off the cliff because of the “ϵ-greedy” action selection.

• Sarsa takes the action selection into account and learns the longer but
safer path through the upper part of the grid.
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Double Q-learning with GLIE
1 Initial phase: initialization Q1, Q2 arbitrarily. Initial state s and initial

policy π (e.g., uniform).
2 For each round t = 1, 2, . . .:

• Choose a ∼ π(·|s) for the current state s;
• Take action a, observe r = r(s, a) and next state s′;
• Update the Q-value using one of the following randomly

Q1(s, a)← Q1(s, a) + αt

(
r(s, a) + γQ2(s, argmax

a∈A
Q1(s′, a))−Q1(s, a)

)
,

or

Q2(s, a)← Q2(s, a) + αt

(
r(s, a) + γQ1(s, argmax

a∈A
Q2(s′, a))−Q2(s, a)

)
.

• s← s′.
• Update policy π using (Q1 + Q2)/2, e.g., ε-greedy.

Repeat this for every episode if in an episodic environment.
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Mitigating overestimation via double Q-learning

• Q-learning initially learns to take the left action much more often than
the right action,and always takes it significantly more often than the 5%
minimum probability enforced by ϵ-greedy action selection with ϵ = 0.1.

• Double Q-learning is essentially unaffected by the overestimation bias.
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The deadly triad



Off-policy evaluation

Sometimes we are interested in evaluating policy π different from behavior
policy µ.
• Learn from observing humans or

other agents
• Re-use experience generated from

old policies
• Learn about optimal policy while

following exploratory policy
• Learn about multiple policies

while following one policy

Can we adapt our ideas so far to off-policy evaluation?
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Importance sampling

Evaluate an expectation using samples from another distribution. Assume
Q(x) > 0 whenever P (x) > 0.

EX∼P [f(X)] =
∑

P (X)f(X)

=
∑

Q(X)P (X)
Q(X)f(X)

= EX∼Q

[
P (X)
Q(X)f(X)

]

• The importance weights: P (X)
Q(X)

• For policy evaluation, P and Q describe trajectories under π and µ.
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Importance sampling for off-policy Monte Carlo

Multiply corrections through the last action before terminal state sT :

G
π/µ
t = π(at|st)

µ(at|st)
π(at+1|st+1)
µ(at+1|st+1) · · ·

π(aT −1|sT −1)
µ(aT −1|sT −1)Gt

Update value towards corrected return:

V (st)← V (st) + α
(
G

π/µ
t − V (st)

)

• High variance when π(a|s)
µ(a|s) is large

• Requires µ(a|s) > 0 whenever π(a|s) > 0 on target-policy trajectories.
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Importance sampling for off-policy TD

• Weight TD target by importance sampling [Precup et al., 2001]

V (st)←− V (st) + α
(π(at|st)
µ(at|st)

(rt + γV (st+1))− V (st)
)

• Uses a single-step ratio, which can reduce variance relative to
full-episode weighting.
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Off-policy TD(0) with function approximation

J(w) = 1
2Es∼dπ

[
(V π(s)− V (s;w))2

]

︸ ︷︷ ︸
=:J(s;w)

= 1
2Es∼dπ

[(
V π(s)− ϕ(s)⊤w

)2]
.

• Using the TD target rt + γV (st+1, w) = rt + γϕ(st+1)⊤w, the
semi-gradient is evaluated as

∇wJ(st;w) = −
(
rt + γϕ(st+1)⊤w − ϕ(st)⊤w

)
︸ ︷︷ ︸

TD error δt

ϕ(st).

• Update the weight w via

wt+1 = wt − αt
π(at|st)
πb(at|st)︸ ︷︷ ︸

=:ρt

∇wJ(st;w) = wt + αtρtδtϕ(st).
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Off-policy TD(0) might diverge
Intuition: only one action is available, and it results deterministically in a
transition to the second state with a reward of 0 [Sutton and Barto, 2018]:

• The linear function approximation assumes the value takes the form

[w, 2w] with ϕ(left) = 1, ϕ(right) = 2.

• For one transition from left state to right state, we have

δt = rt + γV (right)− V (left) = γ2wt − wt = (2γ − 1)wt,

ρt = 1.

• The off-policy TD(0) updates

wt+1 = wt + αtρtδtϕ(left) = (1 + αt(2γ − 1))wt.

Diverges whenever γ > 1/2 for any αt > 0 if we do this over and over!
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Baird’s example

Figure source: [Sutton and Barto, 2018]
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Baird’s example explained

• 7 states, feature dimension = 8!!!
• The set of features is linearly independent, e.g.

ϕ(1) = [2, 0, 0, 0, 0, 0, 0, 1]⊤

• The true value function is

V π(s) = 0, which can be exactly approximated by w = 0.

• The behavior policy πb offers a path to skip the absorbing state 8 of π,
creating a path mimicking our intuition earlier (focusing on w8).

• We will be okay with on-policy evaluation.
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Numerical divergence on Baird’s example

Figure source: [Sutton and Barto, 2018]
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The deadly triad

The risk of divergence arises whenever we combine:

Richard Sutton
• Function approximation:

significantly generalizing from large numbers of examples

• Bootstrapping:
learning value estimates from other value estimates, as in dynamic
programming and temporal-difference learning

• Off-policy learning:
learning about a policy from data not due to that policy, as in
Q-learning, where we learn about the greedy policy from data with a
necessarily more exploratory policy

Any two without the third is okay.
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Possible remedies

• More careful algorithm designs [Sutton et al., 2009]:
• Gradient TD (GTD)
• TD with gradient correction (TDC)
• Emphatic TD [Sutton et al., 2016], etc...

• Using a target network [Mnih et al., 2015, Zhang et al., 2021]:

f(st, at; v) = 1
2

(
rt + γmax

a
Qtarget(st+1, a; v)−Q(st, at; v)

)2

• Target network Qtarget: periodically synced by the value network.
• Value network Q: updated via gradient methods.

A key ingredients in (double) deep Q-learning (DQN).
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Online RL with UCB-based exploration
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Finite-horizon nonstationary MDPs

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

agent environment st at st+1 rt+1 reward state action

1
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sh+1 ⇠ Ph(·|sh, ah)
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• H: horizon length
• S: state space with size S • A: action space with size A
• rh(sh, ah) ∈ [0, 1]: immediate reward in step h
• π = {πh}H

h=1: policy (or action selection rule)
• Ph(· | s, a): transition probabilities in step h
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Online RL: interacting with real environments

Sequentially execute MDP for K episodes, each consisting of H steps
— sample size: T = KH

... ... ...
⌧1 = {s1

h, a1
h, r1

h}H
h=1
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Regret: gap between learned policy & optimal policy
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Performance metric: given initial states {sk
1}K

k=1︸ ︷︷ ︸
chosen by nature/adversary

, define

Regret(T ) :=
K∑

k=1

(
V ⋆

1 (sk
1)− V πk

1 (sk
1)

)
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Regret lower bounds

Theorem 5 ([Domingues et al., 2021])
For any algorithm, there exists an episodic MDP Mπ whose transitions
depend on the stage h, such that for T ≥ H2SA,

E[Regret(T )] ≥ 1
48
√

6
√
H2SAT .

• Ignoring other factors, the regret is at least

Ω
(√

T
)
.

• The bound also reflects the impact of horizon length H and size of the
state-action space SA. Note that the value function is on the order of
H, so the “normalized” regret scales as

E[Regret(T )]
H

≳
√
SAT =

√
SAHK.
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Construction of hard MDP

• Recall that the regret lower bound for an n-arm bandit (with normalized
reward) is Ω(

√
nT ).

• It amounts to find a hard MDP that operates like a HSA-arm bandit
(with reward ∼ H).

Illustration of the hard MDP when S = 4. Taking H̄ = Θ(H).

waiting 
state

good state: collecting 
reward after certain step

bad state: 
no reward

gate state

good action at a 
specific step

— Figure credit: [Domingues et al., 2021]
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Can we design algorithms that achieve near-optimal regret?



Model-based RL with UCB exploration
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Online RL with model-based approach

original MDP: (P, r) empirical MDP: ( bP , r)

perturbed empirical MDP: ( bP , rp)

⇡? b⇡? b⇡?
p

planning oracle

1

original MDP: (P, r) empirical MDP: ( bP , r)

perturbed empirical MDP: ( bP , rp)

⇡? b⇡? b⇡?
p

planning oracle

1

Two approaches

Model-based approach (“plug-in”)
1. build empirical estimate ‚P for P
2. planning based on empirical ‚P

Model-free approach (e.g. Q-learning, SARSA)
— learning w/o constructing model explicitly

original MDP empirical MDP perturbed empirical MDP
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• Use all the previous data to estimate transitions (empirical frequencies)
• Apply planning (e.g., value iteration) on the estimated model to learn an

updated policy for the next episode

How to balance exploration and exploitation in this framework?

53



UCB-VI: ideas

Motivated by the bandit UCB algorithm, [Azar et al., 2017] introduced upper
confidence bound (UCB) into value iteration (VI).

• Original VI: Backtrack h = H,H − 1, . . . , 1:

Qh(s, a)← rh(sh, ah)︸ ︷︷ ︸
immediate reward

+ P̂h,s,aVh+1︸ ︷︷ ︸
next step’s value

,

Vh(s)← max
a∈A

Qh(s, a),

where Es′∼Ph(·|s,a)Vh+1(s′) = Ph,s,aVh+1 and P̂h,s,a is the empirical
estimate of Ph,s,a.

• Exploitation, but no exploration.
• Adding the UCB to Qh(s, a) similar to the bandit UCB algorithm.
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UCB-VI: uncertainty quantification

Uncertainty in the next-step value P̂h,s,aVh+1: recall that by Hoeffding’s
inequality and union bound, with probability at least 1− δ,

∥∥∥
(
P̂h,s,a − Ph,s,a

)
V ⋆

h+1

∥∥∥
∞

≲

√
H2ι

Nh(s, a) ,

where Nh(s, a) is number of visits in (s, a) at step h.

Optimistic VI: run VI using rewards {rh(sh, ah) + bh(sh, ah)}

Qh(s, a)← min
{
H − h+ 1, rh(sh, ah)︸ ︷︷ ︸

immediate reward

+ P̂h,s,aVh+1︸ ︷︷ ︸
next step’s value

+ bh(sh, ah)︸ ︷︷ ︸
bonus

}
,

Vh(s)← max
a∈A

Qh(s, a),

where the bonus is bh(sh, ah) ≍
√

H2ι
Nh(s,a) .

55



UCB-VI: algorithm

For each episode k:
1 Backtrack h = H,H − 1, . . . , 1: run optimistic value iteration

Qh(s, a)← min
{
H − h+ 1, rh(sh, ah)︸ ︷︷ ︸

immediate reward

+ P̂h,s,aVh+1︸ ︷︷ ︸
next step’s value

+ bh(sh, ah)︸ ︷︷ ︸
bonus

}
,

Vh(s)← max
a∈A

Qh(s, a),

2 Forward h = 1, . . . ,H: take action according to the greedy policy

πh(s)← argmax
a∈A

Qh(s, a)

and collect {sh, ah, rh}H
h=1.
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Optimism in the face of uncertainty

Lemma 6 (Optimism)
With probability at least 1− δ, it follows

Qk
h(s, a) ≥ Q⋆

h(s, a), V k
h (s) ≥ V ⋆

h (s)

for all (k, h, s, a).

Optimism in the face of uncertainty:
acting according to Qk

h(s, a), which is an
upper bound of the true Q⋆

h(s, a).
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Regret bound of UCB-VI with Hoeffding bonus

Theorem 7 ([Azar et al., 2017])
Let δ ∈ (0, 1). With probability at least 1− δ, the regret of UCB-VI with
Hoeffding bonus satisfies

Regret(T ) ≲
√
H3SATι+H3S2Aι3,

where ι = log(HSAT/δ).

• The regret bound scales as
√
H3SAT as soon as T ≳ H3S3A︸ ︷︷ ︸

burn-in cost

.

which is sub-optimal by a factor of
√
H.

• By the optimism principle, the regret is bounded by

Regret(T ) =
K∑

k=1

(
V ⋆

1 (sk
1)− V πk

1 (sk
1)

)
≤

K∑

k=1

(
V k

1 (sk
1)− V πk

1 (sk
1)

)
.

Tighter UCB leads to smaller regret. 58



Q-learning with UCB exploration
UCB-Q [Jin et al., 2018] modifies classical Q-learning with exploration bonus:
at the transition (sh, ah, sh+1)

Qh(sh, ah)← (1− αt)Qh(sh, ah) + αt (r(sh, ah) + Vh+1(sh+1))︸ ︷︷ ︸
classical Q-learning

+ αtbh(sh, ah)︸ ︷︷ ︸
bonus

• Using Hoeffding-type bonus to ensure the optimism property:

bh(s, a) ≍

√
H3ι

Nh(s, a)

Large variability in stochastic update rules.

• Rescaled linear learning rates:

αt = H + 1
H + t

, t = Nh(s, a)
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UCB-Q: algorithm with Hoeffding bonus

For each episode k:
1 For h = 1, . . . ,H:

1 Take action according to the greedy policy πh(s) = argmaxa∈A Qh(s, a)
and observe sh+1;

2 Update the count t = Nh(sh, ah)← Nh(sh, ah) + 1;
3 Compute the bonus bh(sh, ah);
4 Update the visited entry of Q-function:

Qh(sh, ah)← (1− αt)Qh(sh, ah) + αt (r(sh, ah) + Vh+1(sh+1))︸ ︷︷ ︸
classical Q-learning

+ αtbh(sh, ah)︸ ︷︷ ︸
bonus

5 Update value function:

Vh(sh)← min{H − h + 1, max
a

Qh(sh, a)}.
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Regret bound of UCB-Q with Hoeffding bonus

Theorem 8 ([Jin et al., 2018])
Let δ ∈ (0, 1). With probability at least 1− δ, the regret of UCB-Q with
Hoeffding bonus satisfies

Regret(T ) ≲
√
H4SATι,

where ι = log(HSAT/δ).

• The regret bound √
H4SAT

is sub-optimal by a factor of H. No burn-in cost!

• Can be improved to
√
H3SAT by using variance-aware concentration

bounds (i.e., Bernstein inequality) to construct the UCB.
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