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Planning: when the MDP model is known
Two approaches

Model-based approach (“plug-in”)
1. build empirical estimate ‚P for P
2. planning based on empirical ‚P

Model-free approach (e.g. Q-learning, SARSA)
— learning w/o constructing model explicitly

truth: P r empirical ‚P perburbed reward: r
‚P r ‚P
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Planning: find the optimal policy π⋆ given MDP specification
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Reinforcement learning (RL)

agent environment st at st+1 rt
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In other words, within t = [T0, 2T0], the stepsize coincides with ours. And note
that T0 is our sample complexity. P
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Learning: learn a desired policy from samples w/o model specification
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Two approaches to RL

Model-based approach (“plug-in”)
1. build an empirical estimate P̂ for P

2. planning based on empirical P̂

Model-free approach
— learning w/o constructing model explicitly
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A taxonomy of RL approaches

—Credit: David Silver’s slide
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RL with a generative model
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Motivation: study sample efficiency

Collecting data samples might be expensive or time-consuming

clinical trials autonomous driving online ads

Understand and design of sample-efficient RL algorithms!
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Data source in RL

Exploration
Sample trajectory and behavior policy

(s, a) sÕ P (·|s, a) generative model

Observed: {st, at, rt}Œ
t=0¸ ˚˙ ˝

Markovian trajectory

generated by behavior policy fib

Goal: estimate optimal value function V ı based on sample trajectory

Key quantities of sample trajectory
• minimum state-action occupancy probability

µmin := min µfib(s, a)¸ ˚˙ ˝
stationary distribution• mixing time: tmix
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generative modelonline RLoffline RL

The capability of exploration increases from left to right.

This lecture: generative model / simulator
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RL with a generative model / simulator

— [Kearns and Singh, 1999]

Protocol: for any state-action pair (s, a), we can probe the simulator to
output the next state s′.

We focus on the transition kernel and assume the reward is known or fixed,
since the transition kernel captures the harder aspect of the problem.
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RL with a generative model / simulator
— [Kearns and Singh, 1999]

For each state-action pair (s, a), collect N samples

{(s, a, s′
(i))}1≤i≤N

Question: How many samples are necessary and sufficient to solve the RL
problem without worrying about exploration?

10



Model estimation under the generative model

For each (s, a), collect N independent samples {(s, a, s′
(i))}1≤i≤N

Empirical estimates: estimate P̂ (s′|s, a) by 1
N

N∑

i=1
1{s′

(i) = s′}
︸ ︷︷ ︸

empirical frequency
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Model-based (plug-in) estimator
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Run planning algorithms based on the empirical MDP
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Questions

ℓ∞-sample complexity: how many samples are required for
1) evaluate an ε-accurate policy︸ ︷︷ ︸

∀s: |V̂ π(s)−V π(s)|≤ε

?

2) learn an ε-optimal policy︸ ︷︷ ︸
∀s: V π̂(s)≥V ⋆(s)−ε

?
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Model-based policy evaluation
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Minimax lower bound

Theorem 1 (minimax lower bound; [Pananjady and Wainwright, 2020])
Fix a policy π. For all ε ∈ [0, 1

1−γ ), there exists some MDP such that the
total number of samples need to be at least

Ω̃
( |S||A|

(1− γ)3ε2

)

to achieve ∥Q̂−Qπ∥∞ ≤ ε, where Q̂ is the output of any RL algorithm.

• Consider the relative accuracy εrel by setting ε := εrel
1−γ , the lower bound

can be equivalently expressed as

Ω̃
( |S||A|

(1− γ)ε2
rel

)
.

• much smaller than the model dimension |S|2|A| — hint at the
possibility of evaluating the policy without estimating the model reliably!
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Challenges in the sample-starved regime

truth: P ∈ R|S||A|×|S| empirical estimate: P̂

• Can’t recover P faithfully if sample size ≪ |S|2|A|!
• Can we trust our policy estimate when reliable model estimation is

infeasible?
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Recall: Bellman’s consistency equation

• V π / Qπ: value / action-value function under policy π

Bellman’s consistency equation

V π(s) = Ea∼π(·|s)
[
Qπ(s, a)

]

Qπ(s, a) = r(s, a)︸ ︷︷ ︸
immediate reward

+ γ E
s′∼P (·|s,a)

[
V π(s′)︸ ︷︷ ︸

next state’s value

]

The value/Q function can be decomposed into two
parts:
• immediate reward E [r(s, a)]
• discounted value of at the successor state

γEs′∼P (·|s,a)V (s′)
Richard Bellman

17



Policy evaluation for state-action function

Matrix-vector representation:

Qπ(s, a) = r(s, a) + γ E
s′∼P (·|s,a),a′∼π(·|s′)

[Qπ(s′, a′)]

⇕
Qπ = r + γP πQπ

⇕
Qπ = (I − γP π)−1r

• Here, P π is the state-action transition matrix induced by π, namely,

P π(s′, a′|s, a) = P (s′|s, a)π(a′|s′).

18



Sample complexity for plug-in policy evaluation
Model-based plug-in estimate:

Q̂π = (I − γP̂ π)−1r

Theorem 2 ([Li et al., 2024b])

Fix any policy π. For 0 < ε ≤ 1
1−γ , the plug-in estimator Q̂π obeys

∥Q̂π −Qπ∥∞ ≤ ε

with sample complexity at most

Õ
( |S||A|

(1− γ)3ε2

)

• Minimax optimal for all ε, improving upon prior analyses that only allow
limited sample size [Azar et al., 2013, Pananjady and Wainwright, 2020].

• This is important in the most sample-limited regime, so we can say
something as soon as N ≳ |S||A|

(1−γ) .
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Analysis: crude idea

• We’ll demonstrate a crude version based on Hoeffding’s inequality.

Qπ = (I − γP π)−1r, Q̂π = (I − γP̂ π)−1r

Useful expansion:

Q̂π −Qπ = (I − γP̂ π)−1r − (I − γP π)−1r

= (I − γP̂ π)−1
(

(I − γP π)− (I − γP̂ π)
)

Qπ

= γ
(
I − γP̂ π

)−1(
P̂ π − P π

)
Qπ

= γ
(
I − γP̂ π

)−1(
P̂ − P

)
V π.
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Analysis: Hoeffding’s inequality
By Hoeffding’s inequality and union bound, with probability at least 1− δ,

∥∥∥
(
P̂ − P

)
V π

∥∥∥
∞
≤

√
2 log(2|S||A|/δ)

N(1− γ)2 .

Then, using
(
I − γP̂ π

)−1 =
∑∞

i=0 γi
(
P̂ π

)i,

∥∥∥γ
(
I − γP̂ π

)−1(
P̂ − P

)
V π

∥∥∥
∞
≤ γ

∞∑

i=0
γi

∥∥∥
(
P̂ π

)i(
P̂ − P

)
V π

∥∥∥
∞

≤ γ

∞∑

i=0
γi

∥∥∥
(
P̂ − P

)
V π

∥∥∥
∞

≤ γ

1− γ

∥∥∥
(
P̂ − P

)
V π

∥∥∥
∞
≤ γ

√
2 log(2|S||A|/δ)

N(1− γ)4 .

This gives a fourth-order dependency with 1
1−γ .
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Analysis: variance control + a peeling argument

• Better concentration with variance control: Bernstein’s inequality
• Going beyond the 1st-order error expansion

Q̂π −Qπ = γ
(
I − γP π

)−1(
P̂ π − P π

)
Q̂π

Instead: higher-order expansion −→ tighter control

Q̂π −Qπ = γ
(
I − γP π

)−1(
P̂ π − P π

)
Qπ+

+ γ2
(

(I − γP π
)−1(

P̂ π − P π)
)2

Qπ

+ γ3
(

(I − γP π
)−1(

P̂ π − P π)
)3

Qπ

+ . . .
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Model-based policy learning
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Minimax lower bound

Theorem 3 (minimax lower bound; [Azar et al., 2013])
For all ε ∈ [0, 1

1−γ ), there exists some MDP such that the total number of
samples need to be at least

Ω̃
( |S||A|

(1− γ)3ε2

)

to achieve ∥Q̂−Q⋆∥∞ ≤ ε, where Q̂ is the output of any RL algorithm.

• holds for both value-based and policy-based algorithms.
• much smaller than the model dimension |S|2|A| — hint at the

possibility of solving RL without estimating the model reliably!
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Sample complexity for learning Q⋆

Theorem 4 ([Azar et al., 2013])

For any 0 < ε ≤ 1, the optimal Q-function Q̂ of the empirical MDP achieves

∥Q̂−Q⋆∥∞ ≤ ε

with sample complexity at most Õ
(

|S||A|
(1−γ)3ε2

)
.

• matches with the minimax lower bound whenever ε ∈ (0, 1].

• Question: Does it imply a near minimax-optimal policy π̂?
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From Q-function to policy

Lemma 5 ([Singh and Yee, 1994])

Let the greedy policy w.r.t. Q̂ be π̂, then

V ⋆ − V π̂ ≤ 2
1− γ

∥Q⋆ − Q̂∥∞.

<latexit sha1_base64="MhtkYrLh586dO/nOj5yZEfpbxp4=">AAACGnicbVDLSgMxFM34tr6qLt0Ei+DGMiOiLotuXFqwKjS1ZNI7bWgmMyZ3lDLtd7jxV9y4UMSduPFvTGsXvg4EDufcw809YaqkRd//8CYmp6ZnZufmCwuLS8srxdW1c5tkRkBNJCoxlyG3oKSGGkpUcJka4HGo4CLsHg/9ixswVib6DHspNGLe1jKSgqOTmsWA9Sm7lS3ocMyrA7pDq1c5s8jNgPWbTOoIe5QpuKYMUivVMFPyy/4I9C8JxqRExjhtFt9YKxFZDBqF4tbWAz/FRs4NSqFgUGCZhZSLLm9D3VHNY7CNfHTagG45pUWjxLinkY7U74mcx9b24tBNxhw79rc3FP/z6hlGh41c6jRD0OJrUZQpigkd9kRb0oBA1XOECyPdX6nocMMFujYLroTg98l/yfluOdgv+9W9UuVoXMcc2SCbZJsE5IBUyAk5JTUiyB15IE/k2bv3Hr0X7/VrdMIbZ9bJD3jvn5H7oTg=</latexit>

k bQ � Q?k1  ✏

<latexit sha1_base64="WSfoqsZ9l7Np2in8sVaMElbJPbc=">AAACFXicbVDJSgNBEO2JW4zbqEcvjUGIIGFGRL0IQQ96TMAskAmhp6cmadKz0N2jhGF+wou/4sWDIl4Fb/6NnQXRxAcFj/eqqKrnxpxJZVlfRm5hcWl5Jb9aWFvf2Nwyt3caMkoEhTqNeCRaLpHAWQh1xRSHViyABC6Hpju4GvnNOxCSReGtGsbQCUgvZD6jRGmpax4598yDPlGpE7MMX2AnIKov/fRaAHjDrPTj17LDrlm0ytYYeJ7YU1JEU1S75qfjRTQJIFSUEynbthWrTkqEYpRDVnASCTGhA9KDtqYhCUB20vFXGT7Qiof9SOgKFR6rvydSEkg5DFzdOb551huJ/3ntRPnnnZSFcaIgpJNFfsKxivAoIuwxAVTxoSaECqZvxbRPBKFKB1nQIdizL8+TxnHZPi1btZNi5XIaRx7toX1UQjY6QxV0g6qojih6QE/oBb0aj8az8Wa8T1pzxnRmF/2B8fENGbqfZw==</latexit>

b⇡ = Greedy( bQ) <latexit sha1_base64="wT0Cm4BGC/QxiDieY1qqyRHFix4="></latexit>

V ? � V b⇡  ✏

1 � �

This error amplification has consequences in sample complexities.
• To reach ϵ-optimality, the greedy policy of a minimax-optimal

Q-function estimator needs

Õ

( |S||A|
(1− γ)5ε2

)

samples invoking the above naive argument. Need refined arguments!
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Theory of model-based policy learning

Theorem 6 ([Agarwal et al., 2020, Li et al., 2024b, Chen et al., 2026])
For any 0 < ε ≤ 1

1−γ , the optimal policy π̂⋆ of the empirical MDP achieves

∥V π̂⋆ − V ⋆∥∞ ≤ ε

with sample complexity at most

Õ

( |S||A|
(1− γ)3ε2

)

• Minimax lower bound: Ω̃( |S||A|
(1−γ)3ε2 ) [Azar et al., 2013].

Model-based RL is nearly minimax optimal!
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Notation and Bellman equation

• V π: true value function under policy π
• Bellman equation: V π = (I − γPπ)−1r

• V̂ π: estimate of value function under policy π

• Bellman equation: V̂ π = (I − γP̂π)−1r

• π⋆: optimal policy w.r.t. true value function

• π̂⋆: optimal policy w.r.t. empirical value function

• V ⋆ := V π⋆ : optimal values under true models

• V̂ ⋆ := V̂ π̂⋆ : optimal values under empirical models
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Proof ideas

Elementary decomposition:

V ⋆ − V π̂⋆

=
(
V ⋆ − V̂ π⋆)

+
(
V̂ π⋆ − V̂ π̂⋆)

+
(
V̂ π̂⋆ − V π̂⋆)

≤
(
V π⋆ − V̂ π⋆)

+ 0 +
(
V̂ π̂⋆ − V π̂⋆)

• Step 1: control V π − V̂ π for a fixed π
(Bernstein inequality + high-order decomposition)

• Step 2: extend it to control V̂
π̂⋆

− V π̂⋆ (π̂⋆ depends on samples)
(decouple statistical dependency via leave-one-out

analysis)
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A glimpse of the leave-one-out analysis
Two approaches

Model-based approach (“plug-in”)
1. build empirical estimate ‚P for P
2. planning based on empirical ‚P

Model-free approach (e.g. Q-learning, SARSA)
— learning w/o constructing model explicitly

truth: P r empirical ‚P perburbed reward: r
‚P r ‚P
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1

1. embed all randomness from P̂s,a into a single scalar (i.e. r
(s,a)
s,a )

2. build an ϵ-net for this scalar
3. harnessing the statistical independence in leave-one-out MDPs

(P̂s,a − Ps,a)V̂ ⋆ ≈ (P̂s,a − Ps,a)V̂ loo

Property of V̂ loo: independent of P̂s,a while being close to V̂ ⋆.
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Two approaches to RL

Model-based approach (“plug-in”)
1. build an empirical estimate P̂ for P

2. planning based on empirical P̂

Model-free approach
— learning w/o constructing model explicitly

31



Model-free policy evaluation
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Monte Carlo policy evaluation

Monte Carlo (MC) learns directly from experience by replacing the
expectation by empirical means.
• Sample trajectories according to π

• Calculate the value using empirical means.

V π(s) := E

[
∞∑

t=0

γtr(st, at)
∣∣ s0 = s

]
, Qπ(s, a) := E

[
∞∑

t=0

γtrt

∣∣ s0 = s, a0 = a

]
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Monte Carlo policy evaluation

Consider a trajectory rolled out by following policy π:

s0, a0, r0, s1, a1, r1, . . . ,

The return or reward-to-go from time t is

Gt = rt + γrt+1 + γ2rt+2 . . . .

• V π(s) = E[Gt|st = s];

Idea: to evaluate state s, average the reward-to-gos from time-steps that
visit state s over many trajectories.

V (s) ≈
∑

t:st=s Gt∑
t:st=s 1

34



First-visit versus Every-visit

First-visit Monte Carlo:
For each episode, at the first time-step t that state s is visited in an episode.
• Increase the counter N(s)← N(s) + 1
• Increase the total return S(s)← S(s) + Gt

• Value is estimated by mean return: V (s) = S(s)/N(s)
One return per visited episode

Every-visit Monte Carlo:
For each episode, at the every time-step t that state s is visited in an
episode.
• Increase the counter N(s)← N(s) + 1
• Increase the total return S(s)← S(s) + Gt

• Value is estimated by mean return: V (s) = S(s)/N(s)
Several, correlated returns per episode
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Example: blackjack Monte-Carlo value estimation

Policy: stick if sum of cards ≥ 20, otherwise twist.

36



Incremental Monte Carlo update

The Monte-Carlo value update can be done in an incremental manner to
facilitate implementation.

N(st)← N(st) + 1

V (st)← V (st) + 1
N(st)

(Gt − V (st))
︸ ︷︷ ︸

incremental update

The value V (st) is updated towards the actual return Gt.

This motivates a more general scheme, which is beneficial specially in
non-stationary problems, that one simply does

V (st)← V (st) + α (Gt − V (st)) ,

where α is the learning rate to enable more flexible trade-off between past
and future (e.g., forgetting faster when α > 1

N(st) ).
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Dynamic programming versus Monte Carlo

Monte Carlo estimates returns directly, without a Bellman backup.

Dynamic programming Monte Carlo
bootstrapping sampling

Caveat of Monte Carlo methods:
• Must wait until the episode ends to calculate the full return.
• For continuing tasks, use finite rollouts with a truncation error.
• Generally incurs a high variance, but consistent under mild conditions.
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Temporal difference (TD) learning
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Temporal difference (TD) learning

“If one had to identify one idea as central and
novel to RL, it would undoubtedly be TD learning.”

Richard Sutton

Temporal difference (TD) learning
• combines dynamic programming and Monte Carlo, by bootstrapping and

sampling simultaneously
• learns from incomplete episodes, and does not require the episode to

terminate
• “updates a guess towards a guess”
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TD learning for value evaluation

• In Monte Carlo, updating the value towards the return:

V (st)← V (st) + α (Gt − V (st))

• Instead, TD updates V (st) towards estimated return rt + γV (st+1)

V (st)←− V (st) + α
(

rt + γV (st+1)︸ ︷︷ ︸
TD target

−V (st)
)

︸ ︷︷ ︸
TD error

• TD target rt + γV (st+1): sampling + bootstrapping
• TD error δt = rt + γV (st+1) − V (st)

41



TD-learning as stochastic approximation
Stochastic approximation [Robbins and Monro, 1951] for solving Bellman
equation

V = T π(V ),
where the Bellman operator T π : R|S| 7→ R|S| is defined as

∀V ∈ R|S| : T π(V ) = rπ + γPπV.

• Access a stochastic realization of T π(V ):

T π
t (V )(st) = rt + γV (st+1)

• Update V (st) by a weighted combination of old and new:

V (st)← (1− α)V (st) + αT π
t (V )(st)

= V (st) + α
[
rt + γV (st+1)− V (st)

]

︸ ︷︷ ︸
temporal difference

, t ≥ 0
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DP versus MC versus TD

Dynamic programming Monte Carlo TD learning
bootstrapping sampling bootstrapping+sampling

• TD often has lower target variance, but bootstraps from an estimate.
• TD learns on-the-fly because of bootstrapping.
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Example: random walk
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Sample complexity under the generative model
Synchronous TD-learning:

Vt+1(s) = (1− ηt)Vt(s) + ηtTt(Vt)(s)︸ ︷︷ ︸
draw the transition (s,s′) for all (s)

, t ≥ 0

where Tt(V )(s) = r(s) + γV (s′).

Theorem 7 ([Li et al., 2024a, Chen et al., 2026])
For any 0 < ε ≤ 1

1−γ , TD-learning yields

∥V̂ − V ⋆∥∞ ≤ ε

with sample complexity at most

Õ

( |S|
(1− γ)3ε2

)
.

• Near minimax-optimal without the need of averaging or variance
reduction.

• Allows both constant and rescaled linear learning rate.
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n-step TD
Let the TD target look n steps into the future

V π(s) = E
[
rt + γV π(st+1)|st = s

]
(one-step bootstrap)

= E
[
rt + γrt+1 + γ2V π(st+2)|st = s

]
(two-step bootstrap)

= · · ·
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n-step TD
The n-step return:

G
(n)
t =

n−1∑

j=0
γjrt+j + γnV (st+n)

• n = 1: TD target
• Full episode (or n→∞ with discounting): MC target

The n-step TD learning:

V (st)←− V (st) + α
(
G

(n)
t − V (st)

)
︸ ︷︷ ︸

TD error

• Mix-and-match: combine information over different n as the TD target,
e.g. using

1
2G

(2)
t + 1

2G
(3)
t .
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From n-step TD to TD(λ)

Can we efficiently combine information from all time-steps?

The λ-return Gλ
t combines all n-step

returns using weight (1− λ)λn−1:

Gλ
t = (1− λ)

∞∑

n=1
λn−1G

(n)
t

where λ ∈ [0, 1].
The forward-view TD(λ):

V (st)← V (st) + α (Gλ
t − V (st))︸ ︷︷ ︸
TD error

Update towards the λ-return.

48



Forward-view TD(λ)

Gλ
t = (1−λ)

∞∑

n=1
λn−1G

(n)
t

Example: forward-view TD(λ) on random walk
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From forward-view TD(λ) to backward-view TD(λ)

Forward-view TD(λ):
• Like MC, requires the episode to terminate to compute Gλ

t .

Question
Can we have TD(λ) run on-the-fly?
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Eligibility traces

Credit assignment: most frequent or most recent

Eligibility traces combine both heuristics:

Et(s) = γλEt−1(s) + I(st = s), with E−1(s) = 0
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Backward-view TD(λ)

• Keep an eligibility trace for every state s

• Update value V (s) for every state s, in proportion to TD-error
δt = rt + γV (st+1)− V (st) and eligibility trace Et(s):

V (s)← V (s) + αδtEt(s)

When λ = 0, Et(s) = I(st = s), and it reduces to TD(0), the basic TD.
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Equivalence of forward/backward-view TD(λ)

• Episode ends at sT , with V (sT ) = 0. Hold V fixed.

Theorem 8
For a fixed value estimate, the accumulated updates agree:

T −1∑

t=0
αδtEt(s)

︸ ︷︷ ︸
backward updates

=
T −1∑

t=0
α(Gλ

t − V (st))I(st = s)
︸ ︷︷ ︸

forward updates

• Forward view provides theory

• Backward view provides mechanism

53



Forward/backward-view TD(λ)

Consider an episode where s is visited once at time-step k.
• TD(λ) eligibility trace discounts time since visit,

Et(s) = γλEt−1(s) + I(st = s) =
{

0, t < k

(γλ)t−k, t ≥ k

• Backward TD(λ) accumulates errors online:

T −1∑

t=0
αδtEt(s) = α

T −1∑

t=k

(γλ)t−kδt = α
(
Gλ

k − V (sk)
)

• By end of episode it accumulates total error for λ-return
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Telescoping in TD(λ)

For fixed V and 0 ≤ λ < 1, TD errors telescope:

δt + (γλ)δt+1 + (γλ)2δt+2 + · · ·
= rt + γV (st+1) − V (st)
+ (γλ)rt+1 + γ(γλ)V (st+2) − γλV (st+1)
+ (γλ)2rt+2 + γ(γλ)2V (st+3) − (γλ)2V (st+2) + . . .

= −V (st) + (1 − λ)λ0(rt + γV (st+1))
+ (1 − λ)λ1(rt + γrt+1 + γ2V (st+2))
+ (1 − λ)λ2(rt + γrt+1 + γ2rt+2 + γ3V (st+3)) + · · ·

= Gλ
t − V (st)

where

Gλ
t = (1 − λ)

∞∑

n=1

λn−1

[
n−1∑

j=0

γjrt+j + γnV (st+n)

]
.
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Model-free policy learning: Q-learning
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Q-learning: a classical model-free algorithm

Chris Watkins Peter Dayan

Stochastic approximation︸ ︷︷ ︸
Robbins & Monro, 1951

for solving the Bellman equation

Q = T (Q)

where

T (Q)(s, a) := r(s, a)︸ ︷︷ ︸
immediate reward

+ γ E
s′∼P (·|s,a)

[
max
a′∈A

Q(s′, a′)
︸ ︷︷ ︸
next state’s value

]
.
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Q-learning: a classical model-free algorithm

Chris Watkins Peter Dayan

Q-learning [Watkins and Dayan, 1992] proceeds as

Qt+1(s, a) = (1− ηt)Qt(s, a) + ηtTt(Qt)(s, a)︸ ︷︷ ︸
draw the transition (s,a,s′) for all (s,a)

, t ≥ 0

= Qt(s, a) + ηt

(
r(s, a) + γ max

a′
Qt(s′, a′)−Qt(s, a)

)

Tt(Q)(s, a) = r(s, a) + γ max
a′

Q(s
′
, a

′)

T (Q)(s, a) = r(s, a) + γ E
s′∼P (·|s,a)

[
max

a′
Q(s

′
, a

′)
]
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Asymptotic convergence

Theorem 9 ([Watkins and Dayan, 1992])
Q-learning converges to the optimal Q-function Q⋆ asymptotically with
probability 1 as long as

∞∑

t=1
ηt =∞,

∞∑

t=1
η2

t <∞.

• The first condition asks the learning rates to be not too small, while the
second condition ensures that they are not too large.

• Many choices of learning rates satisfy this assumption.

What about the finite-time convergence rate of Q-learning?
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A note on the learning rates

Observation: the learning rate schedule ηt = 1
t leads to a sample complexity

that scales exponentially in 1
1−γ .

• Consider the following MDP with a single state s = 1, a single action
a = 1, and r(1, 1) = 1, P (1|1, 1) = 1. Hence,

Q⋆(1, 1) = 1
1− γ

.

• The update rule of Q-learning with learning rate ηt = 1
t gives

Qt(1, 1) =
(

1− 1
t

)
Qt−1(1, 1) + 1

t
(1 + γQt−1(1, 1))

=
(

1− 1− γ

t

)
Qt−1(1, 1) + 1

t
,
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A note on the learning rates - continued

• From simple recursive relations, one can easily check that: when γ → 1
and t is not too large, one has

Qt −Q⋆ =
t∏

i=1

[
1− 1− γ

i

]
· [Q0 −Q⋆]

≈
[

1−
t∑

i=1

1− γ

i

]
· [Q0 −Q⋆]

≈ [1− (1− γ) log t] · [Q0 −Q⋆].

This essentially implies that one needs to have t ≳ 2O( 1
1−γ ) iterations to

achieve |Qt −Q⋆| < 1
2 |Q0 −Q⋆|.

Consequently, the rescaled linear learning rates or constant learning rates
provide better alternatives.
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Sample complexity of Q-learning

Theorem 10 ([Li et al., 2024a, Chen et al., 2026])
For any 0 < ε ≤ 1

1−γ , Q-learning yields

∥Q̂−Q⋆∥∞ ≤ ε

with sample complexity at most

Õ

( |S||A|
(1− γ)4ε2

)
.

• Allows both constant and rescaled linear learning rate:

1
1 + c1(1−γ)T

log2 T

≤ ηt ≤
1

1 + c2(1−γ)t
log2 T
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A curious numerical example

Numerical evidence: |S||A|
(1−γ)4ε2 samples seem necessary . . .

— observed in [Wainwright, 2019]

p = 4γ − 1
3γ

r(0, 1) = 0, r(1, 1) = r(1, 2) = 1
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Q-learning is not minimax optimal

Theorem 11 ([Li et al., 2024a])
For any 0 < ε ≤ 1, there exist an MDP such that to achieve
∥Q̂−Q⋆∥∞ ≤ ε, Q-learning needs at least a sample complexity of

Ω̃
( |S||A|

(1− γ)4ε2

)
.

• Tight algorithm-dependent lower bound
• Holds for both constant and rescaled linear learning rates
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Where we stand now

Q-learning (m
odel-fre

e)

minimax lower bound
Plug-in estimator (model-based)

Plug-in estimators are minimax-optimal, while Q-learning is not.
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Why is Q-learning sub-optimal?
Over-estimation of Q-functions [Thrun and Schwartz, 1993, Hasselt, 2010]:

• maxa∈A EX(a) is over-estimated (high positive bias) when EX(a) is
replaced by its empirical estimates using a small sample size

∀a ∈ A : max
b∈A

X(b) ≥ X(a)

=⇒ E[max
a∈A

X(a)] ≥ max
a∈A

E[X(a)]
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Why is Q-learning sub-optimal?

The over-estimation of Q-functions often gets worse with a large number of
actions [Van Hasselt et al., 2016].
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Double Q-learning

To mitigate the impact of over-estimation, [Hasselt, 2010] proposed double
Q-learning, which uses two Q-estimates and updates one of them randomly
at each round:

Q1(s, a) = (1− ηt)Q1(s, a) + ηt

(
r(s, a) + γQ2(s′, argmax

a∈A
Q1(s′, a))

)
,

or

Q2(s, a) = (1− ηt)Q2(s, a) + ηt

(
r(s, a) + γQ1(s′, argmax

a∈A
Q2(s′, a))

)
.

• Decouple the randomness in value updates and action selection.
• Empirically very successful when integrated with deep RL

[Van Hasselt et al., 2016].
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