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Reinforcement learning

In reinforcement learning (RL), an agent learns through interaction with the
(unknown) environment.

RL has deep connection with control theory, and is also sometimes called
approximate dynamic programming. It can be viewed as a type of optimal
control theory with no pre-defined model of the environment.
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Applications of RL

RL can be applied to many different areas.
• Robotics: in which direction and how fast should a robot arm move?
• Mobility: where should taxis go to pick up passengers?
• Transportation: when should traffic lights turn green?
• Recommendations: which news stories will users click on?
• Network configuration: which parameter settings lead to the best

allocation of resources?

Similar to multi-armed bandits, but with a notion of state or context.
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Example: grasping an object

RL reinforces the agents’ decisions over time by observing the reward and
state that result from taking different actions.
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Markov decision processes
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Infinite-horizon Markov decision process (MDP)

• S: state space
• A: action space
• r(s, a) ∈ [0, 1]: immediate reward
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Infinite-horizon Markov decision process (MDP)

• S: state space
• A: action space
• r(s, a) ∈ [0, 1]: immediate reward
• π(·|s): policy (or action selection rule), deterministic or random
• P (·|s, a): transition probabilities
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Help the mouse!

• state space S: positions in the maze
• action space A: up, down, left, right
• immediate reward r: cheese (+1), electricity shocks (-1), cats (-10000)
• policy π(·|s): the way to find cheese

8



Value function

Value of policy π: cumulative discounted reward

∀s ∈ S : V π(s) := E

[ ∞∑
t=0

γtr(st, at)
∣∣ s0 = s

]
• (a0, s1, a1, s2, a2, · · · ): induced by policy π

• γ ∈ [0, 1): discount factor,
• γ close to 0 leads to “myopic” evaluation
• γ close to 1 leads to “far-sighted” evaluation
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Q-function (action-value function)

Q-function of policy π:

∀(s, a) ∈ S × A : Qπ(s, a) := E

[ ∞∑
t=0

γtrt

∣∣ s0 = s, a0 = a

]

• (��a0, s1, a1, s2, a2, · · · ): induced by policy π
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Effective horizon

Since r(s, a) ∈ [0, 1],

0 ≤ V π(s), Qπ(s, a) ≤ 1
1 − γ

.

Often think of 1
1−γ as the effective horizon of the problem.
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Why Markov transitions?
• By the Markovian property,

P (st+1, st, . . . , s0) = P (s0)P (s1|s0)P (s2|s1, s0) . . . P (st+1|st, . . . , s0)
= P (s0)P (s1|s0)P (s2|s1,��s0) . . . P (st+1|st,���. . . , s0)

= P (s0)
t∏

i=0
P (si+1|si).

Low computation and memory complexity!

• The world is Markovian when the state space is large enough. For
example, if st+1 ∼ P (·|st, st−1) depends on the previous two steps, by
working with s̃t = (st, st−1) (and s−1 = s0), we have

s̃t+1 ∼ P (·|s̃t)

is Markovian.

All models are wrong, but some are useful
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Why discounting?

• Mathematically convenient: the limit always exists

• Immediate rewards earn more interest than future rewards

• Account for variability and uncertainty in the future which may not be
fully captured

• Undiscounted MDP is possible, e.g. if all sequences terminate (like in a
maze or game).

• Alternatives: average reward and finite-horizon episodic settings.
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Reduction to multi-arm bandits

• No state transition: S is a singleton
• The reward function is action-dependent (action = arm): r(a)
• Short-horizon planning: discount factor γ = 0
• The value of a policy π becomes V π := Eπ[r(a)].
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Reduction to Markov reward process

• No action selection: A is a singleton
• The transition kernel defines a Markov chain
• The reward function is state-dependent: r(s)
• The value becomes V (s) := Eπ[

∑∞
t=0 γtr(st) |s0 = s].
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Finite-horizon episodic MDP

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

agent environment st at st+1 rt+1 reward state action

1

sh<latexit sha1_base64="pTqn7lmu+TPP8RbJ/EyxwmlgSPc=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lqQY8FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2YwHpQrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4Y2fCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qndVrd3XK41GHkcRzuAcLsGDa2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwBYIo3U</latexit>

rh = r(sh, ah)
<latexit sha1_base64="mRzbHoSk2dhZ8Ym1/rPM3v8WsYc=">AAAB+XicbVBNS8NAEJ34WetX1KOXxSJUkJJUQS9CwYvHCvYD2hA2202zdLMJu5tCCf0nXjwo4tV/4s1/47bNQVsfDDzem2FmXpByprTjfFtr6xubW9ulnfLu3v7BoX103FZJJgltkYQnshtgRTkTtKWZ5rSbSorjgNNOMLqf+Z0xlYol4klPUurFeChYyAjWRvJtW/oRukOyqvzoEvvRhW9XnJozB1olbkEqUKDp21/9QUKymApNOFaq5zqp9nIsNSOcTsv9TNEUkxEe0p6hAsdUefn88ik6N8oAhYk0JTSaq78nchwrNYkD0xljHallbyb+5/UyHd56ORNppqkgi0VhxpFO0CwGNGCSEs0nhmAimbkVkQhLTLQJq2xCcJdfXiXtes29qtUfryuNRhFHCU7hDKrgwg004AGa0AICY3iGV3izcuvFerc+Fq1rVjFzAn9gff4AmGqSVA==</latexit>

h = 1, 2 · · · , H
<latexit sha1_base64="uqAQBtZI5LZxwFXYodacCZ6zM4k=">AAAB9XicbVBNSwMxEJ31s9avqkcvwSJ4KGW3CnpQKHjpsYL9gHYt2TTbhmaTJckqZen/8OJBEa/+F2/+G9N2D9r6YODx3gwz84KYM21c99tZWV1b39jMbeW3d3b39gsHh00tE0Vog0guVTvAmnImaMMww2k7VhRHAaetYHQ79VuPVGkmxb0Zx9SP8ECwkBFsrPQwvPFKlS7pS6NLqNYrFN2yOwNaJl5GipCh3it8dfuSJBEVhnCsdcdzY+OnWBlGOJ3ku4mmMSYjPKAdSwWOqPbT2dUTdGqVPgqlsiUMmqm/J1IcaT2OAtsZYTPUi95U/M/rJCa88lMm4sRQQeaLwoQjI9E0AtRnihLDx5Zgopi9FZEhVpgYG1TehuAtvrxMmpWyd16u3F0Uq9dZHDk4hhM4Aw8uoQo1qEMDCCh4hld4c56cF+fd+Zi3rjjZzBH8gfP5A553kUU=</latexit>

agent environment st at st+1 rt+1 reward state action

1

ah ⇠ ⇡h(·|sh)
<latexit sha1_base64="DdFTt2dtcVz0F7sjq43OG1U0e1A=">AAACAXicbVDLSsNAFJ3UV62vqBvBzWAR6qYkVdBlwY3LCvYBTQiTybQZOpMJMxOhxLrxV9y4UMStf+HOv3HaZqGtBy4czrmXe+8JU0aVdpxvq7Syura+Ud6sbG3v7O7Z+wcdJTKJSRsLJmQvRIowmpC2ppqRXioJ4iEj3XB0PfW790QqKpI7PU6Jz9EwoQOKkTZSYB+hIPYU5dBLaRDXPBwJ/aCC+Cywq07dmQEuE7cgVVCgFdhfXiRwxkmiMUNK9V0n1X6OpKaYkUnFyxRJER6hIekbmiBOlJ/PPpjAU6NEcCCkqUTDmfp7IkdcqTEPTSdHOlaL3lT8z+tnenDl5zRJM00SPF80yBjUAk7jgBGVBGs2NgRhSc2tEMdIIqxNaBUTgrv48jLpNOrueb1xe1FtNos4yuAYnIAacMElaIIb0AJtgMEjeAav4M16sl6sd+tj3lqyiplD8AfW5w/5mZaT</latexit>

sh+1 ⇠ Ph(·|sh, ah)
<latexit sha1_base64="z+jTMXf6j6iJlmyt4EolZLxRK9s=">AAACCnicbVDLSsNAFJ3UV62vqEs3o0WoKCWpgi5cFNy4rGAf0IQwmUyawZkkzEyEErt246+4caGIW7/AnX/jtM1CWw9cOJxzL/fe46eMSmVZ30ZpYXFpeaW8Wllb39jcMrd3OjLJBCZtnLBE9HwkCaMxaSuqGOmlgiDuM9L1767GfveeCEmT+FYNU+JyNIhpSDFSWvLMfenl0bE9go6kHLa8qObgIFEPUHrRCURedOSZVatuTQDniV2QKijQ8swvJ0hwxkmsMENS9m0rVW6OhKKYkVHFySRJEb5DA9LXNEacSDefvDKCh1oJYJgIXbGCE/X3RI64lEPu606OVCRnvbH4n9fPVHjh5jROM0ViPF0UZgyqBI5zgQEVBCs21ARhQfWtEEdIIKx0ehUdgj378jzpNOr2ab1xc1ZtXhZxlMEeOAA1YINz0ATXoAXaAINH8AxewZvxZLwY78bHtLVkFDO74A+Mzx/wGJke</latexit>

• H: horizon length
• S: state space with size S • A: action space with size A

• rh(sh, ah) ∈ [0, 1]: immediate reward in step h

• π = {πh}H
h=1: policy (or action selection rule)

• Ph(· | s, a): transition probabilities in step h
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Value function and Q-function

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

⇠ ⇠ ⇠

…

⇠

⇡2(·|s2)
<latexit sha1_base64="BUdp488Jpi0lQO5eYn/KMq7P4EE=">AAAB+nicdVDLSsNAFJ3UV62vVJduBotQNyUTpY9dwY3LCrYWmhAmk2k7dPJgZqKUtJ/ixoUibv0Sd/6Nk7aCih64cDjnXu69x084k8qyPozC2vrG5lZxu7Szu7d/YJYPezJOBaFdEvNY9H0sKWcR7SqmOO0nguLQ5/TWn1zm/u0dFZLF0Y2aJtQN8ShiQ0aw0pJnlp2EeXbVIUGs4Ex69plnVqyaZVkIIZgT1KhbmrRaTRs1IcotjQpYoeOZ704QkzSkkSIcSzlAVqLcDAvFCKfzkpNKmmAywSM60DTCIZVutjh9Dk+1EsBhLHRFCi7U7xMZDqWchr7uDLEay99eLv7lDVI1bLoZi5JU0YgsFw1TDlUM8xxgwAQlik81wUQwfSskYywwUTqtkg7h61P4P+nZNXRes68vKu36Ko4iOAYnoAoQaIA2uAId0AUE3IMH8ASejZnxaLwYr8vWgrGaOQI/YLx9AiUKk0A=</latexit>

⇡1(·|s1)
<latexit sha1_base64="I51hbIvsLCmUO2ncVUjBpQ0zae4=">AAAB+nicdVDLSsNAFJ3UV62vVJduBotQNyVTpY9dwY3LCrYWmhAmk0k7dPJgZqKUtJ/ixoUibv0Sd/6Nk7aCih64cDjnXu69x0s4k8qyPozC2vrG5lZxu7Szu7d/YJYP+zJOBaE9EvNYDDwsKWcR7SmmOB0kguLQ4/TWm1zm/u0dFZLF0Y2aJtQJ8ShiASNYack1y3bCXFS1iR8rOJMuOnPNilWzLAshBHOCmg1Lk3a7VUctiHJLowJW6Lrmu+3HJA1ppAjHUg6RlSgnw0Ixwum8ZKeSJphM8IgONY1wSKWTLU6fw1Ot+DCIha5IwYX6fSLDoZTT0NOdIVZj+dvLxb+8YaqClpOxKEkVjchyUZByqGKY5wB9JihRfKoJJoLpWyEZY4GJ0mmVdAhfn8L/Sb9eQ+e1+vVFpdNYxVEEx+AEVAECTdABV6ALeoCAe/AAnsCzMTMejRfjddlaMFYzR+AHjLdPIfWTPg==</latexit>

⇡3(·|s3)
<latexit sha1_base64="EHBDTCWE7z8Pay4IHX3jm0wQRJ8=">AAAB+nicdVDLSgMxFM3UV62vqS7dBItQN2XSSh+7ghuXFewDOsOQyaRtaOZBklHKtJ/ixoUibv0Sd/6NmbaCih64cDjnXu69x4s5k8qyPozcxubW9k5+t7C3f3B4ZBaPezJKBKFdEvFIDDwsKWch7SqmOB3EguLA47TvTa8yv39HhWRReKtmMXUCPA7ZiBGstOSaRTtmbq1sEz9ScC7d2oVrlqyKZVkIIZgR1KhbmrRazSpqQpRZGiWwRsc1320/IklAQ0U4lnKIrFg5KRaKEU4XBTuRNMZkisd0qGmIAyqddHn6Ap5rxYejSOgKFVyq3ydSHEg5CzzdGWA1kb+9TPzLGyZq1HRSFsaJoiFZLRolHKoIZjlAnwlKFJ9pgolg+lZIJlhgonRaBR3C16fwf9KrVlCtUr25LLXr6zjy4BScgTJAoAHa4Bp0QBcQcA8ewBN4NubGo/FivK5ac8Z65gT8gPH2CSgfk0I=</latexit>

sH<latexit sha1_base64="YNI5wN7/tMVHXAZ/rpNIJve8btY=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUDbbSbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHstHM03Qj+hI8pAzaqz0oAeNQansVtwFyDrxclKGHM1B6as/jFkaoTRMUK17npsYP6PKcCZwVuynGhPKJnSEPUsljVD72eLUGbm0ypCEsbIlDVmovycyGmk9jQLbGVEz1qveXPzP66UmrPkZl0lqULLlojAVxMRk/jcZcoXMiKkllClubyVsTBVlxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYMRPMMrvDnCeXHenY9l64aTz5zBHzifPyU6jaw=</latexit>

rH<latexit sha1_base64="C4ZHdlRRbtsjJMi8ZCTjO+J9Dh0=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUDbbSbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHstHM03Qj+hI8pAzaqz0oAaNQansVtwFyDrxclKGHM1B6as/jFkaoTRMUK17npsYP6PKcCZwVuynGhPKJnSEPUsljVD72eLUGbm0ypCEsbIlDVmovycyGmk9jQLbGVEz1qveXPzP66UmrPkZl0lqULLlojAVxMRk/jcZcoXMiKkllClubyVsTBVlxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYMRPMMrvDnCeXHenY9l64aTz5zBHzifPyO0jas=</latexit>

aH<latexit sha1_base64="oxk85o2xgXIeESsVJIR1j2AVVtI=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUCbbTbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqKGvRWMSqG6BmgkvWMtwI1k0UwygQrBNM7uZ+54kpzWP5aKYJ8yMcSR5yisZKDzhoDEplt+IuQNaJl5My5GgOSl/9YUzTiElDBWrd89zE+Bkqw6lgs2I/1SxBOsER61kqMWLazxanzsilVYYkjJUtachC/T2RYaT1NApsZ4RmrFe9ufif10tNWPMzLpPUMEmXi8JUEBOT+d9kyBWjRkwtQaq4vZXQMSqkxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYURPMMrvDnCeXHenY9l64aTz5zBHzifPwnOjZo=</latexit>

⇡H(·|sH)
<latexit sha1_base64="YKHbTT9OSQBNt88o7UQsIvUh7Jk=">AAAB+XicdVDLSsNAFJ3UV62vqEs3g0Wom5Kp0seu4KbLCvYBTQiTyaQdOnkwMymU2D9x40IRt/6JO//GSVtBRQ9cOJxzL/fe4yWcSWVZH0ZhY3Nre6e4W9rbPzg8Mo9P+jJOBaE9EvNYDD0sKWcR7SmmOB0mguLQ43TgTW9yfzCjQrI4ulPzhDohHkcsYAQrLbmmaSfM7VRs4sfqXrqdS9csW1XLshBCMCeoUbc0abWaNdSEKLc0ymCNrmu+235M0pBGinAs5QhZiXIyLBQjnC5KdippgskUj+lI0wiHVDrZ8vIFvNCKD4NY6IoUXKrfJzIcSjkPPd0ZYjWRv71c/MsbpSpoOhmLklTRiKwWBSmHKoZ5DNBnghLF55pgIpi+FZIJFpgoHVZJh/D1Kfyf9GtVdFWt3V6X2/V1HEVwBs5BBSDQAG3QAV3QAwTMwAN4As9GZjwaL8brqrVgrGdOwQ8Yb58OjZNC</latexit>

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

agent environment st at st+1 rt+1 reward state action

1

sh<latexit sha1_base64="pTqn7lmu+TPP8RbJ/EyxwmlgSPc=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lqQY8FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2YwHpQrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4Y2fCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qndVrd3XK41GHkcRzuAcLsGDa2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwBYIo3U</latexit>

rh = r(sh, ah)
<latexit sha1_base64="mRzbHoSk2dhZ8Ym1/rPM3v8WsYc=">AAAB+XicbVBNS8NAEJ34WetX1KOXxSJUkJJUQS9CwYvHCvYD2hA2202zdLMJu5tCCf0nXjwo4tV/4s1/47bNQVsfDDzem2FmXpByprTjfFtr6xubW9ulnfLu3v7BoX103FZJJgltkYQnshtgRTkTtKWZ5rSbSorjgNNOMLqf+Z0xlYol4klPUurFeChYyAjWRvJtW/oRukOyqvzoEvvRhW9XnJozB1olbkEqUKDp21/9QUKymApNOFaq5zqp9nIsNSOcTsv9TNEUkxEe0p6hAsdUefn88ik6N8oAhYk0JTSaq78nchwrNYkD0xljHallbyb+5/UyHd56ORNppqkgi0VhxpFO0CwGNGCSEs0nhmAimbkVkQhLTLQJq2xCcJdfXiXtes29qtUfryuNRhFHCU7hDKrgwg004AGa0AICY3iGV3izcuvFerc+Fq1rVjFzAn9gff4AmGqSVA==</latexit>

h = 1, 2 · · · , H
<latexit sha1_base64="uqAQBtZI5LZxwFXYodacCZ6zM4k=">AAAB9XicbVBNSwMxEJ31s9avqkcvwSJ4KGW3CnpQKHjpsYL9gHYt2TTbhmaTJckqZen/8OJBEa/+F2/+G9N2D9r6YODx3gwz84KYM21c99tZWV1b39jMbeW3d3b39gsHh00tE0Vog0guVTvAmnImaMMww2k7VhRHAaetYHQ79VuPVGkmxb0Zx9SP8ECwkBFsrPQwvPFKlS7pS6NLqNYrFN2yOwNaJl5GipCh3it8dfuSJBEVhnCsdcdzY+OnWBlGOJ3ku4mmMSYjPKAdSwWOqPbT2dUTdGqVPgqlsiUMmqm/J1IcaT2OAtsZYTPUi95U/M/rJCa88lMm4sRQQeaLwoQjI9E0AtRnihLDx5Zgopi9FZEhVpgYG1TehuAtvrxMmpWyd16u3F0Uq9dZHDk4hhM4Aw8uoQo1qEMDCCh4hld4c56cF+fd+Zi3rjjZzBH8gfP5A553kUU=</latexit>

agent environment st at st+1 rt+1 reward state action

1

ah ⇠ ⇡h(·|sh)
<latexit sha1_base64="DdFTt2dtcVz0F7sjq43OG1U0e1A=">AAACAXicbVDLSsNAFJ3UV62vqBvBzWAR6qYkVdBlwY3LCvYBTQiTybQZOpMJMxOhxLrxV9y4UMStf+HOv3HaZqGtBy4czrmXe+8JU0aVdpxvq7Syura+Ud6sbG3v7O7Z+wcdJTKJSRsLJmQvRIowmpC2ppqRXioJ4iEj3XB0PfW790QqKpI7PU6Jz9EwoQOKkTZSYB+hIPYU5dBLaRDXPBwJ/aCC+Cywq07dmQEuE7cgVVCgFdhfXiRwxkmiMUNK9V0n1X6OpKaYkUnFyxRJER6hIekbmiBOlJ/PPpjAU6NEcCCkqUTDmfp7IkdcqTEPTSdHOlaL3lT8z+tnenDl5zRJM00SPF80yBjUAk7jgBGVBGs2NgRhSc2tEMdIIqxNaBUTgrv48jLpNOrueb1xe1FtNos4yuAYnIAacMElaIIb0AJtgMEjeAav4M16sl6sd+tj3lqyiplD8AfW5w/5mZaT</latexit>

sh+1 ⇠ Ph(·|sh, ah)
<latexit sha1_base64="z+jTMXf6j6iJlmyt4EolZLxRK9s=">AAACCnicbVDLSsNAFJ3UV62vqEs3o0WoKCWpgi5cFNy4rGAf0IQwmUyawZkkzEyEErt246+4caGIW7/AnX/jtM1CWw9cOJxzL/fe46eMSmVZ30ZpYXFpeaW8Wllb39jcMrd3OjLJBCZtnLBE9HwkCaMxaSuqGOmlgiDuM9L1767GfveeCEmT+FYNU+JyNIhpSDFSWvLMfenl0bE9go6kHLa8qObgIFEPUHrRCURedOSZVatuTQDniV2QKijQ8swvJ0hwxkmsMENS9m0rVW6OhKKYkVHFySRJEb5DA9LXNEacSDefvDKCh1oJYJgIXbGCE/X3RI64lEPu606OVCRnvbH4n9fPVHjh5jROM0ViPF0UZgyqBI5zgQEVBCs21ARhQfWtEEdIIKx0ehUdgj378jzpNOr2ab1xc1ZtXhZxlMEeOAA1YINz0ATXoAXaAINH8AxewZvxZLwY78bHtLVkFDO74A+Mzx/wGJke</latexit>

V π
h (s) := E

[
H∑

t=h

rt(st, at)
∣∣ sh = s

]

Qπ
h(s, a) := E

[
H∑

t=h

rt(st, at)
∣∣ sh = s, ah = a

]

• execute policy π to generate sample trajectory
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Basic tasks

Policy evaluation:
• given a policy π, how good is it?

Policy improvements:
• given a policy π, can we find a better one?

Policy optimization:
• can we find the best policy for the given MDP?

18



Planning versus learning

• Planning: solve for a desired policy given model specification
• Learning: learn a desired policy from samples w/o model specification

We’ll focus on planning first.

19



Policy evaluation

20



Policy evaluation: evaluating V via Q

V π(s) = E

[ ∞∑
t=0

γtr(st, at)
∣∣ s0 = s

]

=
∑
a∈A

π(a0 = a|s = s0)E
[ ∞∑

t=0
γtr(st, at)

∣∣ s0 = s, a0 = a

]
︸ ︷︷ ︸

=:Qπ(s,a)

= Ea∼π(·|s)[Qπ(s, a)]
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Policy evaluation: evaluating Q via V

Qπ(s, a) = E
[
r(s, a) +

∞∑
t=1

γtr(st, at)
∣∣ s0 = s, a0 = a

]
= E [r(s, a)] + Es′∼P (·|s,a)

[
E

[ ∞∑
t=1

γtr(st, at)
∣∣ s1 = s′, s0 = s, a0 = a

]]

= E [r(s, a)] + Es′∼P (·|s,a)

[
E

[ ∞∑
t=1

γtr(st, at)
∣∣ s1 = s′

]]

= E [r(s, a)] + γEs′∼P (·|s,a)

[
E

[ ∞∑
t=0

γtr(st, at)
∣∣ s0 = s′

]
︸ ︷︷ ︸

=:V π(s′)

]

= E [r(s, a)] + γEs′∼P (·|s,a)
[
V π(s′)

]

22



Bellman’s consistency equation

• V π / Qπ: value / action-value function under policy π

Bellman’s consistency equation

V π(s) = Ea∼π(·|s)
[
Qπ(s, a)

]
Qπ(s, a) = E[r(s, a)]︸ ︷︷ ︸

immediate reward

+ γ E
s′∼P (·|s,a)

[
V π(s′)︸ ︷︷ ︸

next state’s value

]

The value/Q function can be decomposed into two
parts:

• immediate reward E [r(s, a)]
• discounted value of at the successor state

γEs′∼P (·|s,a)V (s′)
Richard Bellman
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Matrix-vector representation

• Plugging Qπ into V π, we have

V π(s) = Ea∼π(·|s)[r(s, a)] + γ E
a∼π(·|s),s′∼P (·|s,a)

[V π(s′)].

• Let P π be the state-state transition matrix induced by π, namely,

P π(s′|s) =
∑
a∈A

π(a|s)P (s′|s, a).

• We can write the above in a matrix-vector form as

V π = rπ + γP πV π,

where V π = [V π(s)]s∈S , and rπ =
[
Ea∼π(·|s)[r(s, a)]

]
s∈S .

a similar treatment applies to Qπ, too.
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Solving the Bellman’s consistency equation

V π = rπ + γP πV π =⇒ V π = (I − γP π)−1rπ

Invertibility of I − γP π: Gershgorin’s circle theorem, or for any x ∈ R|S|,
verify

∥(I − γP π)x∥∞ ≥ ∥x∥∞ − γ∥P πx∥∞

≥ ∥x∥∞ − γ∥x∥∞ (∥P πx∥∞ ≤ ∥P π∥1∥x∥∞ = ∥x∥∞)
≥ (1 − γ)∥x∥∞

> 0.

Thus, I − γP π is full rank and invertible.

Computationally expensive for problems with large state space!
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Bellman’s policy operator

Bellman’s policy operator: denote the operator T π : R|S| 7→ R|S| as

∀V ∈ R|S| : T π(V ) = rπ + γP πV.

Fixed-point equation:
V = T π(V )

• V π is the unique fixed point of this fixed-point equation.

26



Contraction property of the Bellman’s operator

Lemma 1
The operator T π is a γ-contraction on R|S|, i.e. for any V and V ′ in R|S|, it
follows

∥T π(V ) − T π(V ′)∥∞ ≤ γ∥V − V ′∥∞.

Proof: For any V and V ′,

∥T π(V ) − T π(V ′)∥∞ = ∥γP πV − γP πV ′∥∞

≤ γ∥P π∥1∥V − V ′∥∞ = γ∥V − V ′∥∞,

using ∥P π∥1 = 1.
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Fast computation without inversion

Value iteration for policy evaluation
For t = 0, 1, 2, . . .

V (t+1) = T π(V (t)).

Linear convergence:

∥V (t+1) − V π∥∞ = ∥T π(V (t)) − T π(V π)∥∞

≤ γ∥V (t) − V π∥∞

≤ γt∥V (0) − V π∥∞.

Implication: to achieve ∥V (t+1) − V π∥∞ ≤ ϵ, it takes no more than

1
1 − γ

log
(

∥V (0) − V π∥∞

ϵ

)
iterations.

28



Policy evaluation for finite-horizon MDPs

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

⇠ ⇠ ⇠

…

⇠

⇡2(·|s2)
<latexit sha1_base64="BUdp488Jpi0lQO5eYn/KMq7P4EE=">AAAB+nicdVDLSsNAFJ3UV62vVJduBotQNyUTpY9dwY3LCrYWmhAmk2k7dPJgZqKUtJ/ixoUibv0Sd/6Nk7aCih64cDjnXu69x084k8qyPozC2vrG5lZxu7Szu7d/YJYPezJOBaFdEvNY9H0sKWcR7SqmOO0nguLQ5/TWn1zm/u0dFZLF0Y2aJtQN8ShiQ0aw0pJnlp2EeXbVIUGs4Ex69plnVqyaZVkIIZgT1KhbmrRaTRs1IcotjQpYoeOZ704QkzSkkSIcSzlAVqLcDAvFCKfzkpNKmmAywSM60DTCIZVutjh9Dk+1EsBhLHRFCi7U7xMZDqWchr7uDLEay99eLv7lDVI1bLoZi5JU0YgsFw1TDlUM8xxgwAQlik81wUQwfSskYywwUTqtkg7h61P4P+nZNXRes68vKu36Ko4iOAYnoAoQaIA2uAId0AUE3IMH8ASejZnxaLwYr8vWgrGaOQI/YLx9AiUKk0A=</latexit>

⇡1(·|s1)
<latexit sha1_base64="I51hbIvsLCmUO2ncVUjBpQ0zae4=">AAAB+nicdVDLSsNAFJ3UV62vVJduBotQNyVTpY9dwY3LCrYWmhAmk0k7dPJgZqKUtJ/ixoUibv0Sd/6Nk7aCih64cDjnXu69x0s4k8qyPozC2vrG5lZxu7Szu7d/YJYP+zJOBaE9EvNYDDwsKWcR7SmmOB0kguLQ4/TWm1zm/u0dFZLF0Y2aJtQJ8ShiASNYack1y3bCXFS1iR8rOJMuOnPNilWzLAshBHOCmg1Lk3a7VUctiHJLowJW6Lrmu+3HJA1ppAjHUg6RlSgnw0Ixwum8ZKeSJphM8IgONY1wSKWTLU6fw1Ot+DCIha5IwYX6fSLDoZTT0NOdIVZj+dvLxb+8YaqClpOxKEkVjchyUZByqGKY5wB9JihRfKoJJoLpWyEZY4GJ0mmVdAhfn8L/Sb9eQ+e1+vVFpdNYxVEEx+AEVAECTdABV6ALeoCAe/AAnsCzMTMejRfjddlaMFYzR+AHjLdPIfWTPg==</latexit>

⇡3(·|s3)
<latexit sha1_base64="EHBDTCWE7z8Pay4IHX3jm0wQRJ8=">AAAB+nicdVDLSgMxFM3UV62vqS7dBItQN2XSSh+7ghuXFewDOsOQyaRtaOZBklHKtJ/ixoUibv0Sd/6NmbaCih64cDjnXu69x4s5k8qyPozcxubW9k5+t7C3f3B4ZBaPezJKBKFdEvFIDDwsKWch7SqmOB3EguLA47TvTa8yv39HhWRReKtmMXUCPA7ZiBGstOSaRTtmbq1sEz9ScC7d2oVrlqyKZVkIIZgR1KhbmrRazSpqQpRZGiWwRsc1320/IklAQ0U4lnKIrFg5KRaKEU4XBTuRNMZkisd0qGmIAyqddHn6Ap5rxYejSOgKFVyq3ydSHEg5CzzdGWA1kb+9TPzLGyZq1HRSFsaJoiFZLRolHKoIZjlAnwlKFJ9pgolg+lZIJlhgonRaBR3C16fwf9KrVlCtUr25LLXr6zjy4BScgTJAoAHa4Bp0QBcQcA8ewBN4NubGo/FivK5ac8Z65gT8gPH2CSgfk0I=</latexit>

sH<latexit sha1_base64="YNI5wN7/tMVHXAZ/rpNIJve8btY=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUDbbSbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHstHM03Qj+hI8pAzaqz0oAeNQansVtwFyDrxclKGHM1B6as/jFkaoTRMUK17npsYP6PKcCZwVuynGhPKJnSEPUsljVD72eLUGbm0ypCEsbIlDVmovycyGmk9jQLbGVEz1qveXPzP66UmrPkZl0lqULLlojAVxMRk/jcZcoXMiKkllClubyVsTBVlxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYMRPMMrvDnCeXHenY9l64aTz5zBHzifPyU6jaw=</latexit>

rH<latexit sha1_base64="C4ZHdlRRbtsjJMi8ZCTjO+J9Dh0=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUDbbSbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHstHM03Qj+hI8pAzaqz0oAaNQansVtwFyDrxclKGHM1B6as/jFkaoTRMUK17npsYP6PKcCZwVuynGhPKJnSEPUsljVD72eLUGbm0ypCEsbIlDVmovycyGmk9jQLbGVEz1qveXPzP66UmrPkZl0lqULLlojAVxMRk/jcZcoXMiKkllClubyVsTBVlxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYMRPMMrvDnCeXHenY9l64aTz5zBHzifPyO0jas=</latexit>

aH<latexit sha1_base64="oxk85o2xgXIeESsVJIR1j2AVVtI=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUCbbTbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqKGvRWMSqG6BmgkvWMtwI1k0UwygQrBNM7uZ+54kpzWP5aKYJ8yMcSR5yisZKDzhoDEplt+IuQNaJl5My5GgOSl/9YUzTiElDBWrd89zE+Bkqw6lgs2I/1SxBOsER61kqMWLazxanzsilVYYkjJUtachC/T2RYaT1NApsZ4RmrFe9ufif10tNWPMzLpPUMEmXi8JUEBOT+d9kyBWjRkwtQaq4vZXQMSqkxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYURPMMrvDnCeXHenY9l64aTz5zBHzifPwnOjZo=</latexit>

⇡H(·|sH)
<latexit sha1_base64="YKHbTT9OSQBNt88o7UQsIvUh7Jk=">AAAB+XicdVDLSsNAFJ3UV62vqEs3g0Wom5Kp0seu4KbLCvYBTQiTyaQdOnkwMymU2D9x40IRt/6JO//GSVtBRQ9cOJxzL/fe4yWcSWVZH0ZhY3Nre6e4W9rbPzg8Mo9P+jJOBaE9EvNYDD0sKWcR7SmmOB0mguLQ43TgTW9yfzCjQrI4ulPzhDohHkcsYAQrLbmmaSfM7VRs4sfqXrqdS9csW1XLshBCMCeoUbc0abWaNdSEKLc0ymCNrmu+235M0pBGinAs5QhZiXIyLBQjnC5KdippgskUj+lI0wiHVDrZ8vIFvNCKD4NY6IoUXKrfJzIcSjkPPd0ZYjWRv71c/MsbpSpoOhmLklTRiKwWBSmHKoZ5DNBnghLF55pgIpi+FZIJFpgoHVZJh/D1Kfyf9GtVdFWt3V6X2/V1HEVwBs5BBSDQAG3QAV3QAwTMwAN4As9GZjwaL8brqrVgrGdOwQ8Yb58OjZNC</latexit>

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

agent environment st at st+1 rt+1 reward state action

1

sh<latexit sha1_base64="pTqn7lmu+TPP8RbJ/EyxwmlgSPc=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lqQY8FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2YwHpQrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4Y2fCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qndVrd3XK41GHkcRzuAcLsGDa2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwBYIo3U</latexit>

rh = r(sh, ah)
<latexit sha1_base64="mRzbHoSk2dhZ8Ym1/rPM3v8WsYc=">AAAB+XicbVBNS8NAEJ34WetX1KOXxSJUkJJUQS9CwYvHCvYD2hA2202zdLMJu5tCCf0nXjwo4tV/4s1/47bNQVsfDDzem2FmXpByprTjfFtr6xubW9ulnfLu3v7BoX103FZJJgltkYQnshtgRTkTtKWZ5rSbSorjgNNOMLqf+Z0xlYol4klPUurFeChYyAjWRvJtW/oRukOyqvzoEvvRhW9XnJozB1olbkEqUKDp21/9QUKymApNOFaq5zqp9nIsNSOcTsv9TNEUkxEe0p6hAsdUefn88ik6N8oAhYk0JTSaq78nchwrNYkD0xljHallbyb+5/UyHd56ORNppqkgi0VhxpFO0CwGNGCSEs0nhmAimbkVkQhLTLQJq2xCcJdfXiXtes29qtUfryuNRhFHCU7hDKrgwg004AGa0AICY3iGV3izcuvFerc+Fq1rVjFzAn9gff4AmGqSVA==</latexit>

h = 1, 2 · · · , H
<latexit sha1_base64="uqAQBtZI5LZxwFXYodacCZ6zM4k=">AAAB9XicbVBNSwMxEJ31s9avqkcvwSJ4KGW3CnpQKHjpsYL9gHYt2TTbhmaTJckqZen/8OJBEa/+F2/+G9N2D9r6YODx3gwz84KYM21c99tZWV1b39jMbeW3d3b39gsHh00tE0Vog0guVTvAmnImaMMww2k7VhRHAaetYHQ79VuPVGkmxb0Zx9SP8ECwkBFsrPQwvPFKlS7pS6NLqNYrFN2yOwNaJl5GipCh3it8dfuSJBEVhnCsdcdzY+OnWBlGOJ3ku4mmMSYjPKAdSwWOqPbT2dUTdGqVPgqlsiUMmqm/J1IcaT2OAtsZYTPUi95U/M/rJCa88lMm4sRQQeaLwoQjI9E0AtRnihLDx5Zgopi9FZEhVpgYG1TehuAtvrxMmpWyd16u3F0Uq9dZHDk4hhM4Aw8uoQo1qEMDCCh4hld4c56cF+fd+Zi3rjjZzBH8gfP5A553kUU=</latexit>

agent environment st at st+1 rt+1 reward state action

1

ah ⇠ ⇡h(·|sh)
<latexit sha1_base64="DdFTt2dtcVz0F7sjq43OG1U0e1A=">AAACAXicbVDLSsNAFJ3UV62vqBvBzWAR6qYkVdBlwY3LCvYBTQiTybQZOpMJMxOhxLrxV9y4UMStf+HOv3HaZqGtBy4czrmXe+8JU0aVdpxvq7Syura+Ud6sbG3v7O7Z+wcdJTKJSRsLJmQvRIowmpC2ppqRXioJ4iEj3XB0PfW790QqKpI7PU6Jz9EwoQOKkTZSYB+hIPYU5dBLaRDXPBwJ/aCC+Cywq07dmQEuE7cgVVCgFdhfXiRwxkmiMUNK9V0n1X6OpKaYkUnFyxRJER6hIekbmiBOlJ/PPpjAU6NEcCCkqUTDmfp7IkdcqTEPTSdHOlaL3lT8z+tnenDl5zRJM00SPF80yBjUAk7jgBGVBGs2NgRhSc2tEMdIIqxNaBUTgrv48jLpNOrueb1xe1FtNos4yuAYnIAacMElaIIb0AJtgMEjeAav4M16sl6sd+tj3lqyiplD8AfW5w/5mZaT</latexit>

sh+1 ⇠ Ph(·|sh, ah)
<latexit sha1_base64="z+jTMXf6j6iJlmyt4EolZLxRK9s=">AAACCnicbVDLSsNAFJ3UV62vqEs3o0WoKCWpgi5cFNy4rGAf0IQwmUyawZkkzEyEErt246+4caGIW7/AnX/jtM1CWw9cOJxzL/fe46eMSmVZ30ZpYXFpeaW8Wllb39jcMrd3OjLJBCZtnLBE9HwkCaMxaSuqGOmlgiDuM9L1767GfveeCEmT+FYNU+JyNIhpSDFSWvLMfenl0bE9go6kHLa8qObgIFEPUHrRCURedOSZVatuTQDniV2QKijQ8swvJ0hwxkmsMENS9m0rVW6OhKKYkVHFySRJEb5DA9LXNEacSDefvDKCh1oJYJgIXbGCE/X3RI64lEPu606OVCRnvbH4n9fPVHjh5jROM0ViPF0UZgyqBI5zgQEVBCs21ARhQfWtEEdIIKx0ehUdgj378jzpNOr2ab1xc1ZtXhZxlMEeOAA1YINz0ATXoAXaAINH8AxewZvxZLwY78bHtLVkFDO74A+Mzx/wGJke</latexit>

1 Begin with the terminal step h = H + 1:

V π
H+1 = 0, Qπ

H+1 = 0.

2 Backtrack h = H, H − 1, . . . , 1:

Qπ
h(s, a) := E [rh(sh, ah)]︸ ︷︷ ︸

immediate reward

+ Es′∼Ph(·|s,a)V
π

h+1(s′)︸ ︷︷ ︸
next step’s value

V π
h (s) := Ea∼πh(·|s)Q

π
h(s, a)
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Policy improvement
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Partial ordering of policies

Definition 2 (Partial ordering)
Define a partial order over policies: denote

π′ ≥ π if ∀s ∈ S, V π′
(s) ≥ V π(s).

• The policy π′ is an improvement over π since it improves its value in all
states.

Question
Given a policy π, how to find an improved
policy?
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Policy improvement via one-step look-ahead

Given the Q-function Qπ of some policy π.

At each state s, can we identify an action a such that

Qπ(s, a) ≥ V π(s)?

• taking action a at state s leads to a higher cumulative reward than
following policy π.
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Policy improvement theorem

Theorem 3 (Policy improvement theorem)
Choose some stationary policy π, and let π′ be a deterministic policy such
that

∀s ∈ S, Qπ(s, π′(s)) ≥ V π(s).

Then V π′ ≥ V π, i.e., π′ is an improvement over π.

• Define the greedy policy w.r.t. some Q as

πQ = Greedy(Q), i.e. πQ(s) = arg max
a∈A

Q(s, a).

• The greedy policy π′ = Greedy(Qπ) w.r.t. Qπ is an improvement over π:

Qπ(s, π′(s)) = max
a∈A

Qπ(s, a)

≥
∑
a∈A

π(a|s)Qπ(s, a) = V π(s) =⇒ V π′
≥ V π
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Proof of policy improvement theorem

For each state s ∈ S,

V π(s) ≤ Qπ(s, π′(s))
= E

[
r(s0, π′(s0)) + γV π(s1)

∣∣ s0 = s, a0 = π′(s)
]

≤ E
[
r(s0, π′(s0)) + γQπ(s1, π′(s1))

∣∣ s0 = s, a0 = π′(s)
]

= E
[
r(s0, π′(s0)) + γr(s1, π′(s1)) + γ2V π(s2)

∣∣ s0 = s, a0 = π′(s)
]

≤ · · ·
≤ E

[
r(s0, π′(s0)) + γr(s1, π′(s1)) + γ2r(s2, π′(s2)) + · · ·

∣∣ s0 = s
]

≤ V π′
(s)

One-step improvement leads to value increase.
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Finding the optimal policy of MDPs
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Optimal value and optimal policy

• optimal value / Q function:

V ⋆(s) := max
π

V π(s), Q⋆(s, a) := max
π

Qπ(s, a)

where the search is over all policies possibly non-stationary and random.
• optimal policy π⋆: the policy that maximizes the value function.

36



Optimal policy: existence

Lemma 4 ([Bellman, 1952])
For infinite-horizon discounted MDPs, there always exists a stationary and
deterministic policy π⋆, such that for all s ∈ S, a ∈ A,

V π⋆

(s) = V ⋆(s), Qπ⋆

(s, a) = Q⋆(s, a).

• Using stationary and deterministic policies suffices.
• See [Agarwal et al., 2019] for a proof.
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Bellman’s optimality equations

Theorem 5 (Bellman’s optimality equations)
The optimal value/Q functions are unique and related via

V ⋆(s) = max
a∈A

Q⋆(s, a),

Q⋆(s, a) = E[r(s, a)] + γEs′∼P (·|s,a)V
⋆(s′).

Furthermore, π⋆ = πQ⋆ = Greedy(Q⋆) is an optimal policy (tie-breaking
arbitrarily).

• Knowing the optimal Q-function allows us to find the optimal policy.
• The optimal values are unique, but the optimal policy is not necessarily

unique.
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Proof of Bellman’s optimality equations
Proof of V ⋆(s) = maxa∈A Q⋆(s, a):

V ⋆(s) = max
π

V π(s)

= max
π

Ea∼π(·|s)[Qπ(s, a)]

≤ max
π

Ea∼π(·|s)[Q⋆(s, a)]

= max
a∈A

Q⋆(s, a).

On the other end, for any a ∈ A, consider the (possibly non-stationary)
policy that first takes action a and then follows π⋆. It follows that

V ⋆(s) ≥ Qπ⋆

(s, a) = Q⋆(s, a).

This implies, by the arbitrariness of a,

V ⋆(s) ≥ max
a∈A

Q⋆(s, a).
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Proof of Bellman’s optimality equations

Proof of Q⋆(s, a) = E[r(s, a)] + γEs′∼P (·|s,a)V
⋆(s′):

Q⋆(s, a) = max
π

Qπ(s, a)

= max
π

[
E[r(s, a)] + γEs′∼P (·|s,a)V

π(s′)
]

= E[r(s, a)] + γ max
π

Es′∼P (·|s,a)V
π(s′)

= E[r(s, a)] + γEs′∼P (·|s,a)V
⋆(s′)
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Bellman’s optimality principle

Bellman operator

T (Q)(s, a) := E[r(s, a)]︸ ︷︷ ︸
immediate reward

+ γ E
s′∼P (·|s,a)

[
max
a′∈A

Q(s′, a′)︸ ︷︷ ︸
next state’s value

]

• one-step look-ahead

Bellman’s optimality equation: Q⋆ is the unique fixed
point to

T (Q⋆) = Q⋆

Uniqueness is immediately implied by the γ-contraction on
the next slide (verify!). Richard Bellman
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Contraction of the Bellman’s operator

Lemma 6 (γ-contraction of Bellman operator)
For any Q and Q′, it holds

∥T (Q) − T (Q′)∥∞ ≤ γ∥Q − Q′∥∞.

Proof: ∥T (Q) − T (Q′)∥∞

= γ max
s,a

∣∣∣∣ E
s′∼P (·|s,a)

[
max
a′∈A

Q(s′, a′)
]

− E
s′∼P (·|s,a)

[
max
a′∈A

Q′(s′, a′)
]∣∣∣∣

≤ γ max
s,a

E
s′∼P (·|s,a)

∣∣∣∣max
a′∈A

Q(s′, a′) − max
a′∈A

Q′(s′, a′)
∣∣∣∣

≤ γ max
s,a

E
s′∼P (·|s,a)

max
a′∈A

|Q(s′, a′) − Q′(s′, a′)|

≤ γ max
s′,a′

|Q(s′, a′) − Q′(s′, a′)| = γ∥Q − Q′∥∞.

Here, we used the fact | maxa f(a) − maxa g(a)| ≤ maxa |f(a) − g(a)|.
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Value iteration

Value iteration
For t = 0, 1, . . .,

Q(t+1) = T (Q(t))

<latexit sha1_base64="rT7iLQvfD9IOq2lJQ2RoDn9TtCo=">AAAB/nicbVDLSsNAFL2pr1pfUXHlJliEuimJiLosunHZgn1AG8tkOmmHTiZhZiKUIeCvuHGhiFu/w51/4zTtQlsPXDicc+/cuSdIGJXKdb+twsrq2vpGcbO0tb2zu2fvH7RknApMmjhmsegESBJGOWkqqhjpJIKgKGCkHYxvp377kQhJY36vJgnxIzTkNKQYKSP17SPdyx/RAUtJ1njQFXWWZX277FbdHM4y8eakDHPU+/ZXbxDjNCJcYYak7HpuonyNhKKYkazUSyVJEB6jIekaylFEpK/zzZlzapSBE8bCFFdOrv6e0CiSchIFpjNCaiQXvan4n9dNVXjta8qTVBGOZ4vClDkqdqZZOAMqCFZsYgjCgpq/OniEBMLKJFYyIXiLJy+T1nnVu6y6jYty7WYeRxGO4QQq4MEV1OAO6tAEDBqe4RXerCfrxXq3PmatBWs+cwh/YH3+AMaHlgE=</latexit>

Q(t)

<latexit sha1_base64="4OzImxkacR2IGPi1SMp0pzJ55ow=">AAAB/nicbVDLSsNAFL2pr1pfUXHlJliEuimJiLosunHZgn1AG8tkOmmHTiZhZiKUIeCvuHGhiFu/w51/4zTtQlsPXDicc+/cuSdIGJXKdb+twsrq2vpGcbO0tb2zu2fvH7RknApMmjhmsegESBJGOWkqqhjpJIKgKGCkHYxvp377kQhJY36vJgnxIzTkNKQYKSP17SPdyx/RAUtJ1njQFfcsy/p22a26OZxl4s1JGeao9+2v3iDGaUS4wgxJ2fXcRPkaCUUxI1mpl0qSIDxGQ9I1lKOISF/nmzPn1CgDJ4yFKa6cXP09oVEk5SQKTGeE1EguelPxP6+bqvDa15QnqSIczxaFKXNU7EyzcAZUEKzYxBCEBTV/dfAICYSVSaxkQvAWT14mrfOqd1l1Gxfl2s08jiIcwwlUwIMrqMEd1KEJGDQ8wyu8WU/Wi/VufcxaC9Z85hD+wPr8AV6rlb0=</latexit>

Q(0)

<latexit sha1_base64="pN71jMgwlpUXirPEUKZwBLRvYu8=">AAAB/nicbVDLSsNAFL2pr1pfUXHlJliEuimJiLosunHZgn1AG8tkOmmHTiZhZiKUIeCvuHGhiFu/w51/4zTtQlsPXDicc+/cuSdIGJXKdb+twsrq2vpGcbO0tb2zu2fvH7RknApMmjhmsegESBJGOWkqqhjpJIKgKGCkHYxvp377kQhJY36vJgnxIzTkNKQYKSP17SPdyx/RAUtJ1njQFe8sy/p22a26OZxl4s1JGeao9+2v3iDGaUS4wgxJ2fXcRPkaCUUxI1mpl0qSIDxGQ9I1lKOISF/nmzPn1CgDJ4yFKa6cXP09oVEk5SQKTGeE1EguelPxP6+bqvDa15QnqSIczxaFKXNU7EyzcAZUEKzYxBCEBTV/dfAICYSVSaxkQvAWT14mrfOqd1l1Gxfl2s08jiIcwwlUwIMrqMEd1KEJGDQ8wyu8WU/Wi/VufcxaC9Z85hD+wPr8AWAylb4=</latexit>

Q(1)

<latexit sha1_base64="MlzkVSJPX37LZqo/7hjDVKE1fe8=">AAAB8nicbVDLSsNAFL2pr1pfVZdugkVwVRIRdVl047JCX9CGMplO2qGTmTBzI5TQz3DjQhG3fo07/8ZJm4VWDwwczrmXOfeEieAGPe/LKa2tb2xulbcrO7t7+wfVw6OOUammrE2VULoXEsMEl6yNHAXrJZqROBSsG07vcr/7yLThSrZwlrAgJmPJI04JWqk/iAlOKBFZaz6s1ry6t4D7l/gFqUGB5rD6ORgpmsZMIhXEmL7vJRhkRCOngs0rg9SwhNApGbO+pZLEzATZIvLcPbPKyI2Utk+iu1B/bmQkNmYWh3Yyj2hWvVz8z+unGN0EGZdJikzS5UdRKlxUbn6/O+KaURQzSwjV3GZ16YRoQtG2VLEl+Ksn/yWdi7p/VfceLmuN26KOMpzAKZyDD9fQgHtoQhsoKHiCF3h10Hl23pz35WjJKXaO4Recj2+O05Fv</latexit>T

...

Q?

<latexit sha1_base64="MlzkVSJPX37LZqo/7hjDVKE1fe8=">AAAB8nicbVDLSsNAFL2pr1pfVZdugkVwVRIRdVl047JCX9CGMplO2qGTmTBzI5TQz3DjQhG3fo07/8ZJm4VWDwwczrmXOfeEieAGPe/LKa2tb2xulbcrO7t7+wfVw6OOUammrE2VULoXEsMEl6yNHAXrJZqROBSsG07vcr/7yLThSrZwlrAgJmPJI04JWqk/iAlOKBFZaz6s1ry6t4D7l/gFqUGB5rD6ORgpmsZMIhXEmL7vJRhkRCOngs0rg9SwhNApGbO+pZLEzATZIvLcPbPKyI2Utk+iu1B/bmQkNmYWh3Yyj2hWvVz8z+unGN0EGZdJikzS5UdRKlxUbn6/O+KaURQzSwjV3GZ16YRoQtG2VLEl+Ksn/yWdi7p/VfceLmuN26KOMpzAKZyDD9fQgHtoQhsoKHiCF3h10Hl23pz35WjJKXaO4Recj2+O05Fv</latexit>T
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Convergence rate of value iteration

Theorem 7 (Linear convergence of value iteration)

∥Q(t) − Q⋆∥∞ ≤ γt∥Q(0) − Q⋆∥∞

• This is implied immediately by the γ-contraction property.

Implications: to achieve ∥Q(t) − Q⋆∥∞ ≤ ϵ, it takes no more than

1
1 − γ

log
(

∥Q(0) − Q⋆∥∞

ϵ

)
iterations.

44



From Q-function to policy

Lemma 8 ([Singh and Yee, 1994])

Let the greedy policy w.r.t. Q be πQ, then

V ⋆ − V πQ ≤ 2
1 − γ

∥Q⋆ − Q∥∞.

<latexit sha1_base64="MhtkYrLh586dO/nOj5yZEfpbxp4=">AAACGnicbVDLSgMxFM34tr6qLt0Ei+DGMiOiLotuXFqwKjS1ZNI7bWgmMyZ3lDLtd7jxV9y4UMSduPFvTGsXvg4EDufcw809YaqkRd//8CYmp6ZnZufmCwuLS8srxdW1c5tkRkBNJCoxlyG3oKSGGkpUcJka4HGo4CLsHg/9ixswVib6DHspNGLe1jKSgqOTmsWA9Sm7lS3ocMyrA7pDq1c5s8jNgPWbTOoIe5QpuKYMUivVMFPyy/4I9C8JxqRExjhtFt9YKxFZDBqF4tbWAz/FRs4NSqFgUGCZhZSLLm9D3VHNY7CNfHTagG45pUWjxLinkY7U74mcx9b24tBNxhw79rc3FP/z6hlGh41c6jRD0OJrUZQpigkd9kRb0oBA1XOECyPdX6nocMMFujYLroTg98l/yfluOdgv+9W9UuVoXMcc2SCbZJsE5IBUyAk5JTUiyB15IE/k2bv3Hr0X7/VrdMIbZ9bJD3jvn5H7oTg=</latexit>

k bQ � Q?k1  ✏

<latexit sha1_base64="WSfoqsZ9l7Np2in8sVaMElbJPbc=">AAACFXicbVDJSgNBEO2JW4zbqEcvjUGIIGFGRL0IQQ96TMAskAmhp6cmadKz0N2jhGF+wou/4sWDIl4Fb/6NnQXRxAcFj/eqqKrnxpxJZVlfRm5hcWl5Jb9aWFvf2Nwyt3caMkoEhTqNeCRaLpHAWQh1xRSHViyABC6Hpju4GvnNOxCSReGtGsbQCUgvZD6jRGmpax4598yDPlGpE7MMX2AnIKov/fRaAHjDrPTj17LDrlm0ytYYeJ7YU1JEU1S75qfjRTQJIFSUEynbthWrTkqEYpRDVnASCTGhA9KDtqYhCUB20vFXGT7Qiof9SOgKFR6rvydSEkg5DFzdOb551huJ/3ntRPnnnZSFcaIgpJNFfsKxivAoIuwxAVTxoSaECqZvxbRPBKFKB1nQIdizL8+TxnHZPi1btZNi5XIaRx7toX1UQjY6QxV0g6qojih6QE/oBb0aj8az8Wa8T1pzxnRmF/2B8fENGbqfZw==</latexit>

b⇡ = Greedy( bQ) <latexit sha1_base64="wT0Cm4BGC/QxiDieY1qqyRHFix4="></latexit>

V ? � V b⇡  ✏

1 � �

• Mind the error amplification factor 1
1−γ
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Proof of Lemma 8

Fix state s ∈ S and let a = πQ(s). It follows that

V ⋆(s) − V πQ(s)
= Q⋆(s, π⋆(s)) − QπQ(s, πQ(s))
= Q⋆(s, π⋆(s))−Q(s, πQ(s))︸ ︷︷ ︸

=:I

+ Q(s, πQ(s)) − Q⋆(s, πQ(s))︸ ︷︷ ︸
=:II

+ Q⋆(s, πQ(s)) − QπQ(s, πQ(s))︸ ︷︷ ︸
=:III

We shall bound each of these terms separately.
• For term I, since Q(s, πQ(s)) ≥ Q(s, π⋆(s)),

Q⋆(s, π⋆(s)) − Q(s, πQ(s)) ≤ Q⋆(s, π⋆(s)) − Q(s, π⋆(s))
≤ ∥Q⋆ − Q∥∞.
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Proof of Lemma 8

• For term II,

Q(s, πQ(s)) − Q⋆(s, πQ(s)) ≤ ∥Q⋆ − Q∥∞.

• For term III, by Bellman equations,

Q⋆(s, πQ(s)) − QπQ(s, πQ(s)) = γEs′∼P (·|s,a)[V ⋆(s′) − V πQ(s′)]
≤ γ∥V ⋆ − V πQ∥∞

To sum up,

∥V ⋆ − V πQ∥∞ ≤ 2∥Q⋆ − Q∥∞ + γ∥V ⋆ − V πQ∥∞

=⇒ ∥V ⋆ − V πQ∥∞ ≤ 2∥Q⋆ − Q∥∞

1 − γ
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Policy iteration

Policy iteration
For t = 0, 1, . . .,

π(t) = Greedy(Q(t−1))

Q(t) = Qπ(t)

evaluate

evaluate

gree
dy

gre
edy

⇡(0)

⇡(1)

⇡(2)
...

Q⇡(0)

Q⇡(1)

Q?

⇡?

—“the dance”
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Convergence rate of policy iteration

Theorem 9 (Linear convergence of policy iteration)

For policy iteration, it follows that
1 Q(t+1) ≥ T (Q(t)) ≥ Q(t)

2 ∥Q(t+1) − Q⋆∥∞ ≤ γ∥Q(t) − Q⋆∥∞

• Policy iteration produces a sequence of improving policies.

Implications: to achieve ∥Q(t) − Q⋆∥∞ ≤ ϵ for output policy π(t), it takes
no more than

1
1 − γ

log
(

∥Q(0) − Q⋆∥∞

ϵ

)
iterations.
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Proof for policy iteration: policy improvements

Proof of T (Q(t)) ≥ Q(t):

T (Q(t))(s, a) = r(s, a) + γEs′∼P (·|s,a) max
a′

Qπ(t)
(s′, a′)

≥ r(s, a) + γEs′∼P (·|s,a)Q
π(t)

(s′, π(t)(s′))

= r(s, a) + γEs′∼P (·|s,a)V
π(t)

(s′) = Qπ(t)
(s, a).

Proof of Q(t+1) ≥ T (Q(t)): From policy improvement theorem, we already
know Q(t+1) ≥ Q(t).

Qπ(t+1)
(s, a) = r(s, a) + γEs′∼P (·|s,a)Q

π(t+1)
(s′, π(t+1)(s′))

≥ r(s, a) + γEs′∼P (·|s,a)Q
π(t)

(s′, π(t+1)(s′))

= r(s, a) + γEs′∼P (·|s,a) max
a′

Qπ(t)
(s′, a′) = T (Q(t))(s, a).
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Proof for policy iteration: linear convergence

Using Q(t+1) ≥ T (Q(t)),

∥Q⋆ − Q(t+1)∥∞ ≤ ∥Q⋆ − T (Q(t))∥∞

= ∥T (Q⋆) − T (Q(t))∥∞

≤ γ∥Q⋆ − Q(t)∥∞.

Here, the last line follows from the contraction of the Bellman’s optimality
operator.
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Bellman’s optimality eq. for finite-horizon MDPs

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

1

⇠ ⇠ ⇠

…
⇠

⇡2(·|s2)
<latexit sha1_base64="BUdp488Jpi0lQO5eYn/KMq7P4EE=">AAAB+nicdVDLSsNAFJ3UV62vVJduBotQNyUTpY9dwY3LCrYWmhAmk2k7dPJgZqKUtJ/ixoUibv0Sd/6Nk7aCih64cDjnXu69x084k8qyPozC2vrG5lZxu7Szu7d/YJYPezJOBaFdEvNY9H0sKWcR7SqmOO0nguLQ5/TWn1zm/u0dFZLF0Y2aJtQN8ShiQ0aw0pJnlp2EeXbVIUGs4Ex69plnVqyaZVkIIZgT1KhbmrRaTRs1IcotjQpYoeOZ704QkzSkkSIcSzlAVqLcDAvFCKfzkpNKmmAywSM60DTCIZVutjh9Dk+1EsBhLHRFCi7U7xMZDqWchr7uDLEay99eLv7lDVI1bLoZi5JU0YgsFw1TDlUM8xxgwAQlik81wUQwfSskYywwUTqtkg7h61P4P+nZNXRes68vKu36Ko4iOAYnoAoQaIA2uAId0AUE3IMH8ASejZnxaLwYr8vWgrGaOQI/YLx9AiUKk0A=</latexit>

⇡1(·|s1)
<latexit sha1_base64="I51hbIvsLCmUO2ncVUjBpQ0zae4=">AAAB+nicdVDLSsNAFJ3UV62vVJduBotQNyVTpY9dwY3LCrYWmhAmk0k7dPJgZqKUtJ/ixoUibv0Sd/6Nk7aCih64cDjnXu69x0s4k8qyPozC2vrG5lZxu7Szu7d/YJYP+zJOBaE9EvNYDDwsKWcR7SmmOB0kguLQ4/TWm1zm/u0dFZLF0Y2aJtQJ8ShiASNYack1y3bCXFS1iR8rOJMuOnPNilWzLAshBHOCmg1Lk3a7VUctiHJLowJW6Lrmu+3HJA1ppAjHUg6RlSgnw0Ixwum8ZKeSJphM8IgONY1wSKWTLU6fw1Ot+DCIha5IwYX6fSLDoZTT0NOdIVZj+dvLxb+8YaqClpOxKEkVjchyUZByqGKY5wB9JihRfKoJJoLpWyEZY4GJ0mmVdAhfn8L/Sb9eQ+e1+vVFpdNYxVEEx+AEVAECTdABV6ALeoCAe/AAnsCzMTMejRfjddlaMFYzR+AHjLdPIfWTPg==</latexit>

⇡3(·|s3)
<latexit sha1_base64="EHBDTCWE7z8Pay4IHX3jm0wQRJ8=">AAAB+nicdVDLSgMxFM3UV62vqS7dBItQN2XSSh+7ghuXFewDOsOQyaRtaOZBklHKtJ/ixoUibv0Sd/6NmbaCih64cDjnXu69x4s5k8qyPozcxubW9k5+t7C3f3B4ZBaPezJKBKFdEvFIDDwsKWch7SqmOB3EguLA47TvTa8yv39HhWRReKtmMXUCPA7ZiBGstOSaRTtmbq1sEz9ScC7d2oVrlqyKZVkIIZgR1KhbmrRazSpqQpRZGiWwRsc1320/IklAQ0U4lnKIrFg5KRaKEU4XBTuRNMZkisd0qGmIAyqddHn6Ap5rxYejSOgKFVyq3ydSHEg5CzzdGWA1kb+9TPzLGyZq1HRSFsaJoiFZLRolHKoIZjlAnwlKFJ9pgolg+lZIJlhgonRaBR3C16fwf9KrVlCtUr25LLXr6zjy4BScgTJAoAHa4Bp0QBcQcA8ewBN4NubGo/FivK5ac8Z65gT8gPH2CSgfk0I=</latexit>

sH<latexit sha1_base64="YNI5wN7/tMVHXAZ/rpNIJve8btY=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUDbbSbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHstHM03Qj+hI8pAzaqz0oAeNQansVtwFyDrxclKGHM1B6as/jFkaoTRMUK17npsYP6PKcCZwVuynGhPKJnSEPUsljVD72eLUGbm0ypCEsbIlDVmovycyGmk9jQLbGVEz1qveXPzP66UmrPkZl0lqULLlojAVxMRk/jcZcoXMiKkllClubyVsTBVlxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYMRPMMrvDnCeXHenY9l64aTz5zBHzifPyU6jaw=</latexit>

rH<latexit sha1_base64="C4ZHdlRRbtsjJMi8ZCTjO+J9Dh0=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUDbbSbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqGLZYLGLVDahGwSW2DDcCu4lCGgUCO8Hkbu53nlBpHstHM03Qj+hI8pAzaqz0oAaNQansVtwFyDrxclKGHM1B6as/jFkaoTRMUK17npsYP6PKcCZwVuynGhPKJnSEPUsljVD72eLUGbm0ypCEsbIlDVmovycyGmk9jQLbGVEz1qveXPzP66UmrPkZl0lqULLlojAVxMRk/jcZcoXMiKkllClubyVsTBVlxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYMRPMMrvDnCeXHenY9l64aTz5zBHzifPyO0jas=</latexit>

aH<latexit sha1_base64="oxk85o2xgXIeESsVJIR1j2AVVtI=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KkkV7LHgpceK9gPaUCbbTbt0swm7G6GE/gQvHhTx6i/y5r9x2+agrQ8GHu/NMDMvSATXxnW/nY3Nre2d3cJecf/g8Oi4dHLa1nGqKGvRWMSqG6BmgkvWMtwI1k0UwygQrBNM7uZ+54kpzWP5aKYJ8yMcSR5yisZKDzhoDEplt+IuQNaJl5My5GgOSl/9YUzTiElDBWrd89zE+Bkqw6lgs2I/1SxBOsER61kqMWLazxanzsilVYYkjJUtachC/T2RYaT1NApsZ4RmrFe9ufif10tNWPMzLpPUMEmXi8JUEBOT+d9kyBWjRkwtQaq4vZXQMSqkxqZTtCF4qy+vk3a14l1Xqvc35Xotj6MA53ABV+DBLdShAU1oAYURPMMrvDnCeXHenY9l64aTz5zBHzifPwnOjZo=</latexit>

⇡H(·|sH)
<latexit sha1_base64="YKHbTT9OSQBNt88o7UQsIvUh7Jk=">AAAB+XicdVDLSsNAFJ3UV62vqEs3g0Wom5Kp0seu4KbLCvYBTQiTyaQdOnkwMymU2D9x40IRt/6JO//GSVtBRQ9cOJxzL/fe4yWcSWVZH0ZhY3Nre6e4W9rbPzg8Mo9P+jJOBaE9EvNYDD0sKWcR7SmmOB0mguLQ43TgTW9yfzCjQrI4ulPzhDohHkcsYAQrLbmmaSfM7VRs4sfqXrqdS9csW1XLshBCMCeoUbc0abWaNdSEKLc0ymCNrmu+235M0pBGinAs5QhZiXIyLBQjnC5KdippgskUj+lI0wiHVDrZ8vIFvNCKD4NY6IoUXKrfJzIcSjkPPd0ZYjWRv71c/MsbpSpoOhmLklTRiKwWBSmHKoZ5DNBnghLF55pgIpi+FZIJFpgoHVZJh/D1Kfyf9GtVdFWt3V6X2/V1HEVwBs5BBSDQAG3QAV3QAwTMwAN4As9GZjwaL8brqrVgrGdOwQ8Yb58OjZNC</latexit>

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

agent environment st at st+1 rt+1 reward state action

1

agent environment st at st+1 rt+1 reward next state action

1

agent environment st at st+1 rt+1 reward state action

1

sh<latexit sha1_base64="pTqn7lmu+TPP8RbJ/EyxwmlgSPc=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lqQY8FLx4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbud+54lrI2L1iNOE+xEdKREKRtFKD2YwHpQrbtVdgKwTLycVyNEclL/6w5ilEVfIJDWm57kJ+hnVKJjks1I/NTyhbEJHvGepohE3frY4dUYurDIkYaxtKSQL9fdERiNjplFgOyOKY7PqzcX/vF6K4Y2fCZWkyBVbLgpTSTAm87/JUGjOUE4toUwLeythY6opQ5tOyYbgrb68Ttq1qndVrd3XK41GHkcRzuAcLsGDa2jAHTShBQxG8Ayv8OZI58V5dz6WrQUnnzmFP3A+fwBYIo3U</latexit>

rh = r(sh, ah)
<latexit sha1_base64="mRzbHoSk2dhZ8Ym1/rPM3v8WsYc=">AAAB+XicbVBNS8NAEJ34WetX1KOXxSJUkJJUQS9CwYvHCvYD2hA2202zdLMJu5tCCf0nXjwo4tV/4s1/47bNQVsfDDzem2FmXpByprTjfFtr6xubW9ulnfLu3v7BoX103FZJJgltkYQnshtgRTkTtKWZ5rSbSorjgNNOMLqf+Z0xlYol4klPUurFeChYyAjWRvJtW/oRukOyqvzoEvvRhW9XnJozB1olbkEqUKDp21/9QUKymApNOFaq5zqp9nIsNSOcTsv9TNEUkxEe0p6hAsdUefn88ik6N8oAhYk0JTSaq78nchwrNYkD0xljHallbyb+5/UyHd56ORNppqkgi0VhxpFO0CwGNGCSEs0nhmAimbkVkQhLTLQJq2xCcJdfXiXtes29qtUfryuNRhFHCU7hDKrgwg004AGa0AICY3iGV3izcuvFerc+Fq1rVjFzAn9gff4AmGqSVA==</latexit>

h = 1, 2 · · · , H
<latexit sha1_base64="uqAQBtZI5LZxwFXYodacCZ6zM4k=">AAAB9XicbVBNSwMxEJ31s9avqkcvwSJ4KGW3CnpQKHjpsYL9gHYt2TTbhmaTJckqZen/8OJBEa/+F2/+G9N2D9r6YODx3gwz84KYM21c99tZWV1b39jMbeW3d3b39gsHh00tE0Vog0guVTvAmnImaMMww2k7VhRHAaetYHQ79VuPVGkmxb0Zx9SP8ECwkBFsrPQwvPFKlS7pS6NLqNYrFN2yOwNaJl5GipCh3it8dfuSJBEVhnCsdcdzY+OnWBlGOJ3ku4mmMSYjPKAdSwWOqPbT2dUTdGqVPgqlsiUMmqm/J1IcaT2OAtsZYTPUi95U/M/rJCa88lMm4sRQQeaLwoQjI9E0AtRnihLDx5Zgopi9FZEhVpgYG1TehuAtvrxMmpWyd16u3F0Uq9dZHDk4hhM4Aw8uoQo1qEMDCCh4hld4c56cF+fd+Zi3rjjZzBH8gfP5A553kUU=</latexit>

agent environment st at st+1 rt+1 reward state action

1

ah ⇠ ⇡h(·|sh)
<latexit sha1_base64="DdFTt2dtcVz0F7sjq43OG1U0e1A=">AAACAXicbVDLSsNAFJ3UV62vqBvBzWAR6qYkVdBlwY3LCvYBTQiTybQZOpMJMxOhxLrxV9y4UMStf+HOv3HaZqGtBy4czrmXe+8JU0aVdpxvq7Syura+Ud6sbG3v7O7Z+wcdJTKJSRsLJmQvRIowmpC2ppqRXioJ4iEj3XB0PfW790QqKpI7PU6Jz9EwoQOKkTZSYB+hIPYU5dBLaRDXPBwJ/aCC+Cywq07dmQEuE7cgVVCgFdhfXiRwxkmiMUNK9V0n1X6OpKaYkUnFyxRJER6hIekbmiBOlJ/PPpjAU6NEcCCkqUTDmfp7IkdcqTEPTSdHOlaL3lT8z+tnenDl5zRJM00SPF80yBjUAk7jgBGVBGs2NgRhSc2tEMdIIqxNaBUTgrv48jLpNOrueb1xe1FtNos4yuAYnIAacMElaIIb0AJtgMEjeAav4M16sl6sd+tj3lqyiplD8AfW5w/5mZaT</latexit>

sh+1 ⇠ Ph(·|sh, ah)
<latexit sha1_base64="z+jTMXf6j6iJlmyt4EolZLxRK9s=">AAACCnicbVDLSsNAFJ3UV62vqEs3o0WoKCWpgi5cFNy4rGAf0IQwmUyawZkkzEyEErt246+4caGIW7/AnX/jtM1CWw9cOJxzL/fe46eMSmVZ30ZpYXFpeaW8Wllb39jcMrd3OjLJBCZtnLBE9HwkCaMxaSuqGOmlgiDuM9L1767GfveeCEmT+FYNU+JyNIhpSDFSWvLMfenl0bE9go6kHLa8qObgIFEPUHrRCURedOSZVatuTQDniV2QKijQ8swvJ0hwxkmsMENS9m0rVW6OhKKYkVHFySRJEb5DA9LXNEacSDefvDKCh1oJYJgIXbGCE/X3RI64lEPu606OVCRnvbH4n9fPVHjh5jROM0ViPF0UZgyqBI5zgQEVBCs21ARhQfWtEEdIIKx0ehUdgj378jzpNOr2ab1xc1ZtXhZxlMEeOAA1YINz0ATXoAXaAINH8AxewZvxZLwY78bHtLVkFDO74A+Mzx/wGJke</latexit>

Let Q⋆
h(s, a) = maxπ Qπ

h(s, a) and V ⋆
h (s) = maxπ V π

h (s) .
1 Begin with the terminal step h = H + 1:

V ⋆
H+1 = 0, Q⋆

H+1 = 0.

2 Backtrack h = H, H − 1, . . . , 1:

Q⋆
h(s, a) := E [rh(sh, ah)]︸ ︷︷ ︸

immediate reward

+ Es′∼Ph(·|s,a)V
⋆

h+1(s′)︸ ︷︷ ︸
next step’s value

V ⋆
h (s) := max

a∈A
Q⋆

h(s, a), π⋆
h(s) = argmax

a∈A
Q⋆

h(s, a).
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